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Abstract: Recurring cultural and social events are an important part of public life in Europe. 

However, there is no open and research-grade dataset covering a range of recurring events over 

time, across countries, and across event types. This thesis addresses that gap in two ways. First, it 

introduces EuroEvents-DS, a dataset of 155 recurring events from all 31 EU/EEA/CH countries, 

spanning 2015 to 2024, collected from Wikidata, a directory of performing arts festivals, and 

manual curation. Wikipedia pageviews are used as a proxy for public interest and benchmarked 

against reported attendance for a sample of 20 events. Second, the dataset is used to explore 

longitudinal patterns of digital engagement and their structural predictors. K-means clustering 

identifies four trajectory types, with national days and religious festivals concentrated in a cluster 

least affected by disruption, and carnivals and food festivals largely absent from it. Two 

regression models indicate that community and religious events were less affected than 

commercial cultural festivals, while post-2021 recovery was associated mainly with national 

economic capacity rather than event characteristics. The results suggest that events embedded in 

civic and institutional structures maintain digital interest even when physical gatherings are 

suspended. 

 

Keywords: recurring cultural events, Wikipedia pageviews, digital trace data, COVID-19 

disruption, event tourism 
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1. Introduction  

1.1 Introduction and Background  

Recurring events are a meaningful part of social life in Europe. Examples include the Carnival of 

Venice (Italy), King’s Day (Netherlands) and Constitution Day (Norway). These events are a 

source of cultural pride and attract large numbers of both locals and international visitors. 

Currently these events are poorly represented in open and research grade datasets. Data on these 

events are scattered across sources like national tourism agencies, municipalities, and academic 

grey literature. The digital footprint of public interest in events is captured through tools such as 

Wikipedia pageview traffic and Google Trends search volume. These data offer a scalable and 

more approachable alternative to official attendance records which are often unavailable, 

scattered, or not publicly shared. Prior work by Choi and Varian (2012) and Havranek and 

Zeynalov (2021) demonstrates that Google Trends reliably improves nowcasts of tourism 

demand. Owuor et al. (2023) and Yoshida et al. (2015) validate Wikipedia pageviews as proxies 

for physical visitor counts. No study has yet combined these digital proxies into a cross national 

and event level dataset for recurring European events spanning a decade long observation 

window that includes the COVID-19 disruption. 

 

1.2 Problem Statement  

To date, European cultural events with consistent variables across time, countries, and types of 

events are poorly represented in academic datasets. This leaves much to be learned about the 

evolution and relative differences of these events across nations and cultures. Plus, the 

COVID-19 pandemic has created a large disruption in the evolution of these events (OECD, 
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2020; IDEA Consult et al., 2021), the effects of which are understudied in depth on the event 

level. 

 

This thesis contributes in two different ways. First it presents EuroEvents-DS, a research-grade 

dataset of approximately 150-160 recurring EU/EEA/CH events taking place throughout 2015 

and 2024. The dataset is developed from three complementary sources and documents it 

extensively, including a data dictionary and coverage statistics. Second, it uses the dataset to 

answer two empirical sub-questions. These cover the longitudinal trajectory dynamics and 

structural predictors of COVID-19 resilience. 

 

The overarching research question guiding this thesis is: "To what extent does the digital 

footprint of recurring European cultural events, as measured through Wikipedia pageview 

trajectories over 2015-2024, reveal systematic patterns of growth, disruption, and resilience 

across event types and national contexts?" 

 

This is addressed through two sub-questions:​

Sub-Research Question 1 asks: "What distinct longitudinal trajectory types can be identified in 

the Wikipedia pageview series of recurring European cultural events over 2015-2024, and how 

are these trajectory types distributed across event categories and geographic regions?"  

 

Sub-Research Question 2 asks: "Which structural and contextual event characteristics, including 

event type, event age, and accessibility, are significantly associated with the severity of 

COVID-19 disruption and the speed of post-2021 recovery in digital public attention?” 
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The remainder of this thesis is structured as follows. Section 2 reviews the relevant literature 

across three thematic areas: recurring cultural events and their European context, approaches to 

measuring event impact and attendance, and the use of digital footprint data as research proxies. 

Section 3 describes the dataset construction strategy, data sources, analytical methods, and 

ethical framework. Section 4 presents the dataset as constructed and reports initial descriptive 

findings. Sections 5 and 6 present the analytical results for SRQ1 and SRQ2 respectively, and 

Sections 7 and 8 provide the discussion and conclusion. 
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2. Literature Review 

2.1 Recurring cultural events and their definitions, typology, and European context 

This thesis draws from research on event tourism. Event tourism is described by Getz (2008) as 

the development, planning, and marketing of planned events specifically with the purpose of 

attracting tourists and creating community development. A later review of the field by Getz and 

Page (2016) provides a synthesis of developments in event tourism research. Among the 

identified shortcomings of empirical research in event tourism are the lack of cross-national 

datasets with common variables and the relatively short-term scope of most individual studies. 

EuroEvents-DS addresses both of these issues. 

 

National and civic holidays are in a category by themselves. Lubbers and Meuleman (2016) 

studied participation in two Dutch national holidays, Remembrance Day (4 May) and Liberation 

Day (5 May). Using survey data, they found that participation is primarily driven by parental 

socialisation, and that patriotism rather than chauvinism sustains the intergenerational 

transmission of commemorative practice. Their work shows that civic events have social and 

political roles well beyond tourism and entertainment. This distinction between civic and 

commercial events is at the heart of the hypothesis for Sub-Research Question 2. 

 

Lafuente et al. (2020) examined Holy Week in Palencia, Spain. This is a traditional 

religious-cultural festival. They used an econometric count data model on surveys of three 

groups of participants. They found that visitor attendance was linked specifically to those who 

combined the event with visits to other religious and cultural attractions. Hernández-Mogollón et 

al. (2018) follow this line of inquiry to two recurring events in Extremadura. They surveyed 611 
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visitors and used structural equation modelling to show that cultural events contribute to the 

cognitive and affective image of tourist destinations, and that destination-level structural 

elements are stronger image drivers than just event brands. This is directly relevant to the 

regression specification for SRQ2 that advocates for including country-level context variables 

along with event-level predictors. 

 

A recent broad overview of music festivals across several European countries, namely France, 

Italy, Spain, and the United Kingdom (Simon, 2022), highlights that the music festival industry 

had been growing significantly over the two decades prior to the COVID-19 pandemic. This 

overview points to the lack of systematic comparative data on music festivals, particularly for the 

smaller and regionally relevant festivals, and the lack of reflection on how music festivals differ 

in terms of demographics in different national contexts, which further motivates the gathering of 

a scoping dataset across countries. 

 

The temporal dimension of recurring events is analytically critical yet underexplored in 

comparative studies. Humlebaek and Hau (2020) provide the most dramatic example of this 

using attendance data for the Catalan Diada (September 11 National Day of Catalonia, 

1977-2019). They show how event attendance data carry within them complex social and 

political dynamics that cannot be explained by a single variable. Their analysis shows the 

richness of longitudinal event data as well as the caution needed when making causal inferences 

from the shape of trajectories. 
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These studies confirm the great diversity of recurring European events in terms of their shape, 

purpose, and scale. They also reveal two consistent shortcomings that this thesis attempts to 

address: a geographical focus on Western and Southern Europe and the lack of systematic 

measurement tools applicable to different types of events and countries. 

 

2.2 Measuring event impact via attendance, economic effects, and proxy 

approaches 

Evaluating the effects of annual public events is not a simple task. Official attendance data are 

not always available for each event. Estimates from the organisers are also available, though they 

vary in both reliability and definition. Various methods used in the literature show the range of 

approaches and their shortcomings. 

The economic impact of events has also been estimated in Europe using hotel performance data. 

Piga and Melis (2021) studied the impact on hotel prices of two annual beer festivals held in 

Nottingham, England, between 2016 and 2017, using online hotel room prices collected in the 

lead-up to each event as a measure of hotel performance. They found different impacts on hotel 

prices between the two events. D'Angella et al. (2021) analysed a series of annual cultural events 

in Milan between 2007 and 2019 and found positive impacts on hotel occupancy rates, with 

different results depending on the type and timing of the event. Both studies show the use of 

hotel industry data as a measure of event impact, while also recognising that the impact on hotels 

is only part of the overall economic impact and is not readily available for all events in Europe. 

 

Alternatively, physical flow data is used. Baldin et al. (2025) studied daily pedestrian flows in 

Venice using structural equation modelling to understand the crowding effects of several 
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recurring cultural events in the city. Again, this is an interesting approach but it relies on access 

to a proprietary sensor network that is not available across countries. This further supports the 

use of remotely measurable indicators for scalable cross-country event measurement. 

 

The visitor survey literature offers a complementary perspective on attendance quality. 

Kaplanidou et al. (2012) surveyed 2,015 active sport tourists at a recurring marathon event to 

understand the effects of destination image perceptions from repeated participation on 

behavioural intentions and place attachment. These results reveal the accruing effects on place 

attachment and loyalty that result from repeated attendance, which cannot be captured by a 

one-off study. 

 

These studies show that no single method can provide a complete, comparable, and 

internationally accessible dataset of attendance for recurring European events. Digital proxy 

indicators provide the best means for consistent and scalable measurement across events, as 

discussed in the next sub-section. 

 
2.3 Digital footprints as proxies: Google Trends and Wikipedia 

Many researchers in economics and social science have used digital trace data to represent 

real-world behaviour. Choi and Varian (2012) demonstrated that Google Trends search volumes 

are good indicators of consumer behaviour and economic activity in real time. Their research 

provides a methodological basis for using search interest as a proxy for physical events or flows. 

Vosen and Schmidt (2011) demonstrated that Google Trends data provide better consumption 

indicators than traditional surveys when predicting private consumption expenditures. More 

recently, Woloszyn and Goggins (2019) demonstrated the usefulness of Google Trends data for 

9 



 

nowcasting tourism demand. They found strong correlations between Google Trends data and 

official tourism arrivals data for various destinations and seasons. 

 

More recent papers validate and extend these findings specifically for the tourism industry. 

Havranek and Zeynalov (2021) showed that mixed frequency models that combine Google 

Trends data with traditional macroeconomic variables substantially improve the forecasting of 

tourist arrivals, particularly for short forecast horizons. Mikulić and Baumgärtner (2025) 

critically evaluated the use of Google Trends data for forecasting tourism demand, providing 

guidance on when the relative popularity of search terms can be used reliably and expressing 

concern about the relative nature of the measurement. Both papers inform the data collection 

methodology: events are collected in batches of five against a stable anchor term, each batch run 

three times and averaged to account for sampling variation (Rovetta, 2021). 

 

Yoshida et al. (2015) observe that Wikipedia pageviews follow the trend of web searches closely. 

They conclude that Wikipedia pageviews provide a good proxy for public interest in a given 

topic, such as an event, attraction, or cultural element. Owuor et al. (2023) directly show that 

Wikipedia pageview spikes correspond to the physical visitation trend for outdoor attractions. 

The link between pageviews and attendance is not assumed to be contemporaneous at a fine 

grain. A recurring event generates most of its pageviews in a concentrated window around the 

occurrence, a spike in the weeks before and after, against a lower baseline the rest of the year. 

The annual total is therefore read as an indicator of public attention, and Section 5.1 tests how 

closely it tracks documented attendance where both exist. The two proxies differ in that Google 

Trends captures active anticipatory searches that peak in the weeks before the event, while 
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Wikipedia pageviews capture more passive reference searches that peak at or immediately after 

the event. For this thesis, Wikipedia pageviews are preferred as they are not rate-limited for the 

entire 2015-2024 observation period and have been empirically validated against physical visitor 

counts. All digital proxies suffer from the limitation that they do not directly measure attendance, 

but rather public interest and visibility on the web. This is likely to be particularly relevant for 

events that attract large numbers of non-digitally engaged local audiences. All results from the 

proxy-based analyses are therefore interpreted as conditional on digital visibility, rather than as 

direct estimates of attendance. 

 
2.4 Synthesis: research gap and thesis contribution 

The above literature review reveals three interrelated gaps that motivate this thesis. First, there is 

a lack of data on recurring events in Europe using standardised variables over time, across 

countries, and across event types, as previous studies focus on single events in single countries. 

Second, the digital proxy methods have been independently validated for tourism demand but 

have not been collectively applied to cross-national event data on a large scale over a decade, 

including the impact of the COVID-19 pandemic. Third, the longitudinal patterns and dynamics 

of recurring events have only been studied for a few isolated events without comparison. 

 

This thesis aims to address all three of these gaps. It combines systematic event enumeration 

with the collection of digital proxies to produce the first cross-national, multi-year dataset of 

recurring public events in Europe suitable for trajectory analysis and resilience regression. The 

empirical analyses conducted for SRQ1 and SRQ2 are therefore novel, as no existing study could 

currently construct the dataset used here. 
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3. Methods 

3.1 Dataset construction: ‘EuroEvents-DS’ 

3.1.1 Geographic scope and event eligibility 

EuroEvents-DS covers recurring public cultural and social events with a primary physical venue 

in a member state of the EU, in a member state of the European Economic Area (EEA) ( Iceland, 

Liechtenstein, or Norway), or in Switzerland (CH). The microstates of Monaco, Andorra, San 

Marino, and Vatican are excluded, since none are members of the EU, EEA, or Switzerland and 

their events often serve populations too small to meet the criterion of non-trivial scale. The target 

dataset includes roughly 150-160 events that can be tracked annually over the 2015-2024 

timeframe. 

 

Events are included if they meet the selection criteria outlined below. Events must be recurring 

and have taken place at least three times in the past; their primary physical location must be 

within the EU/EEA/CH; they must be open to the general public or semi-public on a ticketed 

basis, and not private or corporate events; they must have an estimated attendance of at least 

1,000 per occurrence or be of significant cultural or civic importance at the national or regional 

level; and at least one Wikipedia article must be retrievable for the event, providing a digital 

proxy for at least part of the observation window. 

 

Events are classified into a hierarchical typology. Core categories include national and civic 

holidays (e.g., King's Day, Constitution Day, Liechtenstein State Celebration), performing arts 

festivals (e.g., Thessaloniki International Film Festival, Trento Film Festival), carnivals and 

traditional folkloric festivals (e.g., Carnival of Venice, Nice Carnival, Carnival of Viareggio), and 
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traditional spectacle events with documented origins prior to 1850 (e.g., Calcio Storico 

Fiorentino, Palio di Siena, San Fermín). The pre-1850 threshold is drawn from the cultural 

economics literature's distinction between pre-industrial cultural traditions and modern sporting 

or commercial events (Getz, 2008), and is verifiable from Wikidata inception records and 

Wikipedia articles. Secondary categories include food and agriculture events (e.g., Fête des 

Vignerons, Aria di Festa) and religious festivals with substantial public character (e.g., Festa del 

Redentore, Saint Lucy's Day). Excluded events are 'one off' or irregular events, purely religious 

services without an associated public festival, events occurring primarily outside the 

EU/EEA/CH territory, events with no retrievable digital footprint, and events that ended 

permanently prior to 2010. 
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3.1.2 Data sources and collection procedures 

The dataset was built by first collecting data from three sources and then curating it manually. 

Table 1 gives an overview of the data streams, collection methods, and major limitations. 

 

Table 1.  

Data sources in EuroEvents-DS. 

Source Content Method Candidates Key limitation 

Wikidata 
SPARQL 

National days, 
carnivals, religious 
and food festivals 

SPARQL query, 
four event-type 
classes, May 
2026 

608 unique ES 
overrepresentation 
(42%); 25% en-wiki 
URL rate 

FestivalFinder.eu 
(EFA) 

Performing arts 
festivals 

HTML scraper, 
317 pages 

3,057 
unique 

Arts-domain bias; no 
Wikipedia URL in 
listings 

Manual seed Traditional 
spectacle events, 
pre-1850 criterion 

Wikidata REST 
API lookup 

10 events Inception dates from 
Wikipedia where 
P571 absent 

Nager.Date API Public holidays by 
country-year 

REST GET, 31 
countries x 10 
years 

4,930 rows Predictor variable 
only, not event 
source 

Note. The Candidates column for Wikidata, EFA, and manual refers to the count of unique events 

found within that source that were inserted into the merged scaffold; the counts sum to the 

3,675-event scaffold. The EFA scrape yielded 3,799 raw event listings across 317 pages, reduced 

to 3,057 after collapsing repeated festival editions. The Nager.Date count refers to the full set of 

holiday records and is used only to derive a predictor variable. 

 

The candidate events from all three sources were merged into a single scaffold of 3,675 

candidates. A scoring pre-filter was applied to rank the candidates by proxy availability, source 

quality, and country balance, with a maximum of ten points. Events scored positively for having 
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an English Wikipedia URL (+3, the strongest signal as it guarantees a usable proxy), an EFFE 

quality label from EFA (+2), a known inception year (+2), available coordinates (+1), and a 

proper name rather than a bare Wikidata identifier (+1). A small balancing bonus (+1) was 

applied to events outside Spain, which was already overrepresented in the Wikidata pull, and 

manually seeded traditional spectacle events received a fixed bonus (+3) as they had been 

verified beforehand. Events scored negatively for a year in the name (-2), which usually signals a 

one-off edition rather than the recurring event, and for a name longer than 60 characters (-1). A 

country cap of 25 events per category per country was applied to prevent large member states 

from dominating the panel, and all candidates scoring above zero within that cap formed a 

shortlist of 256 events. 

 

This shortlist was then curated by hand into the final dataset according to the inclusion criteria in 

Section 3.1.1. For countries with more than two national days, only the primary state national 

day was kept. Performing arts events were retained only if a Wikipedia article existed in English 

or the native language, and all the traditional spectacle events verified in the previous step were 

kept. Events that returned no usable pageview series were retained in the dataset but excluded 

from all analyses. A few events were added by hand to improve coverage of underrepresented 

countries, such as Luxembourg and a second Spanish national day. Curation also recorded, for 

each event, the Google Trends keyword, native-language Wikipedia slug, typical month of 

occurrence, UNESCO Intangible Cultural Heritage status, and free-versus-ticketed access. This 

produced a final dataset of 155 events from 31 countries across six categories. 
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For all events with a Wikidata entry, automated field enrichment was performed via the Wikidata 

REST API (EntityData endpoint) to retrieve native-language Wikipedia sitelinks and event 

inception years where P571 was populated. Typical month was sourced from Wikidata P585 

where available, otherwise from a hardcoded lookup table verified against Wikipedia event 

articles for the remainder. All collection code is available in a GitHub repository 

(rogue53py/euroevents-ds) under versioned filenames. 

 

Wikipedia pageview data were collected from the Wikimedia REST API (pageviews/per-article 

endpoint). It provides monthly pageviews per article from July 2015 onward. For each curated 

event the annual total English-language pageviews were collected for each year in the 2015-2024 

observation window. Where a native-language Wikipedia slug was populated during curation 

annual native-language pageviews were collected as an additional column. All API responses 

were cached locally to allow idempotent re-runs. Google Trends data collection was attempted 

for 28 events using the batched anchor normalisation method from Woloszyn and Goggins 

(2019). The events were queried in groups of five against a stable high-traffic anchor term with 

each batch run three times and averaged. The output was unusable. Of the 28 events, 17 

produced collapsed series, defined as a mean index below 5, more than half of monthly 

observations at zero, or a standard deviation below 2 across the 2015-2024 window. This is a 61 

percent failure rate. 

 

The pattern of failure is the revealing part. None of the 17 collapsed events came from small 

countries. They all came from large EU member states. The Venice Carnival and Nice Carnival 

both returned flat zeros across every month of the observation window, and these are not niche 
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events. A manual check in the public Google Trends interface confirms clear annual signals for 

both worldwide, with visible February peaks and a COVID dip in 2020-2021. The data is there; 

the batched anchor approach could not retrieve it. When an event generates traffic several orders 

of magnitude below the anchor in absolute terms, the relative index returned by pytrends rounds 

to zero. Mikulić and Baumgärtner (2025) document this pathology directly. 

Querying events individually without an anchor would have removed the rounding problem but 

eliminated cross-event comparability. No other solution was feasible within the project timeline. 

Google Trends was therefore dropped, and Wikipedia pageviews serve as the sole digital proxy 

across all analyses. 

 

3.1.3 Proxy validation 

Before any analysis, proxy validity is assessed for a convenience sample of 20 events for which 

official attendance figures or organiser estimates are publicly disclosed in annual reports or 

established press coverage. For this sample, Pearson correlations coefficient (r) between annual 

Wikipedia pageview totals and official figures are computed for years in which both data points 

are available. A benchmark of r > 0.60 was adopted, anchored to the lower bound reported by 

Owuor et al. (2023) for Wikipedia pageviews against visitor counts. It governs how strongly the 

results can be read. At or above it, pageviews can be read as a reasonable stand-in for attendance. 

Below it, the proxy stays in use but all findings are conditional on digital visibility rather than 

physical attendance. The validation sample likely overrepresents high-profile events, making the 

resulting correlation an upper-bound estimate of proxy validity across the full dataset. Results are 

reported in Section 5.1. 
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3.2 Analytical Methods 

3.2.1 Sub-Research Question 1: Trajectory clustering 

To identify distinct longitudinal trajectory types in digital public engagement, k-means clustering 

(Likas et al., 2003) is applied to a set of three summary statistics computed per event from the 

annual Wikipedia pageview time series. The first feature is the pre-pandemic mean, defined as 

the mean annual pageview total across 2015-2019. This captures each event's baseline level of 

digital engagement prior to the COVID-19 disruption. The second feature is the COVID dip 

depth, defined as the minimum annual pageview total in 2020 or 2021 expressed as a ratio 

relative to the 2018-2019 mean. This quantifies disruption severity in a way that controls for 

differences in baseline engagement levels. The third feature is the post-2021 recovery slope, 

defined as the linear trend coefficient of the annual pageview series from 2021-2024. This 

captures the rate and direction of recovery from the disruption trough. 

 

All three features are standardized to z-scores prior to clustering, using the StandardScaler 

implementation in scikit-learn (Pedregosa et al., 2012), to prevent scale differences from 

distorting distance calculations. The optimal number of clusters k is determined using the elbow 

method applied to the within-cluster sum of squares (Nainggolan et al., 2019) together with the 

silhouette score (Rousseeuw, 1987). Clustering is performed with 100 random initialisations, 

retaining the solution with the lowest within-cluster sum of squares. Cluster profiles are 

visualised as median pageview trajectories with interquartile range bands across all ten years. 

Cluster membership is cross-tabulated against event type and country. Events with fewer than 

five years of pageview data are excluded from clustering on grounds of insufficient time series 

coverage. 
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This approach is well suited to the dataset. It is fully unsupervised and imposes no prior 

assumptions about trajectory shape. The summary statistic representation is computationally 

tractable for 150-160 events and interpretable. Non-annual events (biennial, quadrennial) are 

handled by coding active years with a binary indicator and excluding off-years from the three 

summary statistics, while retaining them for robustness checks. 

 

3.2.2 Sub-Research Question 2: Resilience predictors 

To identify event-level characteristics associated with differential COVID-19 disruption and 

post-2021 recovery, two ordinary least squares regression models are estimated using the 

clustering summary statistics as dependent variables. Model 1 uses the COVID dip depth as the 

dependent variable, where lower values indicate more severe disruption. Model 2 uses the 

post-2021 recovery slope as the dependent variable, where higher positive values indicate faster 

recovery. Both models are estimated on the cross-sectional sample of curated events for which 

complete metadata is available. 

 

The predictor set in both models comprises the following event-level structural characteristics. 

Event type is entered as dummy variables using a simplified three-group analytical typology: 

civic and national events, cultural festivals (combining performing arts, carnival, and traditional 

spectacle), and community and religious events (combining religious festivals and food 

festivals). This simplification is applied because individual categories contain too few events for 

stable coefficient estimation. Free versus ticketed access is included as a binary indicator. Event 

age was initially specified as a predictor but was dropped from the final regression because 
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inception year was missing for a substantial fraction of performing arts events drawn from 

FestivalFinder.eu. Including event age reduced the analytical sample from 103 to 29 events. 

Retaining the larger sample without event age was judged the more defensible specification. 

Typical season is operationalised as a four-category dummy derived from the typical month of 

occurrence. Country-level controls include log GDP per capita sourced from the World Bank 

World Development Indicators database. This replaces country fixed effects to avoid 

degrees-of-freedom problems arising from 30 country dummies on the 103-event analytical 

sample. Robust standard errors are reported throughout. 

 

The two analyses share these outcome measures but not their inputs: the clustering uses no event 

metadata, whereas the regressions test which event-level characteristics predict the same 

trajectory features. Because both dependent variables derive from the same Wikipedia pageview 

proxy used in SRQ1, they share a measurement-error component, which is acknowledged as a 

limitation 

 

3.3 Ethical Considerations 

This study involves no human participants and collects no personal or sensitive data. All data 

comes from publicly available aggregates used in line with their respective licences. Wikipedia 

pageview data are published by the Wikimedia Foundation under a Creative Commons 

Attribution-ShareAlike licence. Wikidata is available under Creative Commons CC0. 

FestivalFinder.eu listing data are publicly accessible; its robots.txt permits crawling of all public 

listing pages but disallows the /craft/ backend. Nager.Date holiday data are published under the 
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MIT licence. The project is not subject to review by the RUG Ethics Committee as the university 

ethics checklist has been reviewed with no applicable triggers. 
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4. Results: Dataset Description 

This section describes the composition and coverage of EuroEvents-DS as constructed. The 

analytical results addressing SRQ1 and SRQ2 will be presented in Sections 5 and 6. 

 

4.1 Dataset Composition 

The final curated dataset contains 155 recurring European cultural events distributed across 31 

countries and six typological categories. Table 2 presents the distribution by category. 

Table 2.  

EuroEvents-DS composition by typological category. 

Category Events % of total Primary source 

Carnival 45 29.0% Wikidata 

National/civic holiday 39 25.2% Wikidata + manual 

Performing arts festival 26 16.8% EFA (FestivalFinder.eu) 

Religious festival 19 12.3% Wikidata 

Food and agriculture 
festival 

16 10.3% Wikidata 

Traditional spectacle 
(pre-1850) 

10 6.5% Manual 

Total 155 100% - 

Note.  ‘% of total’ is rounded to the decimal. Source. EuroEvents-DS. 

 

Geographic coverage spans all 31 EU/EEA/CH countries. Italy (IT) is the most represented 

country with 19 events, followed by Spain (ES) with 14, France (FR) with 11, and Belgium (BE) 

and Switzerland (CH) with 10 each. The remaining 26 countries contribute between 1 and 9 

events each. Luxembourg (LU) and Austria (AT) are the least represented countries by 
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contributing one event. This distribution reflects the documented concentration of 

well-documented recurring events in Western and Southern Europe (Simon, 2022).  

 

4.2 Field Coverage and Proxy Availability 

Table 3 presents coverage statistics for the key analytical fields across the 155 curated events. 

Table 3.  

Field coverage across the 155 curated events. 

Variable Coverage Source Notes 

English Wikipedia 
URL 

151 / 155 (97%) Wikidata / 
manual lookup 

4 events lack an English article; all 
4 have a native-language article 

Native-language 
Wikipedia slug 

123 / 155 (79%) Wikidata API 
sitelinks 

Supplementary proxy for domestic 
engagement 

Google Trends 
keyword 

155 / 155 (100%) Name-derived / 
manual 

All events have assigned keyword 

Typical month 155 / 155 (100%) Wikidata P585 / 
hardcoded 
lookup 

Used to derive the season variable 

Free vs ticketed 155 / 155 (100%) Category default 
/ manual 

Binary predictor for SRQ2 

Event age 
(inception year) 

Partial Wikidata P571 / 
Wikipedia 

Required for SRQ2 event age 
predictor 

Note. Event age was dropped from the final regression specification; see Section 3.2.2. Source. 

EuroEvents-DS. 

 

Wikipedia pageview collection is complete for the full 155-event, 10-year panel. Total panel size 

is 1,550 event-year observations. English Wikipedia coverage at the event level is 97 percent 

(151 of 155 events). Native-language Wikipedia coverage is 79 percent at the event level (123 of 

155 events). All 155 events have a retrievable Wikipedia article in at least one language. 
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However, 19 events returned zero recorded pageviews across the observation window and are 

retained in the dataset but excluded from all analyses for lack of a usable proxy. 

 

4.3 Data Collection Progress 

The public holidays dataset from Nager.Date is complete at 4,746 unique country-date pairs 

(from 4,930 holiday records) covering 31 countries across 10 years. This derives the 

holiday-overlap predictor used in robustness checks. Google Trends collection was attempted but 

failed to yield comparable data across events (see Section 3.1.2), so Wikipedia pageviews serve 

as the sole analytical proxy. Country-level controls come from the World Bank World 

Development Indicators database (NY.GDP.PCAP.CD, 2023 values) for all 31 countries. 

Liechtenstein's GDP per capita comes from Eurostat 2023 estimates since it is not covered by the 

World Bank dataset. The Open-Meteo historical weather API was unavailable when tested 

(HTTP 504 responses), so weather data is excluded; the season dummy substitutes, as specified 

in Section 3.2.2. Proxy validation used a convenience sample of 20 events with publicly 

documented attendance figures, with results reported in Section 5.1. 
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5. Results: Trajectory Analysis (SRQ1) 

5.1 Clustering Sample and Feature Distributions 

The trajectory clustering analysis was performed on a subset of the curated dataset for which a 

complete set of summary statistics could be computed. Events with fewer than five non-zero 

annual pageview observations across the 2015-2024 window were excluded which applied 

primarily to performing arts events with very low or zero Wikipedia visibility. A further small 

number of events were excluded because near-zero pre-pandemic baselines made the COVID dip 

depth ratio unstable. The final analytical sample for SRQ1 comprises 103 events. 

 

Three summary statistics were computed per event. The pre-pandemic mean is the average 

annual Wikipedia pageview total across 2015-2019, log-transformed to compress the 

four-order-of-magnitude scale difference between small national days and high-traffic events like 

St Patrick's Day. The COVID dip depth is the minimum annual pageview total in 2020 or 2021 

divided by the mean of 2018-2019. Here, values above 2.0 were treated as undefined since they 

reflect near zero baselines rather than meaningful disruption. The recovery slope is the linear 

coefficient of the 2021-2024 pageview series, normalised by the pre-pandemic mean to give a 

relative annual growth rate. All three features were z-scored before clustering. 

 

Proxy validation against the 20-event convenience sample gave a Pearson correlation of r = 0.58 

on log-transformed values. Slightly below the pre-specified threshold of r > 0.60. The difference 

is small but it matters for how the results should be read. Because the proxy is imprecise, 

measurement error may attenuate the Section 6 coefficients.​

​
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The validation sample also has a composition problem. It overrepresents large carnival events, 

and carnivals are the category where Wikipedia pageviews track physical attendance most 

cleanly. When the Venice Carnival is cancelled, traffic drops. That relationship does not hold for 

national days or smaller regional festivals where Wikipedia interest persists regardless of 

whether a gathering takes place. The Palio di Siena records higher English-language pageviews 

than the Cologne Carnival in several years, despite Cologne drawing a far larger crowd. Digital 

visibility and physical attendance are not the same thing and all results are interpreted with that 

distinction in mind. 

 

5.2 Cluster Profiles and Trajectory Types 

K-means clustering was performed with values of k ranging from 2 to 7. The silhouette score 

was highest at k=4 (silhouette = 0.301) and dropped sharply as k increased beyond 4, while the 

within-cluster sum of squares decreased from 184.7 at k=3 to 137.4 at k=4 and then levelled off 

as k increased. Based on these results, a solution with four clusters was chosen for further 

analysis. A summary of the four clusters is provided in Table 4. 

 

To assess the degree of correspondence between the trajectory clusters and the event categories, 

two external measures were computed against the six-category typology: normalised mutual 

information (NMI) and cluster purity, were 0.19 and 0.44 respectively. Since the clustering uses 

no category labels, a high value would simply mean it was recovering categories it was never 

given. The low NMI value shows that the trajectory types cut across the categories. But the 

purity value of 0.44 is considerably higher than that produced by considering category sizes 

alone, indicating that the clusters are not random with respect to event type. Category and 
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disruption trajectory are therefore related but not interchangeable. This is consistent with the 

cross-tabulation shown in Section 5.3, where national days and religious festivals are 

concentrated in one cluster, and no single category maps onto a single trajectory type. 

Table 4.  

Cluster summary statistics, median values per cluster. 

Cluster n Log 
pre-pande
mic mean 

Log 
post-pande
mic mean 

COVID dip 
depth 

Recovery 
slope 

Label 

1 19 10.35 10.21 0.65 0.14 Severely disrupted, 
modest recovery 

2 47 7.81 7.82 0.80 0.07 Mildly disrupted, baseline 
recovery 

3 9 8.35 8.83 0.70 0.38 Moderately disrupted, 
strong rebound 

4 28 10.21 10.49 1.05 0.07 Disruption-resistant, 
stable trajectory 

Note. ‘n’ is the number of events in each cluster. Log pre-pandemic mean is the natural log of 

mean annual English Wikipedia pageviews 2015-2019. Log post-pandemic mean is the same 

quantity computed over 2022-2024. COVID dip depth is the ratio of minimum pageviews in 

2020-2021 to mean pageviews in 2018-2019. Recovery slope is the linear trend coefficient of the 

2021-2024 series normalised by pre-pandemic mean. All three trajectory features were z-scored 

prior to clustering. Source. Author's analysis of EuroEvents-DS. 
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Figure 1.  

Median Wikipedia pageview trajectories per cluster, 2015-2024. Shaded bands show 

interquartile range. 

 

Note. The red shaded vertical band indicates the COVID-19 disruption period (2020-2021). 

Source. Author's analysis of EuroEvents-DS. 

 

The most interesting is Cluster 4. The 28 events in this cluster show little disruption at the 

median. With a median dip depth of 1.05, pageviews held or marginally increased in 2020-2021 

relative to the 2018-2019 baseline, and the post-pandemic mean shows the cluster ended slightly 

higher than it started. Cluster 1, by contrast, is the only cluster whose median digital engagement 

ended lower than it started. It represents the most severe disruption pattern, with median 

pageviews dropping to 65 percent of baseline (dip depth 0.65) and only a modest recovery after 
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that. Cluster 2 is the largest cluster and shows the baseline pattern of moderate disruption and 

slow recovery. Cluster 3 captures a small group of events that had moderate disruption but strong 

post-pandemic growth, perhaps representing events that came to wider attention through the 

disruption itself or had their Wikipedia pages significantly expanded during the pandemic. 

 

5.3 Cluster Composition by Event Category and Country 

The distribution of cluster membership across event categories is strongly uneven. Table 5 

presents the cross-tabulation. 

Table 5.  

Cluster membership by event category. 

Cluster Carnival National 
day 

Performing 
arts 

Religious Food Trad. spectacle 

1: Severely disrupted 8 6 0 0 1 4 

2: Mildly disrupted 21 4 4 3 11 4 

3: Strong rebound 5 2 1 1 0 0 

4: Disruption-resistant 3 11 1 11 0 2 

Note. Row totals correspond to the 103-event analytical sample. Events excluded from clustering 

due to insufficient pageview data are not represented. Source. Author's analysis of 

EuroEvents-DS. 

 

National days and religious festivals dominate Cluster 4. Together they account for 22 of the 28 

events in this cluster. Only three carnivals appear here, while 21 carnivals fall into Cluster 2. 

Food festivals are found only in Cluster 2, with no representation in Cluster 4. This supports the 

hypothesis that civic and religious events are more resilient to disruption than commercial 
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cultural events, which is in line with the literature on participation in civic events as a socialised 

practice rather than a discretionary consumption choice (Lubbers and Meuleman, 2016). 

National days and religious festivals maintain digital reference-seeking interest regardless of 

whether large in-person gatherings take place, while carnivals and food festivals are more 

directly dependent on the physical event occurring. 
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6. Results: Resilience Predictors (SRQ2) 

6.1 Analytical Sample 

Two ordinary least squares regression models were estimated on the same sample of 103 events 

used in SRQ1. Model 1 uses the COVID dip depth as the dependent variable, where a higher 

value indicates less disruption. Model 2 uses the post-2021 recovery slope as the dependent 

variable, where a higher positive value indicates faster recovery. Both models were estimated 

with HC3 white standard errors. 

 

The predictors included a three-group event type (with cultural festival as the reference 

category), a free-versus-ticketed binary, a four-category season (with summer as the reference 

category), and the log of GDP per capita of the host country. Country-level fixed effects were not 

used. Including 30 country dummies in a sample of 103 events would have created a 

degrees-of-freedom problem that left the theoretical predictors without stable estimates. The log 

of GDP per capita captures the most analytically relevant country-level variation in a single 

coefficient. 

 

6.2 Model 1: COVID-19 Disruption Severity 

Model 1 explains 25 percent of the variance in COVID dip depth (R² = 0.247, adjusted R² = 

0.192, n = 103). Three predictors reach statistical significance. Table 6 presents the full 

coefficient estimates. 
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Table 6.  

Model 1 coefficients. Dependent variable: COVID dip depth. HC3 robust standard errors. 

Predictor Coefficient Std. error p-value 

Intercept 1.778 0.515 0.001 

Civic and national (vs cultural) 0.105 0.069 0.129 

Community and religious (vs cultural) 0.173 0.059 0.003 

Spring (vs summer) 0.002 0.076 0.979 

Autumn (vs summer) 0.110 0.069 0.112 

Winter (vs summer) 0.087 0.070 0.218 

Free (vs ticketed) 0.124 0.062 0.045 

Log GDP per capita -0.110 0.048 0.020 

Note. Reference category for event type is cultural festival. Reference category for season is 

summer. Higher dip depth values indicate less disruption. Source. Author's analysis of 

EuroEvents-DS. 
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Figure 2.  

Standardised OLS coefficients for Model 1 (COVID dip depth) and Model 2 (recovery slope) 

with 95% confidence intervals. 

 

Note. Bars show 95% confidence intervals from HC3 robust standard errors. The dashed vertical 

line at zero indicates no effect. Reference category for event type is cultural festival; reference 

category for season is summer. Source. Author's analysis of EuroEvents-DS. 

 

Relative to cultural festivals, community and religious events have a coefficient of +0.173 on dip 

depth (p = 0.003), indicating that these events experienced less digital disruption during the 

pandemic. The coefficient for civic and national events is in the same direction (+0.105) but does 

not reach significance (p = 0.129). Free-access events show a coefficient of +0.124 relative to 

ticketed events (p = 0.045), indicating less disruption among free-access events. Higher log GDP 

per capita predicts more severe disruption (coefficient = -0.110, p = 0.020). Seasonal coefficients 

are not significant in this model. 

33 



 

6.3 Model 2: Post-2021 Recovery Speed 

Model 2 explains 14 percent of the variance in recovery slope (R² = 0.135, adjusted R² = 0.072, n 

= 103). One predictor reaches statistical significance. Table 7 presents the coefficient estimates. 

Table 7.  

Model 2 coefficients. Dependent variable: recovery slope. HC3 robust standard errors. 

Predictor Coefficient Std. error p-value 

Intercept -0.853 0.262 0.001 

Civic and national (vs cultural) -0.001 0.036 0.990 

Community and religious (vs cultural) -0.006 0.049 0.906 

Spring (vs summer) 0.041 0.054 0.447 

Autumn (vs summer) -0.018 0.054 0.743 

Winter (vs summer) 0.032 0.053 0.551 

Free (vs ticketed) 0.023 0.058 0.695 

Log GDP per capita 0.087 0.028 0.002 

Note. Reference category for event type is cultural festival. Reference category for season is 

summer. Higher recovery slope values indicate faster post-2021 recovery. Source. Author's 

analysis of EuroEvents-DS. 

 

Log GDP per capita is the only significant predictor in Model 2 (coefficient = +0.087, p = 

0.002). Events in higher-GDP countries showed faster post-2021 recovery in their pageview 

trajectories. Combined with the Model 1 result this produces a consistent pattern. Events in 

wealthier countries experienced both deeper disruption and faster recovery. Event type, 

accessibility, and seasonal coefficients are not significant. Recovery dynamics appear to be 

driven primarily by country-level economic capacity rather than by the structural characteristics 

of the event itself. 
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7. Discussion 

7.1 Interpretation of Trajectory Clusters 

A pattern emerges from the four-cluster solution that appears in both the clustering and the 

regression. The disruption-resistant cluster is dominated by national days and religious festivals, 

which do not depend on a paying crowd or a commercial organiser deciding to hold the event in 

a given year. Their digital presence is maintained by calendar embeddedness, institutional 

recognition, and media coverage that continues regardless of whether any gathering takes place. 

Carnivals are different. When the Venice Carnival or the Cologne Carnival is cancelled, the 

Wikipedia article loses visits. The same goes for food festivals, none of which are in the 

disruption-resistant cluster. 

 

This echoes the findings of Lubbers and Meuleman (2016) in their research on Dutch national 

commemorations. Participation in civic events is socialised from childhood and cannot easily be 

replaced, and the same goes for looking up information online. A person who looks up 

Liberation Day on Wikipedia in a regular year will also do so in 2020, perhaps even more so 

during a year of increased national reflection. The trajectory data provide an indication of this. 

Cluster 3, the small strong-rebound group of nine events, is harder to interpret. These events 

seem to have experienced moderate disruption followed by sharp growth after 2021. Without 

further investigation of individual events, it is not possible to know whether this is due to pent-up 

demand, broader media coverage during the pandemic, or growth in Wikipedia articles. This is a 

limitation of the aggregate approach and is left to a case-level follow-up. 
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7.2 Structural Predictors of Resilience 

Model 1 provides further evidence of this pattern through a regression lens. It shows community 

and religious events were significantly less disrupted than commercial cultural festivals. The 

civic and national coefficient points the same way, although it misses conventional significance, 

which may simply mean the national day subsample is too small to power the comparison.  

 

Model 2 is the more surprising one. Nothing event specific predicts the speed of recovery, the 

only significant predictor is country-level GDP. Wealthier countries recover faster after deeper 

initial disruption. This likely reflects greater regulatory capacity to impose restrictions and the 

economic infrastructure to restart cultural activity afterwards. The OECD (2020) documented the 

severity of pandemic impacts on cultural sectors in high-income countries, and IDEA Consult et 

al. (2021) noted that recovery resources were concentrated in countries with established cultural 

funding mechanisms. The GDP finding fits both. 

 

The Google Trends failure is worth more than a footnote. The batched anchor approach returned 

usable data for only 11 of the 28 events, with the collapse concentrated in large EU member 

states. This points to the retrieval method rather than the events: when a low-volume series is 

measured against a high-traffic anchor, the relative index can round much of the signal toward 

zero, the limitation Mikulić and Baumgärtner (2025) describe. Wikipedia pageviews sidestep 

this. They are absolute counts that need no normalisation and they were available for 97 percent 

of the dataset. For this kind of cross-national work Wikipedia seems to be the more dependable 

proxy. 
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7.3 Limitations 

Six limitations should be noted. First, the analysis uses a digital proxy rather than physical 

attendance. The validation correlation of r = 0.58 sits just below the threshold, so the proxy is 

useful but not precise, and events with large non-digital local audiences are likely 

underrepresented. Second, the sample of 103 events is small for a cross-national regression. Only 

six belong to the performing arts category in the clustering sample, so any category-level claim 

about performing arts is speculative. Traditional spectacle has ten, slightly better but still thin. 

 

Third, the only country-level control is log GDP per capita. Things like national pandemic policy 

stringency, public spending on the cultural sector, and Wikipedia usage rates by country all vary 

independently of GDP and probably matter. Leaving them out means the GDP coefficient soaks 

up some of their effect. 

 

Fourth, events with no Wikipedia article are dropped entirely. That is not a random set of 

exclusions; it skews toward smaller, more regional and more linguistically isolated festivals. 

Native-language Wikipedia helps a little, but does not fix it. 

 

Fifth, aggregating pageviews by year treats the whole year as one observation. Most events 

actually generate a sharp spike over a week or two, and the annual total loses the shape of that 

spike. It cannot separate the interest building before the event from the interest that comes after. 

Monthly data would be more informative here. 
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Sixth, the models explain only a small share of the variance. Model 1 has an adjusted R² of 0.19, 

Model 2 just 0.07, and most predictors do not reach significance. Some of that is the small 

sample working against statistical power, but it points to something real too: much of what drives 

an event's digital trajectory probably sits outside the variables available here, in national 

pandemic policy, local media coverage, or the particular history of each event. The significant 

results are the strongest signals in a noisy picture, not the whole account. 
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8. Conclusion 
This thesis introduces EuroEvents-DS; a dataset of 155 recurring cultural and social events 

across all 31 EU/EEA/CH countries documented over the 2015-2024 period through Wikipedia 

pageview data. The literature review did not identify any comparable cross-national and 

multi-year dataset for recurring European events before this work. The dataset addresses the gap 

identified by Getz and Page (2016) and is released as a documented SQLite file with the full 

collection code. Therefore, it can be replicated and extended. 

 

The empirical analyses point to four things. Recurring European events fall into four distinct 

trajectory types in their digital engagement. National days and religious festivals concentrate in 

the disruption-resistant cluster, while carnivals and food festivals cluster around moderate 

disruption. Community and religious event type is a significant predictor of less severe pandemic 

disruption. Country-level GDP per capita predicts deeper disruption and faster recovery, which 

points to a structural economic mechanism rather than event characteristics as the driver of 

recovery. The finding that civic and religious events are more digitally resilient than commercial 

cultural ones fits how participation in these events is sustained. It is not a matter of organiser 

decisions or ticket prices, but more of how deeply connected the event is in the social fabric of 

its society.  

 

Three directions for future work follow. Breaking pageviews down by month would separate the 

build-up of interest before an event from the interest after it, and capture the shape of the 

disruption more clearly. It would also enable sequence models, recurrent or LSTM networks, that 

capture finer temporal structure than the three summary statistics here. With only ten annual 

points per event such models are not justified on the current data, a higher-frequency version of 
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the dataset would make them viable. Extending the validation sample beyond 20 events, ideally 

with organiser-reported figures from a broader range of event types, would sharpen the proxy 

calibration. Applying the trajectory framework to disruptions beyond the pandemic would test 

whether the same resilience patterns generalise or are specific to the COVID-19 context. 

EuroEvents-DS is made publicly available to support all of these directions. 
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