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Abstract

Multimodal large language models capable of processing audio and video have opened a new paradigm
for speech emotion recognition (SER): rather than mapping acoustic features to an emotion label via
a classification head, the model generates a reasoning chain that articulates why the perceived cues
signal a particular emotion before committing to a prediction. However, when these models rea-
son directly over raw video, they face a structural hallucination risk: without verifiable anchors, the
model can generate confident but factually incorrect descriptions of facial expressions that are ab-
sent from the recording. This thesis investigates whether feature-grounded audio-visual reasoning
— in which a teacher language model (Gemini 2.5 Flash) reasons over pre-extracted facial action
unit (AU) intensities and symbolic prosodic descriptors, rather than raw media — can suppress this
hallucination and improve emotion recognition on the MELD benchmark.

The AV-EmotionCoT dataset is constructed by extracting facial AU measurements via a Reti-
naFace / TalkNet / OpenFace 3.0 pipeline and prosodic features via a librosa / pYIN / WhiStress
pipeline, then using these symbolic features as teacher inputs to generate modality-specific reason-
ing traces. Qwen2.5-Omni-7B is fine-tuned on these traces with LoRA and subsequently refined
with Group Relative Policy Optimisation (GRPO) using a binary emotion-accuracy reward.

Experiments across three parts reveal three key findings. First, a preliminary SFT study shows
that simple one-sentence targets outperform elaborate chain-of-thought annotations (59.6% vs. 48.2%
accuracy), demonstrating that reasoning-chain quality matters more than length. Second, feature-
grounded SFT outperforms end-to-end generative multimodal SFT by 11 percentage points (57.8%
vs. 46.6%), with the neutral-class F1 improving from a hallucination-driven collapse to 0.719, di-
rectly confirming the hallucination hypothesis. Third, GRPO post-training provides consistent but
modest improvements of 1-1.5 percentage points over the SFT base, with both training lines ex-
hibiting early-peak over-training behaviour. The visual modality benefit anticipated from combining
audio and video features does not materialise over audio-only baselines on MELD, suggesting that
audio and visual emotion signals are largely redundant in the sitcom domain.

These results establish feature-grounded reasoning as an effective approach for reducing hallu-
cination in multimodal emotion reasoning, and highlight that supervision quality at the SFT stage
is the dominant driver of performance — more so than either reasoning-chain elaborateness or rein-
forcement learning post-training.
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1 Introduction

Human emotion is inherently multimodal. When a person expresses frustration, they lower their
pitch and slow their speech; when they feel joy, their voice brightens and their face opens into a
smile. A skilled listener integrates these acoustic and visual cues with the words being spoken to ar-
rive at an emotion judgment that no single channel could support alone. Automatic Speech Emotion
Recognition (SER) systems, by contrast, have historically processed speech as a one-dimensional
signal — audio waveforms or their spectral representations — while discarding the visual informa-
tion that accompanies virtually every natural conversational utterance (Poria, Cambria, Bajpai, &
Hussain, 2017; Schuller, |2018). This discard is consequential: corpora such as IEMOCAP (Busso
et al., 2008) and MELD (Poria et al., 2019)) are audiovisual by design, yet the dominant modelling
pipeline extracts only acoustic features and maps them to a categorical label through a classification
head, without ever articulating why a particular combination of cues signals the predicted emotion.

A recent departure from this paradigm is EmotionThinker (D. Wang et al., 2026), which re-
frames SER as a structured reasoning task. EmotionThinker constructs EmotionCoT-35K, a dataset
of speech utterances paired with chain-of-thought (CoT) annotations (We1 et al., 2022) describing
prosodic evidence — pitch contour, energy level, speaking rate, voice quality — before stating an
emotion label. Observing that current speech LLMs exhibit weak prosody perception, |D. Wang et
al. first develop EmotionThinker-Base, a prosody-enhanced foundation model, as the starting check-
point. The model is then refined with GRPO-PTR (Shao et al., 2024) — Group Relative Policy
Optimisation with Progressive-Trust-aware Reasoning Reward — which progressively introduces
a multi-dimensional reasoning reward and adjusts it with a trustworthiness weight reflecting the
alignment between the model’s rationale and its predicted label. EmotionThinker demonstrates that
reasoning-based SER is a viable paradigm, achieving state-of-the-art accuracy on IEMOCAP and
MELD while producing interpretable rationales grounded in acoustic evidence.

However, EmotionThinker is audio-only. Its reasoning chains describe prosodic features but
never consult facial expressions or body language, even though the underlying corpora are audio-
visual. This leaves an unaddressed question: can visual evidence — when incorporated into the
reasoning chain — improve emotion recognition accuracy? For emotion categories whose prosodic
signatures overlap, such as frustrated versus angry (both high-arousal) or sad versus neutral (both
low-energy), the visual channel may carry decisive disambiguating information. Facial Action Unit
4 (brow lowerer) combined with AU23 (lip tightener) distinguishes anger from fear; the absence of
AUBG (cheek raiser) separates a posed smile from genuine happiness. A reasoning model that cannot
consult these signals is systematically underinformed.

Adding visual information to a reasoning-based SER system can be done in two fundamentally
different ways, each with distinct trade-offs. The first, which we call end-to-end visual reasoning,
feeds raw video frames directly to a multimodal large language model (MLLM) capable of pro-
cessing video natively — for example, Qwen2.5-Omni (Xu, Chen, Qin, Liu, et al., 2025) — and
prompts it to describe what it sees and integrate this with the audio before predicting an emotion.
This approach is architecturally simple but introduces a critical risk: hallucinated reasoning. Vision-
language models generating free-form visual descriptions have no verifiable anchor; without access
to measured feature values, they may produce confident-sounding but factually incorrect claims
about facial expressions that are absent from the actual recording (L1 et al., 2023)). This failure mode
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has been directly documented in the facial emotion reasoning domain: Wu et al.| (2026) show that
VLMs systematically hallucinate plausible-sounding facial descriptions even after instruction fine-
tuning, and propose reinforcement learning with emotion labels as outcome rewards (Facial-R1) to
partially suppress this behaviour. However, RL alone cannot eliminate hallucination in end-to-end
systems, because the reward signal is defined over final label accuracy rather than over the fidelity
of individual visual claims — a correct label can still be accompanied by a fabricated rationale. The
second approach, which we call feature-grounded visual reasoning, first extracts interpretable,
numerical visual features — specifically, facial action unit (AU) intensity scores via OpenFace 3.0
(J. Hu, Mathur, Liang, & Morencyl 2025) — converts those measurements into structured natural-
language descriptions, and then uses a text-only language model to generate the reasoning chain. In
this pipeline, every visual claim in the reasoning trace is anchored to a measured value (e.g., “AU12
moderate, 2.3/5: lip corner puller, suggesting mild positive affect”) that can be verified against the
source video independently of the predicted label. This strategy is consistent with ExpLLM (Lan
et al., 2024), which demonstrates for facial expression recognition that structuring CoT reasoning
around explicit AU observations — rather than holistic visual descriptions — surpasses both spe-
cialised classifiers and GPT-40 on expression CoT benchmarks. Whether this architectural ground-
ing reduces hallucination and improves classification in the audio-visual SER setting is the central
empirical question of this thesis.

Before investigating these questions with a full audio-visual pipeline, a natural hypothesis is that
equipping a language model with CoT reasoning chains about prosodic cues through supervised
fine-tuning should immediately improve its emotion recognition accuracy. To test this, we conduct a
preliminary study on MELD (7-class, 2,610 test utterances) comparing three SFT conditions using
Qwen2.5-Omni-7B: (1) simple instruction — no reasoning, direct label prediction; (2) Gemini-CoT
— CoT chains generated with Gemini using symbolic prosodic feature summaries; and (3) Emotion-
CoT — the published CoT chains from D. Wang et al.| (2026). The results are striking and counterin-
tuitive: simple instruction achieves the highest accuracy (5§9.4%, macro F1 = 0.434), outperforming
both CoT conditions. EmotionCoT — which has the longest and most elaborate reasoning chains
— performs worst (48.2%, macro F1 = 0.361). Analysis reveals two causes: (i) EmotionCoT’s
chains contain a systematic positive-affect vocabulary bias that appears in 80% of samples, biasing
the model towards predicting joy by 397 excess predictions; and (i1)) EmotionCoT’s average chain
length exceeds the 256-token inference budget, truncating 37% of outputs before the answer tag.
This preliminary finding establishes that the quality and grounding of reasoning chains matters far
more than their length or stylistic elaborateness: CoT SFT without reinforcement learning gives the
model no incentive to make its reasoning functionally correct.

This thesis introduces AV-EmotionThinker, a feature-grounded audio-visual reasoning frame-
work for SER that addresses both the visual modality gap and the hallucination risk of end-to-
end visual reasoning. Building on the EmotionThinker paradigm (D. Wang et al., 2026), AV-
EmotionThinker makes the following contributions:

1. Feature-Grounded AV-EmotionCoT Dataset: We construct a corpus of audiovisual utter-
ances from MELD, each paired with a structured reasoning chain generated by a text-only
teacher LLM (Gemini). Each chain explicitly describes verified acoustic evidence (derived
from a symbolic prosodic pipeline yielding pitch level, energy level, speaking rate, intona-
tion contour, and stressed words) and verified visual evidence (derived from OpenFace AU
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scores; Baltrusaitis, Zadeh, Lim, and Morency|2018), ensuring that every claim is anchored to
a measured value rather than a free-form MLLM description.

. Hallucination Comparison: We contrast feature-grounded reasoning (teacher reasons over

pre-extracted AU and acoustic features) against generative multimodal reasoning (teacher rea-
sons directly over raw audio and video) by distilling each into the same student model. The
feature-grounded condition outperforms its generative counterpart by 11 percentage points in
test accuracy, demonstrating that anchoring reasoning chains to verifiable symbolic measure-
ments substantially reduces perceptual fabrication.

. SFT and GRPO Post-Training: We fine-tune Qwen2.5-Omni on the AV-EmotionCoT dataset

via SFT, then further optimise the model with GRPO (Shao et al., 2024) using rule-based
format compliance and outcome accuracy rewards, pushing the model to produce reasoning
that is both structurally coherent and functionally predictive.

The result is a compact MLLM that produces reasoning traces verifiably grounded in measured
audiovisual features — addressing a hallucination risk that end-to-end visual reasoning approaches
cannot eliminate by design.

The structure of this thesis is as follows:

1.1

Section|l.1|presents the research questions and hypotheses.

Section [2] reviews the literature on SER, multimodal CoT reasoning, RL post-training for
MLLMs, and hallucination in multimodal models, positioning AV-EmotionThinker within this
landscape.

Section |3|describes the feature extraction pipeline, AV-EmotionCoT construction, preliminary
SFT study, and GRPO post-training in detail.

Section [4] details the experimental setup, hyperparameters, and baselines.
Section [5| presents and analyses results on MELD.

Section [ evaluates each hypothesis against the experimental results, interprets the key empir-
ical findings, and identifies limitations.

Section[/|concludes with key findings and future directions.

Research Questions and Hypotheses

This research is motivated by two open questions at the intersection of multimodal SER and reasoning-
based MLLM training. The three research questions are:

SQ1 (SFT and GRPO Post-Training): Does fine-tuning Qwen2.5-Omni on structured rea-
soning chains via SFT, followed by GRPO post-training with format compliance and outcome
accuracy rewards, improve emotion classification accuracy over the zero-shot baseline?
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* SQ2 (Visual Modality Benefit): Does incorporating the visual modality through feature-
grounded reasoning chains (AV-EmotionThinker) improve emotion classification accuracy and
Macro F1 compared to the audio-only reasoning baseline (EmotionThinker-style, audio fea-
tures only)?

* SQ3 (Hallucination): Does distilling feature-grounded reasoning chains — where every vi-
sual and acoustic claim is anchored to a measured symbolic value — into a student model
yield better emotion classification performance than distilling generative multimodal reason-
ing chains produced directly from raw audio and video?

Based on the literature reviewed in Section |2} we formulate the following hypotheses:

H1 (SFT and GRPO Post-Training): Fine-tuning Qwen2.5-Omni on structured reasoning
chains via SFT, followed by GRPO post-training with format compliance and outcome accuracy
rewards, will improve emotion classification accuracy over the zero-shot baseline, because explicit
reasoning supervision forces the model to ground its predictions in observable acoustic and visual
evidence.

H2 (Visual Modality Benefit): AV-EmotionThinker will achieve higher accuracy and Macro F1
than an audio-only reasoning baseline, because facial action unit descriptions provide complemen-
tary evidence for emotion categories whose acoustic signatures overlap (e.g., frustrated vs. angry,
sad vs. neutral).

H3 (Hallucination): Distilling feature-grounded reasoning chains into a student model will yield
better emotion classification performance than distilling generative multimodal reasoning chains,
because anchoring every visual and acoustic claim to a measured symbolic value prevents the teacher
from fabricating perceptual descriptions that mislead the student.
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2 Literature Review

This section surveys the research landscape that motivates and contextualises AV-EmotionThinker.
The review traces four intersecting threads: (1) the evolution of speech emotion recognition from
feature engineering to self-supervised representations; (2) the emergence of chain-of-thought rea-
soning as a tool for multimodal affective understanding; (3) reinforcement learning post-training
techniques for MLLMs, with particular attention to reward design and hallucination control; and (4)
the role of the visual modality in emotion recognition. A synthesis section identifies the gap that the
present work addresses.

2.1 Speech Emotion Recognition: From Acoustic Features to Self-Supervised
Representations

Research in automatic SER has been shaped by two major paradigm shifts. The first, spanning the
1990s to 2010s, established the importance of prosodic and voice quality features — fundamental
frequency contour, energy envelope, speaking rate, jitter, shimmer, and harmonics-to-noise ratio —
as primary acoustic correlates of emotion (El Ayadi, Kamel, & Karray, 2011)). Hand-crafted de-
scriptor sets such as the Geneva Minimalistic Acoustic Parameter Set (GeMAPS; Eyben et al.[2016)
distilled decades of phonetic insight into compact, interpretable feature vectors suitable for support
vector machine and hidden Markov model classifiers. These features remain relevant: GeMAPS
continues to serve as an interpretable baseline and as a diagnostic tool for understanding which
acoustic dimensions correlate with ground-truth emotion labels in new corpora.

The second shift, from the mid-2010s onwards, was driven by self-supervised pre-training on
unlabelled speech. Wav2vec 2.0 (Baevski, Zhou, Mohamed, & Auli, 2020) trains a convolutional
encoder and transformer stack through a contrastive objective over quantised latent representations;
HuBERT (Hsu et al., [2021) uses offline cluster assignments as masked prediction targets; WavLM
(Chen et al., 2022) augments these objectives with denoising. Fine-tuning these models with a linear
emotion classification head on IEMOCAP (Busso et al., 2008) and MELD (Poria et al., 2019) pro-
duced state-of-the-art WA and UAR at the time (Yang et al., 2021), demonstrating that task-agnostic
pre-training on large unlabelled corpora transfers powerfully to affective downstream tasks. Never-
theless, all such systems share a fundamental limitation: the classification head maps learned rep-
resentations to emotion labels without articulating any reasoning process. The resulting predictions
are opaque, brittle to distribution shift, and uninformative to downstream applications that require
an explanation of the inferred emotion.

2.2 Multimodal Emotion Recognition and the Role of Vision

Emotion expression is inherently audiovisual. Facial action units (AUs) codified in the Facial Ac-
tion Coding System (FACS) (Ekman & Friesen, 1978) provide a systematic vocabulary for the mus-
cle movements underlying posed and spontaneous emotion: AU6+AU12 (cheek raiser + lip corner
puller) characterises genuine happiness; AUI+AU4+AU15 (inner brow raise + brow lowerer + lip
corner depressor) characterises sadness. When acoustic and facial signals are aligned, they reinforce
each other; when they conflict — as in contempt or sarcasm, where a positive facial expression ac-
companies a harsh vocal tone — the visual channel may carry decisive disambiguating information.
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Multimodal fusion models that combine text transcripts and audio with facial video consistently
outperform unimodal audio baselines on IEMOCAP and MELD (Majumder et al., 2019; [Tsai et al.}
2019). Tensor Fusion Networks (Zadeh, Chen, Poria, Cambria, & Morency, 2017) compute an outer
product of unimodal representations to model cross-modal interactions, while cross-modal attention
(Tsa1 et al.,[2019) allows each modality to query the others for relevant features. Despite these gains,
visual features extracted from 2D face crops are sensitive to occlusion, lighting variation, and camera
angle — conditions that vary substantially across naturalistic corpora. Conversational context mod-
elling, as in DialogueRNN (Majumder et al., 2019)), adds a further dimension: the emotion expressed
in one turn influences the interpretation of subsequent turns, making utterance-level classification an
incomplete framing.

More recent work has addressed two structural weaknesses of earlier fusion architectures: the
“over-fusion” problem, where naively blending all modalities introduces noise that degrades predic-
tions, and the modality imbalance problem, where one dominant modality (typically text) drowns
out complementary signals from audio and vision. [Zhang, Liu, and Cheng (2025)) combine a Multi-
modal Graph Attention Network with a Mixture of Experts (MoE) architecture: cross-modal graph
attention selectively integrates audio and visual features into each text node based on semantic de-
pendency, while a soft-routing MoE with load-balancing loss ensures dynamic, per-sample expert
allocation. Evaluated on IEMOCAP and MELD, this selective fusion consistently outperforms ear-
lier static fusion baselines. Similarly, [Fang, Huang, Wan, Su, and Ye (2025)) introduce EMOE, which
treats each modality as an independent expert with a router network computing sample-specific im-
portance weights, complemented by unimodal distillation to prevent the erasure of modality-specific
features during fusion. Despite these algorithmic advances, all of the above systems share a funda-
mental limitation: they produce a classification label without any intermediate reasoning about why
a particular configuration of acoustic and visual cues signals the predicted emotion. The resulting
models are opaque, brittle to distribution shift, and uninformative in high-stakes settings where a
prediction must come with an explainable rationale.

The advent of video-capable MLLMs offers a qualitative advance over these pipeline approaches.
Rather than extracting pre-specified visual features and fusing them with audio embeddings, an
MLLM processes raw video frames and audio waveforms within a unified transformer context, al-
lowing the model to flexibly attend to whichever visual or acoustic patterns are diagnostic for a
given utterance. Qwen2.5-Omni (Xu et al., 2025)) and related models (Chu et al., 2024)) represent the
frontier of this capability at the 3—7 billion parameter scale that is feasible for academic fine-tuning.

2.3 Chain-of-Thought Reasoning for Affective Understanding

Chain-of-thought prompting (Wei et al.l [2022) elicits step-by-step reasoning from large language
models by providing examples that demonstrate intermediate inference steps before a final answer.
The technique substantially improves performance on tasks requiring multi-step reasoning — arith-
metic, logical deduction, question answering — and the improvement is transferable to smaller mod-
els through rationale-augmented fine-tuning: by training a student model on the reasoning traces
generated by a large teacher, it acquires structured reasoning behaviour it could not develop from
label-only supervision (Ho et al.,|2023; Shridhar, Stolfo, & Sachan, 2023)).
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EmotionThinker (D. Wang et al., [2026) applies this paradigm to speech emotion recognition
for the first time. D. Wang et al. construct EmotionCoT-35K, a dataset pairing speech utterances
with structured CoT annotations that describe prosodic evidence — FO contour, energy, speaking
rate, voice quality — before stating an emotion label. Observing that existing speech LLMs exhibit
systematically weak prosody perception, the authors first develop EmotionThinker-Base, a prosody-
enhanced foundation model, before RL fine-tuning. The model is then optimised with GRPO-PTR
(Shao et al., 2024) — Group Relative Policy Optimisation with Progressive-Trust-aware Reasoning
Reward — which progressively introduces a multi-dimensional reasoning reward and dynamically
adjusts it with a trustworthiness weight that reflects the alignment between the generated reasoning
chain and the predicted label. EmotionThinker achieves state-of-the-art WA and UAR on IEMOCAP
and MELD while producing interpretable reasoning chains grounded in acoustic evidence.

A parallel line of research has applied LLM-based reasoning to the visual side of emotion un-
derstanding, working from the face rather than from speech. |Li et al.| (2024) introduce EmoLA,
a multimodal large language model augmented with facial prior knowledge modules and trained
via instruction tuning on a dedicated facial affective behaviour dataset. EmoLLA demonstrates that
providing the model with structured face-specific guidance — rather than relying on general visual
encoders — substantially improves both AU recognition and expression classification, implying that
the knowledge of which facial features are diagnostically relevant matters more than raw represen-
tational capacity. Taking this further, Lan et al. (2024) propose ExpLLM, which prompts a large
language model to generate a three-step chain of thought for facial expression recognition: (1) ob-
servations about which AUs are active and their emotional associations, (2) emotional interpretation
of how these AUs interact, and (3) an expression conclusion. ExpLLM achieves performance com-
petitive with specialised FER models and surpasses GPT-40 on expression CoT generation, demon-
strating that structuring the reasoning process around action units is not only feasible but superior to
end-to-end classification. Notably, ExpLLM’s CoT structure — AU observations preceding an inte-
grative interpretation — is conceptually parallel to the feature-to-text pipeline adopted in the present
work, the difference being that ExpLLM operates on raw visual inputs whereas AV-EmotionThinker
converts AU numerical measurements into text before reasoning begins.

The most directly relevant visual reasoning work is Facial-R1 (Wu et al., 2026), which explicitly
diagnoses two failure modes that recur throughout reasoning-based affective computing. The first
is hallucinated reasoning: when a vision-language model generates free-form visual descriptions, it
frequently produces confident but factually incorrect claims about facial expressions that are absent
from the actual recording. The second is reasoning-recognition misalignment: the model’s gener-
ated rationale may appear coherent yet fail to causally support its final emotion label, suggesting
that CoT supervision alone does not ensure that reasoning is functionally predictive. Facial-R1 ad-
dresses both problems through a three-stage pipeline — instruction fine-tuning for reasoning format,
then reinforcement learning with emotion labels as outcome rewards — and introduces FEA-20K,
a benchmark with fine-grained emotion annotations to measure both accuracy and reasoning qual-
ity. The RL stage substantially reduces hallucination rates and closes the gap between reasoning
quality and classification accuracy. Facial-R1’s findings are directly relevant to the present thesis:
they constitute independent empirical evidence that end-to-end visual reasoning in MLLMs suffers
from hallucination, and that RL is necessary to make reasoning functionally correct. Crucially, how-
ever, Facial-R1 addresses only the visual modality and does not incorporate acoustic evidence; its
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reliance on raw visual inputs means that the anchor for hallucination detection must come from the
RL reward itself rather than from verifiable feature measurements.

Taken together, these three works reveal a convergence: reasoning-based approaches that decom-
pose emotion prediction into interpretable intermediate steps consistently outperform direct classi-
fication, and RL post-training is necessary to ensure that reasoning is grounded rather than merely
stylistically coherent. However, EmotionThinker processes only audio while these visual works
process only faces. No existing system combines audio-visual reasoning. Moreover, the hallucina-
tion problem diagnosed by Facial-R1 in end-to-end visual reasoning motivates the feature-grounded
strategy adopted in the present thesis: by converting OpenFace AU measurements into text before
generating reasoning, every visual claim is anchored to a verified numerical value, making halluci-
nation detectable without relying solely on the RL reward signal. This design choice is the central
empirical question of AV-EmotionThinker — whether feature-grounded visual reasoning reduces
hallucination and improves classification compared to end-to-end visual reasoning — and is exam-
ined directly in the hallucination comparison of Section

2.4 Reinforcement Learning Post-Training for MLLMs

Reinforcement learning from human feedback (RLHF; |Ouyang et al.|[2022) became the standard
method for aligning large language models with human preferences, using a reward model trained on
human preference judgements to provide scalar feedback to a policy optimised with PPO (Schulman,
Wolski, Dhariwal, Radford, & Klimov, 2017). Group Relative Policy Optimisation (GRPO; Shao
et al.[2024)) eliminates the separate value network required by PPO by normalising rewards within
a group of responses sampled for the same input, reducing memory overhead while providing a
variance-reduced policy gradient. GRPO was originally developed for mathematical reasoning and
has since been applied to code generation and general instruction following.

DeepSeek-R1 (Guo et al., 2025) demonstrated that GRPO with outcome-only rewards (correct-
ness of the final answer) induces structured chain-of-thought behaviour without explicit CoT super-
vision, a phenomenon the authors term “emergent reasoning.” This finding motivates the present
work’s use of GRPO with an outcome accuracy reward to align generated reasoning chains with
correct emotion labels.

2.5 Hallucination in Multimodal Reasoning: Feature-Grounded vs End-to-
End Approaches

A well-documented failure mode of MLLMs is hallucination: the generation of confident-sounding
statements about perceptual evidence that is not actually present in the input. In vision-language
tasks, models frequently describe objects, attributes, or spatial relationships that are absent from the
input image (L1 et al.,|[2023)). In multimodal emotion reasoning, the analogous failure is generating a
description of a facial expression or acoustic pattern that does not correspond to the actual recording
— for example, stating that the speaker’s voice is “warm and elevated” when it is flat and low, or
that the speaker is smiling when their expression is neutral.
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A key architectural question for multimodal emotion reasoning systems is when cross-modal
integration should occur: prior to the language model, through explicit feature extraction (a feature-
grounded or pre-fusion strategy), or within the language model itself through end-to-end processing
of raw signals. [Lian et al.|(2025) compare these strategies in the AffectGPT framework, evaluating
emotion recognition performance across fine-grained emotion, basic emotion, and sentiment tasks.
Pre-fusion approaches — which extract and align modal-specific features before presenting them to
the language model — consistently outperform direct multimodal input (74.77% vs. 72.95% mean
accuracy). The authors attribute this gap to the insufficiency of relying solely on the LLM’s built-in
cross-modal fusion for capturing emotion-specific multimodal characteristics.

A complementary interpretation, consistent with the hallucination literature, is that end-to-end
models are more susceptible to generating plausible-sounding but factually unsupported descriptions
of perceptual content. Without an explicit anchor in extracted feature values, the model has greater
latitude to fabricate acoustic or visual details that cohere with the predicted emotion label but do
not correspond to the actual signal. Feature-grounded inputs, by contrast, constrain the reasoning
chain to verifiable measurements: a claim that pitch is “high” or energy “low” can be cross-checked
against the extracted prosodic value, rendering hallucination directly detectable. This interpretation
aligns with the finding of Facial-R1 (Wu et al., 2026), discussed in Section @, that hallucinated
visual descriptions are a systematic failure mode of end-to-end visual emotion reasoning models.

The present thesis examines this hypothesis by comparing three strategies for multimodal reason-
ing data generation, differing in whether features are pre-extracted or raw audio and visual signals are
presented directly to the model. The hallucination impact of each strategy is subsequently assessed
by contrasting the downstream classification performance of models trained on feature-grounded
versus generative multimodal reasoning chains; the full experimental design is detailed in Section 3]

2.6 Research Positioning

AV-EmotionThinker occupies the unique intersection of audio, visual, chain-of-thought reasoning,
and GRPO post-training — no prior system combines all four capabilities. The two closest an-
tecedents are EmotionThinker, which covers audio, CoT, and RL but not vision, and Facial-R1,
which covers vision, CoT, and RL but not audio. Relative to EmotionThinker, the key novelties are:
(1) the addition of the visual modality, incorporating facial action unit evidence alongside acous-
tic features; (2) a feature-grounded data generation strategy in which multimodal evidence is pre-
extracted before reasoning synthesis, rather than derived end-to-end from raw signals. Relative to
Facial-R1, the key novelties are: (1) the acoustic modality; (2) feature-grounded inputs (extracted
AU and prosodic measurements) rather than raw visual inputs, anchoring every perceptual claim
to a verifiable value. The combination of audio-visual CoT reasoning with GRPO post-training,
grounded in pre-extracted features, constitutes the central contribution of the present work.
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3 Methodology

AV-EmotionThinker is developed in three stages. A central design decision distinguishes this work
from multimodal end-to-end systems: rather than feeding raw video frames to the language model,
we explicitly extract interpretable visual features (facial action units via OpenFace; Baltrusaitis et
al.|2018)) and convert them to structured natural-language descriptions. This feature-to-text pipeline
makes the visual channel transparent and verifiable — an AU score of 2.3 /5 for AU12 can be directly
checked against the video — while keeping the student model’s reasoning transparent: Qwen?2.5-
Omni receives both raw audio and raw video at inference (processed natively by its audio and vision
encoders), but its <think> chains are supervised with structured feature descriptions rather than
open-ended perceptual narration.

Stage 0 constructs the AV-EmotionCoT dataset: video frames are processed through a face-
tracking and OpenFace pipeline to yield AU descriptions; audio is processed through a symbolic
prosodic feature extraction pipeline to yield five interpretable categorical descriptors (pitch level,
energy level, speaking rate, intonation contour, and stressed words); both are combined with the tran-
script to prompt a teacher LLM (Gemini) to generate structured reasoning chains. Stage 1 conducts
a systematic SFT comparison on MELD along two dimensions: (i) reasoning-supervision style —
comparing no-reasoning targets, Gemini-distilled audio reasoning, and EmotionCoT (D. Wang et al.,
2026)) under two prompt wordings (six conditions total); and (ii) reasoning grounding — contrast-
ing feature-grounded multimodal supervision (where the teacher LLM reasons over pre-extracted
AU and acoustic feature descriptions) against generative multimodal supervision (where the teacher
reasons directly over raw audio and video), to assess whether symbolic grounding reduces hallucina-
tion in the distilled reasoning chains. Stage 2 optimises the student model with GRPO (Shao et al.
2024])) using two rule-based reward signals — a format compliance reward and an outcome accuracy
reward — that together push the model to produce reasoning that is both structurally coherent and
functionally predictive. Technical hyperparameters are deferred to Section

Figure |1{shows the complete AV-EmotionThinker pipeline across all three stages.

3.1 Datasets
3.1.1 MELD

The Multimodal EmotionLines Dataset (Poria et al., 2019) contains approximately 13,000 utter-
ances sourced from the television series Friends, annotated with seven emotion categories (neutral,
surprise, fear, sadness, joy, disgust, anger). The conversational multi-party setting and the diver-
sity of recording conditions (background music, overlapping speech, varying lighting) make MELD
a challenging complement to the controlled IEMOCAP recordings. We use a standard 70/15/15
train/validation/test split along episode boundaries. Video is available at 25 fps for the majority
of utterances; the rare missing-video cases (< 1%) are handled by using a neutral AU description
placeholder (all AU intensities set to 0, gaze described as “not available™).

3.2 Stage 0: AV-EmotionCoT Dataset Construction

The central data contribution of this work is AV-EmotionCoT, a corpus of audiovisual utterances
each paired with a structured chain-of-thought reasoning trace verified against the corpus emotion
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label. Figure [l provides an overview of the full construction pipeline.
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Figure 1: Overview of the AV-EmotionCoT dataset construction pipeline. Left (purple): visual
feature extraction — RetinaFace detection, head-pose filtering, IoU tracking, TalkNet active speaker
detection, OpenFace 3.0 MTL, and AU discretisation. Right (green): acoustic feature extraction
— pitch, energy, speaking rate, intonation contour (pYIN), and WhiStress stress detection. Both
streams feed into the Gemini annotation step (grey), which produces the final <think>...<answer>

training target.

3.2.1 Visual Feature Extraction Pipeline

Extracting reliable speaker facial features from MELD poses three structural challenges inherent to
the sitcom domain: multiple speakers are frequently co-present within a single frame; rapid shot
changes mean a 1-3 second utterance may span several camera cuts; and speakers are often filmed
from oblique angles or partially occluded. The pipeline addresses these challenges through active

speaker detection before AU analysis.
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Face detection and head pose estimation. Per-frame face detection uses RetinaFace (Deng, Guo,
Ververas, Kotsia, & Zafeiriou, 2020) (MobileNet-0.25 backbone), returning bounding boxes and
five facial landmarks (eye corners, nose tip, mouth corners). Head pose is estimated from these
landmarks via the Perspective-n-Point algorithm (cv2.solvePnP, EPNP solver) against a canonical
3-D face model, yielding yaw, pitch, and roll angles. Frames with |yaw| > 30° or |pitch| > 20° are
classified as non-frontal and excluded from AU aggregation.

Speaker localisation via Active Speaker Detection. All video frames are decoded and all de-
tected faces are linked across frames via an IoU-based tracker with a ten-frame gap tolerance, pro-
ducing a set of candidate face tracks per utterance. TalkNet (Tao et al., 2021)), a joint audio-visual
active speaker detection model pretrained on the AVA-ActiveSpeaker benchmark, then assigns a per-
frame speaking probability to each track. For each track it receives synchronised 112 x 112 grayscale
face crops and 13-dimensional MFCC features computed at 100 Hz from the utterance’s 16 kHz au-
dio waveform. The track with the highest mean speaking probability is selected as the speaker track;
only its frontal frames proceed to AU analysis.

AU, emotion, and gaze estimation. Frontal face crops from the selected speaker track are passed
to OpenFace 3.0 MTL (J. Hu et al., 2025) (EfficientNet-BO multi-task backbone), which jointly
estimates per frame: intensity scores for eight affectively relevant action units — AUO1 (inner brow
raise), AUO2 (outer brow raise), AU04 (brow lowerer), AUO6 (cheek raiser), AUO9 (nose wrinkler),
AU12 (lip corner puller), AU25 (lips part), AU26 (Jaw drop) — along with probability distributions
over eight discrete emotions and two gaze angle estimates (horizontal and vertical). Utterance-level
features are obtained by computing the mean, maximum, and standard deviation of each dimension
across all valid frontal frames, yielding 60 numerical columns per utterance.

Quality filtering. A sample is retained only if all four criteria are satisfied: face detection rate
> (.4; mean pose score > 0.3 (at least 30% of face-detected frames pass the frontality filter); valid
frontal frame count > 5; and best-track mean speaking probability > 0.30. On a held-out sample of
215 utterances, 74% passed this filter with a mean best-track speaking score of 0.673, confirming
that TalkNet reliably identifies the active speaker even in multi-face frames.

Feature discretisation and natural-language conversion. AU intensity means are discretised
into four levels: absent (u < 0.15), slight (0.15 < u < 0.35), moderate (0.35 < u < 0.60), and strong
(u > 0.60). For non-absent AUs, a temporal stability qualifier is appended based on the standard de-
viation: sustained (6 < 0.10), variable (0.10 < 6 < 0.20), or fluctuating (¢ > 0.20). Two utterance-
level summary descriptors are additionally computed: dominant_region (the face region with the
highest mean AU activation: upper face, lower face, cheek, or nose) and expression variability
(stable | dynamic | highly_variable, based on the mean standard deviation across all eight AUs).
These categorical features, together with discretised gaze direction and head pose, are verbalised
into natural-language sentences following FACS interpretation guidelines (Ekman & Friesen, |1978)
and included in the Gemini annotation prompt (Section [3.2.3).
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3.2.2 Acoustic Feature Extraction Pipeline

Acoustic evidence is derived from a three-stage symbolic feature extraction pipeline applied to
16 kHz mono WAV versions of each MELD utterance clip. Rather than producing a high-dimensional
statistical summary vector (e.g. eGeMAPS), the pipeline yields five interpretable categorical descrip-
tors per utterance — pitch level, energy level, speaking rate, intonation contour, and stressed words
— that map directly onto the prosodic vocabulary used in the LLM annotation prompt. All audio is
loaded via 1ibrosa.load at sr = 16,000 Hz mono throughout.

Stage 1 — Pitch, energy, and speaking rate. Three scalar descriptors are computed from the raw
waveform:

* Pitch (pitch_value): mean of all non-zero pitch estimates returned by librosa.piptrack
(Hz); clips with no voiced frames are assigned 0.

* Energy (energy_value): mean of the short-time RMS amplitude envelope, 1ibrosa.feature.rms (y) .m

* Speaking rate (speed_value): number of words in the ground-truth transcription divided by
clip duration (words per second).

Each value is discretised into a three-level ordinal label {low, normal, high} using corpus-wide ter-
tile thresholds: the 33rd and 66th percentiles of the respective column over all successfully processed
utterances serve as cut-points, yielding approximately balanced level frequencies. The resulting la-
bels (pitch_level, energy_level, speed_level) are the forms supplied to the annotation prompt.

Stage 2 — Intonation contour. Fundamental frequency (Fp) is estimated per frame using the
probabilistic YIN algorithm (1ibrosa.pyin; fmin = 65Hz ~ C2, fmax = 1047 Hz ~ C6; frame
length 2048 samples, hop length 256 samples). Unvoiced frames (NaN Fy) are discarded. The
voiced series is smoothed with a Savitzky—Golay filter (window length up to 31 frames, polynomial
order 3) and split at its temporal midpoint into two halves. A linear slope is fitted to each half via
numpy . polyfit; slopes within a dead-zone of +-0.05 Hz/frame are treated as flat. The two half-slope
signs are combined into one of four contour labels:

First half Second half | Label
rising rising rising
falling falling falling
rising falling rising-falling
falling rising falling-rising

Ambiguous or flat cases fall back to the sign of the overall slope of the full voiced contour.
Utterances with fewer than 20 voiced frames (and missing WAVs) default to falling.
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Stage 3 — Stressed words. Word-level stress is detected using WhiStress (Yosha, Shteyman,
& Adi, 2025), a Whisper-based sentence-stress model. The model receives the 16 kHz waveform
together with the ground-truth transcription as an alignment reference, and returns a list of predicted
stressed words stored as a JSON-encoded string (e.g. ["point", "GR-6"]). Inference runs on GPU
when available with CPU fallback; missing or failed clips yield an empty list rather than aborting
the pipeline.

Canonical feature table. The three stages are strictly additive: each stage reads the previous CSV
and appends its columns. The final artefact, extracted_features_full.csv, contains one row per
(split, utterance) with the five symbolic descriptors: pitch_level, energy_level, speed_level,
intonation, and stressed_words. An example row for dia0_uttO (Chandler, neutral) yields high
pitch, high energy, normal speed, a rising contour, and stressed words ["point", "GR-6"]. These
descriptors are verbalised into natural-language sentences and supplied to the Gemini annotation
prompt described in Section[3.2.3]

3.2.3 Gemini Annotation Protocol

Reasoning traces are generated by submitting the pre-extracted symbolic features to Gemini via
two modality-specific text-only prompts: an acoustic reasoning prompt and a facial reasoning
prompt. No raw audio waveforms or video frames are submitted; all perceptual evidence is con-
veyed through the categorical feature descriptors produced by the extraction pipelines above, ensur-
ing that every claim in the generated reasoning is traceable to a verifiable feature value. Full prompt
templates are reproduced verbatim in Appendix

Acoustic reasoning prompt. The prompt supplies five symbolic prosodic descriptors (pitch_level,
energy_level, speed_level, intonation, stressed_words) together with the utterance tran-
scription and the ground-truth emotion label. Gemini is instructed to explain why the speaker is
likely expressing that emotion by reasoning from the acoustic and prosodic cues, quoting the tran-
scription where relevant, interpreting the intonation contour, and discussing any stressed words. The
model is explicitly told to simulate the perspective of a listener who infers the emotion through ob-
servation rather than being told the label directly. The output is a free-form English paragraph of
50-200 words focused on prosodic evidence.

Facial reasoning prompt. The prompt supplies the eight AU level descriptors (each including the
stability qualifier where non-absent), dominant_region, expression_variability, the transcrip-
tion, and the ground-truth label. Gemini is instructed to anchor its explanation in specific AU com-
binations and their temporal dynamics, connect them to known FACS patterns (Ekman & Friesen,
1978), and invoke the transcription only when it visibly aligns with an AU observation. The output
mirrors the acoustic prompt: a free-form paragraph of 50-200 words focused on facial evidence.

Concatenation into training targets. The two reasoning paragraphs are concatenated — acoustic
reasoning first, facial reasoning second, separated by a blank line — to form the combined reasoning
trace. The final training target takes the form:
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<think> [acoustic reasoning] [facial reasoning] </think>
<answer> [emotion label] </answer>

3.3 Stage 1: Preliminary SFT Study

Before designing the full AV-EmotionThinker pipeline, we conduct a controlled preliminary study
to empirically establish why CoT-style SFT alone is insufficient for emotion recognition and to char-
acterise the failure modes that the subsequent GRPO stage must address. This study uses the MELD
corpus (audio-only, 7-class) with Qwen2.5-Omni-7B as the base model and compares three SFT
training conditions under identical hyperparameters (LoRA rank-8, learning rate 10~%, gradient ac-
cumulation 16 steps, 2 epochs):

1. Simple Instruction (simple_instruction): The assistant target is a single-token emotion
label with no reasoning. Mean target length ~ 25 tokens. This is the direct classification
ceiling for SFT without any CoT.

2. Gemini-CoT (gemini_reasoning): We use Gemini to generate structured CoT chains con-
ditioned on symbolic prosodic feature summaries (pitch level, energy level, speaking rate,
intonation contour, stressed words, transcription) without speaker gender or age. Mean target
length ~ 232 tokens.

3. EmotionCoT (emotioncot): The published CoT chains from |D. Wang et al.| (2026)), which
additionally include speaker gender and estimated age level. Mean target length ~ 340 tokens.

3.4 Stage 2: GRPO Post-Training

Stage 2 optimises the student model using GRPO (Shao et al.l 2024)) with two rule-based reward
components. Rule-based rewards are preferred over learned reward models because they are exact,
noise-free, and require no additional training (Guo et al., 2025)).

3.4.1 Format Reward

The format reward Ry enforces adherence to the required XML-style output schema. A response
must enclose its reasoning within <think>...</think> and its final prediction within <answer>. . .</answer>.
Formally, for an output o:

(D

1 if o follows the format schema
Ry(o) =

0 otherwise

Because the format constraint is structurally simple, the model is expected to satisfy it rapidly during
early training.
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3.4.2 Outcome Accuracy Reward

The outcome reward R,, verifies whether the predicted emotion label matches the ground truth. For
a given instance with gold label y* and model prediction j extracted from the <answer> tag:

. 1 ifp=y*
R(,<y,y>={ I 2)

0 otherwise

3.4.3 GRPO Objective

The composite reward assigns a higher weight to outcome accuracy, reflecting its greater difficulty
relative to format compliance:

R =R +05-R} 3)
For each input utterance x, we sample G candidate responses from the current policy. The group-

normalised advantage is:

R —mean({R\) JG:I) A
(RO} @

The GRPO policy gradient objective with KL regularisation is:

G (i)
ZA(’) -clip (M, 1—¢, 1+8>

i=1 Toia (Y | x)

A6 _

J(6)=E — BKL(tg|Ttrer) &)

where Tef is the frozen SFT checkpoint and B controls deviation from the SFT initialisation.

3.5 Evaluation Methodology

3.5.1 Performance Metrics

All models are evaluated on the MELD fixed test split (2,598-2,610 utterances; small differences
across conditions reflect missing media). Model selection is performed on the validation set (1,108
utterances); all headline results are reported on the held-out test set. Two metrics are reported:

* Accuracy (Acc): the proportion of test utterances assigned the correct emotion label.

* Macro F1: unweighted mean of per-class F1 scores across all seven emotion categories; the
primary metric, as it penalises models that default to the majority class (neutral, ~47% of test
utterances).

Per-class F1 is additionally reported for the feature-grounded model (Section [5.2)) to expose
class-level disparities driven by the severe label imbalance in MELD.
3.5.2 Baselines and Experimental Conditions

The experimental design compares three groups of conditions, all using Qwen2.5-Omni-7B with
LoRA fine-tuning on MELD unless stated otherwise.



Section3 METHODOLOGY 26

Zero-shot references. Two zero-shot conditions (no fine-tuning) bound the performance range:
(1) the base model asked to freely assign an emotion label, and (2) the base model given the 7-class
label set in the prompt. These establish the pre-SFT performance floor.

Part 1 — Reasoning supervision (audio-only SFT). Three supervision sources are compared
under SFT, each with a short and a long prompt wording (six conditions total):

» Simple instruction: one-sentence templated target with no reasoning; serves as the primary
SFT baseline.

* Gemini-distilled audio CoT: Gemini 2.5 Flash reasoning over pre-extracted prosodic fea-
tures.

* EmotionCoT (D. Wang et al.| [2026): published chain-of-thought targets from the Emotion-
Thinker dataset.

Part 2 — Hallucination study (multimodal SFT). Two video-input SFT conditions with identical
student prompts but different supervision signals:

* Generative multimodal SFT: Gemini reasoning generated over raw audio and video (end-to-
end); the hallucination-prone baseline.

* Feature-grounded SFT (f_a): Gemini reasoning grounded in pre-extracted facial AU and
acoustic features; the proposed approach.

Part 3 — GRPO post-training. GRPO is applied on top of the best SFT checkpoint from the
Gemini audio-reasoning line (3a) and the feature-grounded f_a line (3b), providing a within-condition
measure of the RL improvement over SFT.

3.6 Ethics and Research Integrity

No data was collected from human participants. This research uses MELD, a previously published
dataset sourced from the television series Friends and distributed under an academic research licence.
Gemini annotation was conducted via the Google Gemini API under its data processing agreement;
no audio or video is retained by Google beyond the request lifecycle. Face-crop video and OpenFace
AU features are processed locally and are not shared with any third-party service.

MELD represents predominantly American English cultural norms and contains scripted speech,
which limits generalisation claims to naturalistic emotional expression. Results are reported per
emotion category to expose class-level disparities rather than masking them behind aggregate accu-
racy.

All training code, model checkpoints, and the AV-EmotionCoT annotations will be made publicly
available on GitHub upon thesis submission. All training parameters are fully specified in Section
to support reproducibility.
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4 Experimental Setup

This section documents the experimental setup in full detail to ensure reproducibility. All experi-
ments are conducted on MELD using Qwen2.5-Omni-7B as the base model. Section describes
the compute environment; Sections describe the three experiments; Section describes
the shared evaluation protocol.

4.1 Compute Environment

All experiments are conducted on the Habrék high-performance computing cluster at the Univer-
sity of Groningen. Each training run uses a single NVIDIA RTX PRO 6000 GPU (96 GB VRAM).
The 7B model with LoRA adapters and its activations fit within one 96 GB GPU, so training runs
as a single process (global world_size = 1) with no data, tensor, or pipeline parallelism. Infer-
ence uses the transformers backend with data-parallel (DDP) evaluation across multiple GPUs.
We fine-tune with Low-Rank Adaptation (LoRA; E. J. Hu et al.|2022) using the ms-swift training
framework (Zhao et al.,[2024). Experiments are tracked with Weights & Biases.
Table |1|lists the configuration shared across all experiments.

Table 1: Shared model and training configuration for all experiments.

Item Value

Base model Qwen2.5-Omni-7B (Xu et al.,[2025)
LoRA rank r 8

LoRA a 32

LoRA target modules  all-linear

Precision bfloat16

Optimizer AdamW

LR scheduler cosine

Per-device batch 1

Gradient accumulation 16 (SFT); 8 (GRPO)
Effective batch size 16 (SFT); 8 (GRPO)
Seed 42

Decoding (inference)  greedy (temperature = 0)

4.2 Experiment 1: Preliminary SFT Comparison (MELD, Audio-Only)
4.2.1 Setup

Three reasoning-supervision sources are compared: simple instruction, Gemini-distilled audio CoT,
and EmotionCoT (D. Wang et al.,|2026)). Each is trained with both a short and a long prompt wording
(see Appendix [B), yielding six conditions in total. All use the shared configuration in Table [I] plus
the per-condition hyperparameters in Table [2]
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Table 2: Per-condition hyperparameters for Experiment 1.

Condition Epochs LR Max src tok | Max new tok
Simple instruction (short/long) 2 1x1074 2048 256
Gemini-CoT audio (short/long) 2 1x1074 2048 256
EmotionCoT (short) 2 1x1074 2048 768
EmotionCoT (long) 2 1x1074 2048 768

Table 3: Training dataset sizes and mean reasoning-target length for Experiment 1.

Condition Train | Dev | Test | Mean target length
Simple instruction 9,988 | 1,108 | 2,610 | ~ 25 tokens
Gemini-CoT (audio) 9,988 | 1,108 | 2,610 | ~ 232 tokens
EmotionCoT (D. Wang et al., 2026)) | 9,931 | 1,094 | 2,598 | ~ 340 tokens

The training format follows the ms-swift JSONL schema: the user turn contains an <audio>
token followed by the prompt text; the assistant turn is <think>...</think><answer>X</answer>
for the two CoT conditions, and <answer>X</answer> directly for simple instruction.

4.3 Experiment 2: Multimodal SFT — Hallucination Study (MELD, Video)

This experiment compares two multimodal SFT conditions that differ only in their supervision sig-
nal, not their runtime input. Both use a <video> token in the user turn with the audio track enabled
(USE_AUDIO_IN_VIDEO=true, VIDEO_MAX PIXELS = 512x512); the extracted features are baked into
the distilled <think> target and are not visible to the student at inference.

Two zero-shot baselines (no SFT) are also evaluated: one where the model is asked to freely
label, and one where the 7-class label set is supplied in the prompt.

Table 4: Training configuration for Experiment 2. Warmup ratio 0.1; LR 1x107%; all other settings
from Table

Condition Epochs | Max src tok | Max new tok
Generative multimodal SFT 2 8192 768
Feature-grounded (f_a) SFT 2 8192 768

The generative multimodal condition uses the prompt <video>What is the emotion of the
speaker? Analyze both visual and acoustic cues.;thef_aconditionuses <video>Analyze
the emotion of the following multimodal input. Provide a step-by-step reasoning
based on audio and visual cues. (see Appendix [B)). The student prompt contains no feature
values in either case.



Section4 EXPERIMENTAL SETUP 30

4.4 Experiment 3: GRPO Post-Training

GRPO is applied on top of the best SFT checkpoint from two lines: the Gemini audio-reasoning line
(3a) and the feature-grounded f_a line (3b). Both use the reward function pair emotion_format +
emotion_accuracy with weights 0.5 : 1.0 respectively.

Table [5]lists the shared GRPO hyperparameters; Table 6] lists the per-line settings.

Table 5: Shared GRPO hyperparameters (both lines).

Hyperparameter Value
rlhf_type grpo
Reward weights (format : accuracy) 0.5:1.0
num_generations 4
Sampling temperature 1.0

KL penalty 0.001
num_iterations 1
max_completion_length 512
Epochs 1
Gradient accumulation 8
Warmup ratio 0.01
LoRA r/ o/ targets 8 /32 / all-linear

Table 6: Per-line GRPO configuration. Checkpoints 800, 1000, and 1400 are evaluated for both
lines.

Line Modality LR Max src tok
3a — Audio (Gemini-CoT base) | audio 1x107 4096
3b — f.a/ video (f_a SFT base) | audio+video | 5x 1077 8192

Line 3b additionally sets USE_LAUDIO_IN_VIDEO=true and VIDEO_MAX_PIXELS = 512x512. The
lower learning rate for line 3b reflects the sensitivity of the multimodal model to large gradient steps
during RL fine-tuning.

4.5 Evaluation Protocol

All models are evaluated on the held-out MELD test set (2,608-2,610 utterances; small differences
across conditions reflect missing media). Model selection uses the MELD validation set (1,108
utterances). Inference uses the transformers backend with greedy decoding (temperature = 0);
max_new_tokens is 256 for simple and Gemini-CoT audio conditions, and 768 for all EmotionCoT,
multimodal, and GRPO conditions.

The predicted emotion label is parsed from the <answer>...</answer> tag; if absent, the first
7-class label substring is used as a fallback; outputs matching neither are counted as incorrect. Met-
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rics reported are Accuracy and Macro F1 (unweighted mean F1 over all 7 classes), as defined in
Section 3.3
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5 Results

All experiments use Qwen2.5-Omni-7B as the base model, fine-tuned with LoRA on MELD (7-
class: anger, disgust, fear, joy, neutral, sadness, surprise). Unless stated otherwise, model selection
uses the validation set (1,108 utterances) and results are reported on the test set (2,598-2,610 ut-
terances; small differences across conditions reflect missing media and quality filtering). Primary
metrics are test accuracy and Macro F1.

Results are organised into three parts that mirror the experimental narrative: Part 1 examines
the effect of reasoning-supervision style under SFT; Part 2 examines the hallucination problem by
contrasting generative multimodal reasoning against feature-grounded reasoning; Part 3 reports the
effect of GRPO post-training on top of the best SFT models.

5.1 Part 1: SFT — Reasoning Supervision

Table /| reports accuracy and Macro F1 for all six SFT conditions (three reasoning-supervision
sources X two prompt wordings).

Table 7: MELD test results for Part 1 SFT conditions (Qwen2.5-Omni-7B, LoRA). Bold = best per
metric.

Condition Prompt | Val Acc | Val MF1 | Test Acc | Test MF1
Zero-shot (no SFT, no label set) 11.9% 0.198 8.8% 0.172
Zero-shot + label set provided 52.5% 0.336 52.5% 0.320
EmotionCoT (D. Wang et al.,[2026)) | short 50.5% 0.407 48.2% 0.361
EmotionCoT (D. Wang et al., [2026)) | long 49.8% 0.408 49.8% 0.362
Gemini audio reasoning ) short 56.2% 0.402 57.6% 0.368
Gemini audio reasoning long 55.1% 0.399 57.3% 0.369
No reasoning short 58.5% 0.464 59.4% 0.434
No reasoning long 58.2% 0.453 59.6 % 0.446

Supervising the model with the bare label concentrates the entire training signal on the single
answer token. This condition attains the best test performance (Acc 59.6%, Macro F1 0.446). Its
residual error is a mild over-prediction of the majority neutral class, but it retains the highest recall
on the minority emotions among all three conditions, indicating that the acoustic-emotion mapping
is learned most directly when no intermediate text is interposed. However, we do not carry this
condition forward into the reinforcement-learning stage. Because our objective is an emotion model
that produces an explicit reasoning trace—both for interpretability and as the action space that GRPO
optimises—a bare-label policy offers no intermediate rationale to refine or reward. We therefore
retain a reasoning-based SFT checkpoint as the GRPO initialisation, and treat the simple-target
accuracy (59.6%) as an upper-bound reference for direct classification rather than as our deployment
model.
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Prompt length has a minor, inconsistent effect. Switching from the short prompt to the long
prompt produces at most a 1.5 percentage-point change in accuracy and a 0.02 change in Macro
F1 across all conditions. The effect is slightly positive for no reasoning (MF1 0.434 — 0.446)
and essentially neutral for Gemini and EmotionCoT. Prompt length is not a meaningful lever for
performance in this setting.

EmotionCoT failure mode: joy over-prediction. The EmotionCoT condition exhibits a qualita-
tively different failure from the other two. Whereas the no-reasoning and Gemini-audio conditions
both default to neutral under uncertainty (a “safe” failure aligned with the ~47% neutral share of
the training data), EmotionCoT instead over-predicts joy (795 vs. 397 gold, +398) while under-
predicting neutral (939 vs. 1250, —311) on the test set. Thus the long generative chain does not
merely dilute supervision—it shifts the class bias in the opposite direction, trading the neutral col-
lapse for an over-emotionalisation toward the second-most-frequent training class (joy, 17%).

5.2 Part 2: SFT — Feature-Grounded vs Generative Multimodal Reasoning

Part 2 addresses the hallucination question: does feature-grounded reasoning (where the teacher
LLM reasons over pre-extracted symbolic features) produce better-calibrated student models than
generative multimodal reasoning (where the teacher reasons directly over raw audio and video)?

All conditions in Part 2 use a <video> input token at the student’s runtime, so the student sees
both audio and video frames at inference. The key manipulation is the supervision: the <think>
target either contains reasoning generated from raw media (generative) or reasoning generated from
extracted facial AU and acoustic features that are baked into the distilled chain (feature-grounded).
The student prompt is identical across both video conditions; the features are not appended at infer-
ence.

Table 8: MELD test results for Part 2: feature-grounded vs generative multimodal reasoning.

Condition Val Acc | Val MF1 | Test Acc | Test MF1
Zero-shot (no SFT, no label set) 11.9% 0.198 8.8% 0.172
Zero-shot + label set provided 52.5% 0.336 52.5% 0.320
Generative multimodal SFT 47.6% 0.421 46.6% 0.391
Feature-grounded (f_a) SFT (ckpt1150) | 54.1% 0.369 57.8% 0.371
Feature-grounded (f_a) SFT (ckpt1750) | 55.4% 0.397 57.2% 0.367

Feature-grounded reasoning outperforms generative multimodal reasoning by a large margin.
The feature-grounded (f_a) condition reaches 57.8% test accuracy against 46.6% for the generative
multimodal condition — an 11-percentage-point gap. This is the central empirical result of the
thesis: when the teacher’s reasoning is anchored to verifiable feature measurements, the student
model learns a calibrated reasoning style rather than fabricating perceptual descriptions.
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Zero-shot reference points. Without any fine-tuning, the model collapses to 8.8% test accuracy
when asked to freely label; supplying the 7-class label set raises zero-shot performance to 52.5%,
indicating that the backbone already encodes rough emotion priors but cannot format output correctly
without instruction. Both SFT conditions surpass the zero-shot + label-set ceiling, confirming that
fine-tuning adds value beyond prompt engineering.

Table [9] shows per-class F1 for the f_a model (ckpt1750), the checkpoint selected by validation
Macro F1.

Table 9: Per-class F1 on the MELD test set for the feature-grounded (f_a) SFT model (ckpt1750).
Test support shown for reference.

Emotion | Test support F1
neutral 1256 | 0.719
joy 402 | 0.406
anger 345 | 0.435
surprise 281 | 0.416
sadness 208 | 0.210
disgust 68 | 0.206
fear 50 | 0.180
Macro F1 -1 0.367

The model is strong on neutral and the three high-frequency emotion classes (joy, anger, sur-
prise), but weak on sadness, disgust, and fear (all F1 < 0.22). This low-support weakness is shared
by every method in this study and reflects the class imbalance of MELD rather than a property
specific to feature-grounded reasoning.

5.3 Part 3: GRPO Post-Training

GRPO is applied on top of the best SFT checkpoint from each of two lines: the Gemini audio-
reasoning line (3a) and the feature-grounded f_a line (3b). Both use the same reward weighting
(format : accuracy = 0.5 : 1) and are evaluated at three checkpoints to characterise the training
trajectory.

5.3.1 Audio line (3a)

GRPO improves over its SFT base on both metrics: the val-selected checkpoint (ckpt1000) reaches
59.1% test accuracy and MF1 0.384, gains of +1.5 percentage points and +0.016 over the base.
Performance peaks at ckpt1000 and degrades thereafter: test MF1 falls from 0.384 to 0.360 by
ckpt1400, indicating over-training. The best operating point is ckpt1000.

5.3.2 Feature-grounded line (3b)

GRPO also improves over the f_a SFT base, though the gain is smaller than in line 3a. The best
accuracy checkpoint (ckpt1000) reaches 58.8% test accuracy (+1.0 pp over base); the best Macro F1
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Table 10: GRPO training trajectory for the audio line (3a). SFT base = Gemini audio reasoning,
short prompt (test 57.6% / MF1 0.368). Test n = 2,610.

Checkpoint Val Acc | Val MF1 | Test Acc | Test MF1
Gemini audio reasoning, short (SFT base) 56.2% 0.402 57.6% 0.368
800 57.2% 0.389 58.2% 0.372
1000 58.6% 0.416 59.1% 0.384
1400 57.2% 0.383 58.5% 0.360

Table 11: GRPO training trajectory for the f_a/video line (3b). SFT base = Feature-grounded (f+a)
SFT ckpt1150 (test 57.8% / MF1 0.371). Test n = 2,608.

Checkpoint Val Acc | Val MF1 | Test Acc | Test MF1
Feature-grounded (f+a) SFT (ckpt1150) 54.1% 0.369 57.8% 0.371
800 55.7% 0.422 56.1% 0.411
1000 56.8% 0.395 58.8% 0.391
1400 58.0% 0.417 58.2% 0.376

checkpoint (ckpt800) reaches 0.411 (+0.040 over base), at the cost of lower accuracy (56.1%). The
over-training pattern is identical to line 3a: test MF1 declines from 0.411 to 0.376 across ckpt800 —

1400.

5.3.3 GRPO summary
Table[12] places GRPO results in context alongside the strongest SFT baselines from Parts 1 and 2.

Table 12: Summary: best test results per method across all three parts.

Method Modality Test Acc | Test MF1
No reasoning SFT audio 59.6 % 0.446
Gemini audio SFT audio 57.6% 0.368
EmotionCoT SFT (D. Wang et al., 2026)) | audio 49.8% 0.362
Generative multimodal SFT ) audio+video 46.6% 0.391
Feature-grounded (f_a) SFT audio+video 57.8% 0.371
Audio GRPO (ckpt1000, val-selected) audio 59.1% 0.384
f_a GRPO (ckpt1400, val-selected) audio+video 58.2% 0.376

GRPO consistently improves over its own SFT base. Using val-selected checkpoints, the au-
dio line reaches 59.1% (ckpt1000) and the f_a line 58.2% (ckpt1400); the f_a line peaks at 58.8%
test accuracy at ckptl000, but that checkpoint is not val-selected. The real differentiator across
all conditions is not headline accuracy — all fine-tuned methods cluster in the 57-60% range —
but minority-class recall, which is most strongly influenced by the reasoning-supervision strategy.
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Feature-grounded supervision (f_a) remains the most principled approach for obtaining a calibrated,
per-class-balanced model.

Figure 2] shows how GRPO redistributes prediction errors relative to the f_a SFT base. Each cell
reports what percentage of the true-class samples are assigned to each predicted label (row sums
to 100%). The diagonal entries equal per-class recall; off-diagonal mass flowing into the neutral
column quantifies the persistent neutral-bias.

Feature-grounded SFT (f+a, ckpt1150) — MELD Test Feature-grounded GRPO (f+a, ckpt1000) — MELD Test
Acc = 57.8% Macro-F1 = 0.3711 Acc = 58.8% Macro-F1 = 0.3907
100 100
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Figure 2: Row-normalised confusion matrices (percentage of each true class) on the MELD test set
for the feature-grounded f_a line before and after GRPO post-training. Numbers on the diagonal are
per-class recall; cells shaded in neutral column reveal the dominant error pattern.

The two matrices show that GRPO meaningfully shifts the error distribution for several classes.
Surprise recall rises from 33.1% to 55.9% — the largest single-class gain — while joy recall im-
proves from 36.2% to 38.7%. Both improvements come partly at the cost of reduced neutral bias:
the fraction of surprise tokens misclassified as neutral falls from 44.8% to 28.8%. Neutral itself
remains well-recalled (86.8% — 84.0%), and low-support classes (disgust, fear) remain difficult for
both models.

5.4 Computational Cost

All training runs use a single NVIDIA RTX PRO 6000 GPU. Table [I3] summarises the wall-clock
cost per experimental block to the evaluated checkpoints. Numbers are from logging. jsonl
elapsed-time fields; treat as +5%.

Audio SFT (Part 1) is fast: each of the six conditions finishes in a single gpushort job of 1.5—
2.5 h wall-clock, well within the 4-hour queue limit.

Multimodal SFT (Part 2) is substantially slower due to the video input stream: both conditions
require three job segments of ~4 h each, totalling roughly 11 h wall-clock per run. The generative
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Table 13: Wall-clock time per experimental block (to evaluated checkpoints only).

Block Runs | Wall-clock
Part 1 — audio SFT (6 conditions) 6 ~10.9h
Part 2 — multimodal SFT (2 conditions) 2 ~~22.7h
Part 3 — GRPO to ckpt1400 (2 lines) 2 ~45h
Total 10 ~79h

multimodal condition reaches its evaluated checkpoint (ckpt1200) at the end of the third segment;
the f_a condition reaches ckpt1150 mid-way through segment 2 (=7.9 h) and ckpt1750 at the end of
segment 3 (=~11.8h).

GRPO (Part 3) isthe most expensive phase by far, because each optimiser step performs num_generations=
4 full rollouts before the weight update. The audio line (3a) requires ~16 h to reach ckpt1400; the
f_a line (3b) requires ~29.5 h, spread across ten job segments. Three segments of the f_a run (v6—v8,
~2.5h combined) made almost no progress due to restart hiccups, inflating the nominal wall-time;
net productive time to ckpt1400 is approximately 27 h.
The cost asymmetry between Parts 1 and 3 (=10.9h vs. ~45h) highlights that GRPO post-
training incurs a roughly four-fold wall-clock overhead relative to the six audio SFT baselines com-
bined, for a performance gain of only 1-1.5 percentage points in accuracy.
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6 Discussion

The three-part experimental design yields a coherent picture across the three hypotheses. Parts 1,
2, and 3 together address H1: SFT substantially improves over the zero-shot baseline, and GRPO
provides a further, more modest, gain on top of SFT. Part 2 addresses both H2 and H3: feature-
grounded reasoning outperforms generative multimodal reasoning by a large margin (H3 supported),
but the visual modality does not improve over the best audio-only baseline (H2 not supported). The
following sections discuss each hypothesis in turn.

6.1 HI1: SFT and GRPO Post-Training Improve Classification Accuracy

H1 predicted that SFT on structured reasoning chains, followed by GRPO post-training, would im-
prove emotion classification accuracy over the zero-shot baseline. The evidence clearly supports this
hypothesis.

Without any fine-tuning, the model collapses to 8.8% test accuracy when asked to freely label
emotions — well below chance on a 7-class task — rising to only 52.5% when the label set is
provided in the prompt. This establishes that the backbone, despite its multimodal pre-training,
cannot reliably format emotion predictions without task-specific supervision. Every SFT condition
substantially exceeds this ceiling, with the feature-grounded f_a condition (57.8%) gaining more
than 5 percentage points over the zero-shot + label-set reference, confirming that fine-tuning adds
real value beyond prompt engineering.

A counterintuitive finding within Part 1 is that the simple-target condition (no reasoning chain)
outperforms the CoT-supervised conditions. Concentrating the entire training signal on the single
answer token appears more effective than distributing it across a long reasoning chain that the model
has no incentive to make functionally correct. We do not carry the no-reasoning condition forward
into the RL stage, since GRPO requires an explicit reasoning trace to refine; it instead serves as an
upper-bound reference for direct classification (59.6%).

GRPO post-training provides a real but modest improvement on top of the reasoning-based SFT
baselines. The audio line (3a) gains +1.5 percentage points in accuracy (57.6% — 59.1%) and
+0.016 in Macro F1. The f_a line (3b) gains approximately +1 percentage point in accuracy at its
best checkpoint, with the best Macro F1 checkpoint (ckpt800, MF1 = 0.411) trading accuracy for
minority-class recall.

6.2 H2: Limited Visual Modality Benefit on MELD

H2 predicted that incorporating the visual modality through feature-grounded reasoning chains would
improve accuracy and Macro F1 over the audio-only baseline. The evidence does not support this
hypothesis. The best feature-grounded audio+video model (f_a SFT, 57.8%; f_a GRPO, 58.2-58.8%)
does not surpass the best audio-only model (No reasoning SFT, 59.6%), despite the visual stream
providing facial AU trajectories extracted by OpenFace 3.0 MTL through a full active speaker de-
tection pipeline. Comparing on equal terms, the feature-grounded f_a model (57.8%) is essentially
level with the Gemini audio SFT model (57.6%), suggesting the visual channel adds negligible in-
formation in this setting.

Two complementary explanations account for this finding. First, MELD is a sitcom corpus
(Friends) in which the dominant emotional signal resides in speech and language. The verbal content
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and prosodic contour of a spoken utterance in scripted dialogue are highly predictive of the emotion
label; the facial channel is largely redundant with, rather than complementary to, the audio channel.
This is particularly true for the dominant classes (neutral, joy, anger), whose acoustic signatures
already separate well. For the categories where facial information would be most valuable — disgust,
fear, sadness — the MELD test set contains too few examples (50-208 utterances) for the visual
supervision signal to produce reliable per-class improvements.

6.3 H3: Feature-Grounded Reasoning Suppresses Hallucination

H3 predicted that distilling feature-grounded reasoning chains into a student model would yield
better emotion classification performance than distilling generative multimodal reasoning chains.
The evidence strongly supports this hypothesis. The feature-grounded f_a condition achieves 57.8%
test accuracy (Macro F1 = 0.371), while the generative multimodal condition achieves only 46.6%
(Macro F1 = 0.391) — an 11-percentage-point accuracy gap under identical student prompts and
identical inference-time inputs.

The mechanism is straightforward. When the teacher model (Gemini) reasons over raw audio
and video without symbolic anchors, there is no structural constraint preventing it from generat-
ing emotionally vivid descriptions of facial expressions and prosodic patterns that are not actually
present in the recording. The feature-grounded approach eliminates this failure mode structurally.
Because the teacher’s reasoning is constrained to cite pre-extracted AU intensity values and prosodic
descriptors by name (e.g. “AU04 slight-sustained: mild brow lowering”), every claim is verifiable
against the source recording. The student model trained on these grounded chains learns to reason
from measurable evidence rather than from imagination, yielding a neutral-class F1 of 0.719. This
is the central empirical result of the thesis: grounding the teacher’s reasoning in verifiable symbolic
measurements substantially reduces perceptual fabrication and produces a better-calibrated student.

6.4 Limitations

Single dataset. All experiments are conducted on MELD alone, a sitcom corpus in which the
dominant emotional signal resides in speech and scripted language. Results should therefore be
interpreted as specific to this domain and may not generalise to other settings. A natural next step
is to evaluate on a broader range of corpora: dyadic acted speech such as IEMOCAP (Busso et al.,
2008)), expressive read and improvised speech such as Expresso (Nguyen et al., [2023) and EARS
(Richter et al., [2024), and audio-visual datasets covering a wider emotional range such as MEAD
(K. Wang et al., 2020). Beyond coverage, an especially informative extension would be corpora
containing systematic modality conflict — cases where the acoustic signal and the facial expression
point to different emotions, such as sarcasm or masked affect. In such settings the visual channel
is no longer redundant with the audio channel, and the value of feature-grounded visual reasoning
would be directly testable: if incorporating AU-grounded visual descriptions improves performance
on modality-conflicting utterances while the audio-only baseline degrades, that would constitute
strong evidence for the visual modality benefit that H2 was unable to establish on MELD.

Class imbalance. MELD’s test set is 47% neutral. All models benefit from predicting neutral as a
fallback, and Macro F1 scores for the minority classes (disgust F1 < 0.21, fear F1 < 0.18) are too
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low to draw reliable conclusions about per-class behaviour. The reported gains in aggregate accuracy
partly reflect neutral-class calibration rather than genuine cross-class improvement.

Label leakage in teacher annotation. The Gemini annotation protocol provides the ground-truth
emotion label to the teacher model, instructing it to explain why the speaker is expressing that emo-
tion. This is a standard practice in teacher-student distillation but means the teacher-generated rea-
soning is oracle-conditioned. If the teacher’s reasoning quality degrades on hard or mislabelled
examples, the distilled student inherits those errors without recourse.

Feature extraction error cascade. The visual pipeline (RetinaFace — solvePnP — TalkNet —
OpenFace 3.0) introduces a multi-stage error cascade. Missed detections, incorrect speaker assign-
ment, or OpenFace AU estimation errors on low-quality frames propagate silently into the training
annotations without any quality signal to the downstream model.

Closed-set assumption versus the open-set nature of human emotion. All models in this the-
sis treat emotion recognition as a closed-set, single-label classification problem, assigning each ut-
terance exactly one label from a fixed inventory. Human emotional expression is inherently am-
biguous and often multi-dimensional, so forcing a single discrete label discards genuine affective
co-occurrence and conflates confident errors with borderline cases where multiple categories are
legitimately co-present. Future work could address this by adopting a multi-label formulation that
allows multiple emotion categories to be assigned to a single utterance, or by moving towards an
open-set setting in which the model is not constrained to a fixed label inventory.
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7 Conclusion

This thesis investigated whether feature-grounded audio-visual reasoning — in which a teacher lan-
guage model reasons over pre-extracted symbolic features rather than raw media — can reduce hal-
lucination and improve emotion recognition in the multimodal SER setting. The work was motivated
by the observation that end-to-end visual reasoning models have no structural constraint preventing
them from fabricating perceptual descriptions absent from the actual recording, a failure mode that
is particularly damaging on neutral-heavy corpora such as MELD. By grounding the teacher’s rea-
soning in measured facial AU values and prosodic descriptors, and distilling this grounded style into
a student model via SFT and GRPO post-training, the framework aims to produce models whose
reasoning is both interpretable and factually constrained.

7.1 Summary of Main Contributions

SFT substantially improves over the zero-shot baseline; GRPO provides a further modest
gain. Without fine-tuning, the model collapses to 8.8% test accuracy; providing the label set in
the prompt recovers only 52.5%. Every SFT condition substantially exceeds this ceiling, confirming
that fine-tuning adds real value beyond prompt engineering. A preliminary study further reveals that
reasoning-chain quality matters more than length: the simplest SFT target — a bare label with no
reasoning chain — achieves the highest accuracy (59.6%, Macro F1 = 0.446) among the audio-only
conditions, establishing that SFT without reinforcement learning gives the model no incentive to
make its reasoning functionally correct. GRPO post-training applied on top of reasoning-based SFT
checkpoints improves test accuracy by 1-1.5 percentage points on both the audio line (57.6% —
59.1%) and the feature-grounded f_a line (57.8% — 58.8%), with the best Macro F1 gain reaching
+0.040 on the f_a line.

Feature-grounded reasoning substantially outperforms generative multimodal reasoning.
The feature-grounded f_a condition (57.8% test accuracy, Macro F1 = 0.371) outperforms the gen-
erative multimodal SFT condition (46.6%, MF1 = 0.391) by 11 percentage points under identical
student prompts and identical inference-time inputs. This gap is driven by the generative model’s
systematic over-emotionalisation of neutral utterances — a hallucination effect that the feature-
grounded approach suppresses by anchoring every reasoning claim to a measured feature value. This
is the central empirical result of the thesis: grounding the teacher’s reasoning in verifiable symbolic
measurements substantially reduces perceptual fabrication and produces a better-calibrated student
model.

The visual modality provides limited additional benefit on MELD. The best audio+video
model does not surpass the best audio-only model, indicating that the audio and visual emotion chan-
nels are largely redundant in the MELD sitcom domain. Feature-grounded reasoning is nonetheless
valuable as a hallucination-reduction mechanism: the 11-point gap over the generative multimodal
condition demonstrates that how visual information is incorporated into the reasoning chain matters
far more than whether it is incorporated at all.

7.2 Future Work

Several directions extend naturally from the findings of this thesis.
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Modality-conflict corpora. MELD’s sitcom domain makes the audio and visual channels largely
redundant, which explains the absence of a visual modality benefit. A direct test of H2 would re-
quire corpora containing systematic modality conflict — utterances where the acoustic signal and
the facial expression point to different emotions, such as sarcasm or masked affect. Evaluating the
feature-grounded framework on such data would provide a cleaner test of whether AU-grounded
visual reasoning improves performance when the visual channel is genuinely non-redundant.

Broader dataset evaluation. Extending experiments to dyadic elicited speech (IEMOCAP;
Busso et al.|2008)), expressive speech corpora (Expresso; [Nguyen et al.[2023, EARS; Richter et al.
2024)), and controlled audio-visual datasets (MEAD; K. Wang et al. 2020) would assess whether
the hallucination-reduction benefit of feature-grounded reasoning generalises beyond the sitcom do-
main.

Process reward via LLM-as-judge. The current GRPO training relies solely on an outcome
reward — a binary signal indicating whether the predicted label is correct — which provides no gra-
dient feedback on the quality of the reasoning chain that precedes the prediction. A natural extension
would introduce a complementary process reward, in which a separate, larger language model eval-
uates each generated reasoning chain for factual consistency, logical coherence, and grounding in
the provided feature values. Incorporating this judge signal alongside the outcome reward would
incentivise the student model to produce reasoning that is not only correct in label but verifiably
well-supported, and could be particularly effective at reducing the hallucination patterns observed in
the generative multimodal condition.

Reasoning-chain verification. A natural extension would add an explicit consistency check be-
tween AU claims in the generated reasoning chain and the extracted AU values, penalising chains
that contradict the measurements. Beyond automatic feature-level verification, human evaluation
offers a complementary assessment of reasoning quality that symbolic checks cannot capture: an-
notators can judge whether a chain’s emotional interpretation is plausible, internally consistent, and
appropriately weighted given the evidence — criteria that go beyond mere factual accuracy. A
human-annotated corpus of rated reasoning chains could serve both as a diagnostic benchmark for
measuring hallucination rates across conditions and as supervision signal for training a process re-
ward model, closing the loop between symbolic feature extraction, generated reasoning, and human
judgement during training.

7.3 Impact and Relevance

My research has practical implications for any setting in which understanding a speaker’s emotional
state matters. The most immediate application domain is mental health support: a clinician or au-
tomated screening tool that can accurately detect emotional states from conversational speech —
and explain why it reached that conclusion by pointing to measurable acoustic and facial cues — is
considerably more trustworthy than a black-box classifier. The feature-grounded reasoning pipeline
developed in this thesis produces exactly such explanations, anchoring every emotional interpreta-
tion to pre-extracted AU values and prosodic descriptors that a practitioner can independently inspect
and challenge.

A second area of relevance is human—computer interaction. Voice assistants and dialogue sys-
tems that respond to a user’s emotional state rather than just their words can offer more empathetic
and contextually appropriate responses. The finding that a student model trained on feature-grounded
reasoning chains substantially outperforms one trained on unconstrained multimodal descriptions
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suggests a practical design principle: grounding the system’s internal representations in verifiable
perceptual measurements reduces the kind of hallucinated emotional attributions that would make
such a system unreliable in deployment.

More broadly, this work contributes to the growing effort to make language model outputs in-
terpretable and auditable. The hallucination patterns identified in this thesis — where end-to-end
visual reasoning models systematically over-attribute emotional content — are not unique to emo-
tion recognition, and the feature-grounded distillation strategy offers a transferable blueprint for
domains in which factual grounding of generated text is a safety or reliability requirement.
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Appendices

A Gemini Annotation Prompt Templates

The following templates are used verbatim (via Python str.format) to generate reasoning traces
from Gemini. Fields in {curly braces} are substituted at runtime from the extracted feature CSV.

Acoustic Reasoning Prompt

You are an expert in emotional speech and vocal analysis.
You have listened to an audio sample with the following cues:
- groundtruth_emotion: "{gt}"
- transcription: "{transcription}"
- pitch_level: "{pitch_level}"
- energy_level: "{energy_level}"
- speed_level: "{speed_level}"
- intonation: "{intonation}"
# one of: rising / falling / rising-falling / falling-rising
- stressed_words: {stressed_words}
# words the speaker emphasizes

Your task is to provide a detailed reasoning explanation of WHY
the speaker is likely expressing the emotion labeled as ‘{gt}".

IMPORTANT: Assume you do NOT know the ground-truth label. Like a
human listener, infer the most likely emotion through step-by-step
reasoning. The reasoning process should focus on acoustic and
prosodic cues, while semantic content may serve as a secondary
reference.

Requirements:

- Explicitly reference and quote the transcription in your reasoning.

- Discuss key acoustic/prosodic features (pitch, energy, speech rate,
intonation contour, stressed words). Focus on features that strongly
support the predicted emotion; omit others that seem irrelevant.

- When stressed words are provided, explain why the speaker emphasizes
them and how that emphasis contributes to the perceived emotion.

- Interpret what the intonation contour communicates (e.g., rising ->
questioning or surprise; falling-rising -> hesitation or sarcasm).

- Aim for stylistic variation: use diverse sentence structures across
outputs.

- Length: 50-200 words. Do NOT exceed 200 words.

- Do NOT begin with the emotion label. Let the emotional
interpretation emerge gradually through observation and analysis.

Only return the emotional reasoning content.
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Facial Reasoning Prompt

You are an expert in facial expression analysis. You have already
extracted facial Action Unit (AU) descriptors from a short video clip.
You have the following cues:

- groundtruth_emotion: "{gt}"

- transcription: "{transcription}"

- AUO1_level: "{auQO1}" # inner brow raise
- AUO2_level: "{aul2}" # outer brow raise
- AUO04_level: "{au04}" # brow lowerer

- AUO06_level: "{aul6}" # cheek raiser

- AUO9_level: "{au09}" # nose wrinkler

- AU12_level: "{aul2}" # lip corner puller
- AU25 level: "{au25}" # lips part

- AU26_level: "{au26}" # jaw drop

- dominant_region: "{dominant_region}"
- expression_variability: "{expression_variability}"

Your task is to provide a detailed reasoning explanation of WHY
the speaker is likely expressing the emotion labeled as ‘{gt}"'.

IMPORTANT: Assume you do NOT know the ground-truth label. Like a
human viewer, infer the most likely emotion through step-by-step
reasoning focused on the AU patterns.

Requirements:

- Reference specific AUs and their levels (e.g., "the
strongtfluctuating AUO4 suggests an intense frown").

- Connect AU combinations to recognised emotion patterns.

- Use temporal stability (sustained/variable/fluctuating) to argue
intensity dynamics.

- Use dominant_region to anchor where the expression is concentrated.

- Quote the transcription only when it visibly aligns with an AU
pattern.

- Length: 50-200 words. Do NOT exceed 200 words.

- Do NOT begin with the emotion label. Let the emotional
interpretation emerge gradually.

Only return the emotional reasoning content.

Multimodal Reasoning Prompt

You are an expert in multimodal emotion analysis. You are watching a video
clip and simultaneously listening to the audio of a person speaking. You
have access to BOTH the visual and acoustic channels.

Available cues (text side):
- ‘groundtruth_emotion‘: "{gt}"
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- ‘transcription' (provided as context only): "{transcription}"

Your task is to provide a detailed, step-by-step reasoning explanation of
**why** the speaker is likely expressing the emotion labeled as ‘{gt}‘', by
integrating what you can **see** and what you can **hear**.

**Important:** Assume you do **not** know the ground-truth label. Like a
human observer, infer the most likely emotion by combining visual and
acoustic evidence. Your reasoning MUST draw from BOTH modalities | do not
rely on only one.

**Visual cues to consider:**

- Facial expression: eyebrow position, mouth shape (smile / frown /
tension / open), eye openness, Jjaw, micro-expressions

- Eye gaze direction, blinking, eye contact (or lack thereof)

- Head pose and motion (nodding, shaking, tilting, recoil)

- Body posture (leaning forward / back, slumped, stiff, turned away)

- Hand and arm gestures, fidgeting

- Scene / contextual cues: other people’s reactions, environment

**Acoustic cues to consider:**

- Pitch: overall level (high / low), range, contour (rising / falling / flat)
- Energy / loudness: overall level, variation, sudden changes

- Speech rate: fast / slow, acceleration / deceleration, pauses

- Voice quality: breathy, tense, creaky, trembling, smooth

- Intonation pattern: rising, falling, rising-falling, falling-rising

- Stress and emphasis: which words are stressed and why

**Requirements:**

- Explicitly integrate BOTH visual and acoustic observations. For example:
"The furrowed brows combined with the sharp rise in pitch suggest..."

- Reference the ‘transcription' only when it aligns with an observed visual
or acoustic cue. Do not over-rely on it.

- Aim for stylistic variation across outputs, with diverse sentence
structures distributed across multiple, well-structured sentences.

- When visual and acoustic signals conflict, discuss this tension and
explain which channel more strongly supports the labeled emotion.

- Length: 80 - 250 words. Do **not** exceed 250 words.

- Do **not** begin your explanation with the emotion label. Let the
emotional interpretation emerge gradually through observed multimodal
evidence.

Only return the emotional reasoning content.
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B Inference Prompt Templates

The following prompt templates are used as the student model’s user-turn input at both training and
inference time. The <audio> and <video> tokens are resolved by the ms-swift (Zhao et al., 2024)

data pipeline to the corresponding media file.

Table 14: Inference prompt forms used across all experiments. The modality token (<audio> or

<video>) precedes the question text.

ID Modality | Prompt text

Short (audio) audio <audio>What is the emotion of the
speaker in this audio?

Long (audio) audio <audio>Analyze the emotion of the
following audio input. Provide a
step-by-step reasoning based on audio
cues.

Multimodal - analyze | video <video>Analyze the emotion of the

following multimodal input. Provide
a step-by-step reasoning based on
audio and visual cues.

Parts 1 and 3a use the short and long audio prompts (ablation). Part 2 and Part 3b use the

multimodal-analyze video prompts (see Section|[5.2).
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C Golden Reasoning Examples — Feature-Grounded f, Model

The four examples below are correct predictions from the feature-grounded f_a student model (Qwen?2.5-
Omni-7B, ckptl1 150, MELD test set) whose chain-of-thought reasoning has been verified against the
extraction-pipeline ground truth (acoustic features from extracted_features_intonation.csv;
facial AU features from extracted_features_facial_asd_filtered.csv).

Selection note. These examples were screened so that every acoustic cue stated in the reasoning
matches the pipeline output, the predicted label is correct, and any transcript quotation is accurate.
Examples where all facial AU claims also match exactly are essentially nonexistent: AU-level match
at inference is only ~40%, so each example below is annotated with what is verified and any minor
discrepancy. Examples 1-3 are suitable for unqualified use.

Example 1 — JOY (cleanest) dial85 utté6

Transcript: “Sweet!” GT = Pred = joy
Pipeline ground truth: pitch = high, energy = high, speed = low, intonation = falling; no facial
features extracted.

The speaker’s utterance of “Sweet!” is delivered with a notable high pitch and high energy,
immediately signaling a state of heightened positive arousal. The entire word “Sweet!” is
stressed. .. While the speech rate is low, this suggests a deliberate, savoring delivery, allow-
ing the positive feeling to register. The falling intonation reinforces certainty and finality in
this positive declaration. These combined acoustic features. .. strongly suggest an emotion of
delight or pleasure.

Example 2 — ANGER (face-inclusive) dia80 utt3

Transcript: “Rachel always cries!” GT = Pred = anger
Pipeline ground truth: pitch = high, energy = high, speed = low, intonation = falling; facial dom =
lower_face, AU25 = strong+fluctuating, AU26 = strong+fluctuating, AU01/02/04/06/09/12 = absent.

... delivered with a notably high pitch and high energy, immediately signaling heightened emo-
tional arousal. .. a falling intonation conveys finality... While the speech rate is low, this de-
liberate pacing amplifies the impact... the elevated pitch and energy strongly suggest intense
displeasure or frustration. According to the video, the strong and fluctuating AU2S (lips part)
combined with the fluctuating AU26 (jaw drop) in the lower face indicates significant mouth
movement and tension. The absence of AUs associated with sadness (AU01, AU04), happi-
ness (AU06, AU12). .. rules out these emotions. . .
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Example 3 — NEUTRAL (resists the facial trap) dial2 uttlé

Transcript: “Yeah, [ do.” GT = Pred = neutral
Pipeline ground truth: pitch = low, energy = low, speed = normal, intonation = falling-rising; facial
dom = cheek (AUO6 = strong, AU12 = moderate — a smile pattern), but GT is neutral.

The speaker’s delivery of “Yeah, I do” exhibits a notable lack of emotional intensity. The low
pitch and low energy suggest a subdued, unaroused state. .. the normal speech rate. .. doesn’t
convey urgency. The falling[-rising] intonation. .. reinforces a sense of finality and straight-
forwardness. .. While “Yeah” is stressed, combined with the overall low energy this serves as a
clear, understated affirmation rather than strong conviction or enthusiasm.

Teaching value: the clip’s face shows a smile (AU06+AU12), which would mislead a face-led
model toward joy. By grounding in the low-arousal prosody, the student stays correctly neutral — a
clean illustration of acoustic grounding suppressing facial over-reading.

Example 4 — SADNESS dia214 utt0

Transcript: “...it’s no use, Marge will never go for me.” GT = Pred = sadness
Pipeline ground truth: pitch = low, energy = low, speed = normal, intonation = falling.

The speaker’s delivery conveys a profound sense of resignation and dejection. The consistently
low pitch and low energy. .. strongly suggest a subdued state, lacking vitality. This is reinforced
by the falling intonation, which signals finality or defeat. .. combined with the semantic content
expressing a lack of success and perceived impossibility, strongly indicate disappointment and a
feeling of being downcast.
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D GRPO vs. f; SFT — Prediction Transitions (Test Set)

The following case studies analyse prediction and reasoning style transitions at GRPO ckpt800.

Case 1 —dial02 utt2 “How could you not tell me that she has hair?” GT = SURPRISE
Truth: pitch=normal, energy=normal, speed=high, intonation=falling

SFT — anger X

The speaker’s delivery of “How could you not tell me that she has hair?” conveys a strong sense
of displeasure. The high energy level, combined with a low pitch, creates a forceful and intense
vocal presence, suggesting agitation rather than calm. The rising-falling intonation contour, par-
ticularly on a rhetorical question, reinforces this, indicating a strong assertion of disbelief or
exasperation rather than a genuine inquiry [...] According to the video, the strong and fluctuat-
ing AUO4 (brow lowerer) indicates a consistent and intense furrowing of the brows, suggesting
negative affect [...] The combination of intense brow lowering and an open, dynamic mouth
strongly points towards an agitated or frustrated state, consistent with anger.

GRPO ckpt800 — surprise v’

The speaker’s utterance, “How could you not tell me that she has hair?”, immediately suggests a
profound disbelief or sudden realization. The high pitch indicates heightened arousal, while the
falling intonation on this interrogative phrase doesn’t sound like a simple question, but rather a
startled, almost incredulous reaction to an unexpected fact. This combination of elevated pitch
and the unexpected nature of the information strongly points towards surprise.

Case2 —dialll utt4 “O-kay. Look, it, it was stupid.” GT = SADNESS
Truth: pitch=normal, energy=Ilow, speed=Ilow, intonation=falling

SFT — neutral <

The speaker’s delivery of “Okay, look, it-it was stupid” exhibits a notable lack of emotional in-
tensity. The consistently low pitch and low energy levels throughout the utterance suggest a sub-
dued and unaroused state [...] According to the video, the absence of AUs typically associated
with core emotions such as sadness (AUO1, AU04), happiness (AU06, AU12), or anger (AUO4,
AUO7) is a key indicator [...] These AUs, especially with their fluctuating nature, are highly
consistent with the movements involved in speaking, rather than conveying a specific emotional
state [...] Therefore, the facial movements are most likely driven by the act of speaking the
phrase, rather than an underlying emotional state.

GRPO ckpt800 — sadness v’

The speaker’s utterance, “Okay. Look, it-it was stupid,” immediately suggests a moment of self-
assessment and perhaps regret. The overall low pitch and slow speed contribute to a sense of
gravity and deep reflection, rather than excitement or anger. Crucially, the falling intonation on
“stupid” doesn’t sound like a casual observation; instead, it conveys a profound, almost resigned
acceptance of the past action. This combination of deliberate pacing, subdued vocalization, and
conclusive falling contour strongly points towards deep remorse and regret.
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Case 3 —dialO03.utt2 “Do you have a minute? I’d like to talk to you about something I’'m,
I’m really uncomfortable talking about.” GT = FEAR
Truth: pitch=Ilow, energy=high, speed=high, intonation=falling

SFT — sadness x

The speaker’s delivery conveys a sense of emotional weight and vulnerability [...] According
to the video, the strong and fluctuating AUO1 (inner brow raiser) combined with the slight and
fluctuating AUO4 (brow lowerer) in the upper face suggests a dynamic and somewhat conflicted
brow movement, often associated with distress or sadness. The absence of AU02 (outer brow
raiser) rules out surprise or fear [...] The overall pattern of brow activity and an open mouth,
particularly in the upper face, strongly points towards an experience of sadness or distress.

GRPO ckpt800 — fear v’

The speaker’s delivery of “Do you have a minute? I'd like to talk to you about something
I’'m really uncomfortable talking about” suggests a profound sense of apprehension. The low
pitch and low speed contribute to a feeling of gravity and perhaps even dread [...] Crucially,
the falling intonation on “about something I’m really uncomfortable talking about” doesn’t
sound like a casual inquiry. Instead, it implies a deep-seated unease, as if the speaker is bracing
themselves for a difficult, perhaps even painful, conversation.

Case 4 — dial23 uttl4d “Okay well, then we’ll both do it today and he’ll just have to deal
with it!”  GT = NEUTRAL
Truth: pitch=high, energy=high, speed=high, intonation=falling

SFT — anger X

The speaker’s delivery conveys a sense of directness and assertiveness. The high energy and
rapid speech rate immediately suggest an engaged and perhaps slightly agitated state [...] Ac-
cording to the video, the strong and fluctuating AU04 (brow lowerer) indicates a consistent and
intense furrowing of the brows, suggesting negative affect [...] The combination of intense
brow lowering and an open, dynamic mouth, particularly in the lower face, strongly suggests an
emotion characterized by displeasure, frustration, or anger.

GRPO ckpt800 — neutral v’

The speaker’s delivery suggests a straightforward, uncolored emotional state. The normal pitch
and normal speed indicate no significant arousal or suppression. Crucially, the falling intona-
tion on “he’ll just have to deal with it” reinforces a sense of finality and certainty, rather than
questioning, surprise, or strong emotional investment. While the high energy might initially sug-
gest excitement, in this context, combined with the stable pitch and speed, it likely contributes to
the overall assertiveness and directness of the statement, rather than conveying intense emotion.
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