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Abstract

Large language models (LLMs) have recently shown strong potential for automatic speech recogni-
tion (ASR) post-correction by leveraging contextual and semantic information to repair recognition
errors. However, most practical ASR systems provide only a single decoding result, making it
unclear how effective LLM-based correction remains under the 1-best hypothesis setting. In this
thesis, I investigate LLM-based ASR error correction using Whisper-small and GPT-40 mini under
realistic and domain-diverse speech conditions. The first experiment in this study was conducted
on LibriSpeech and Earnings-22 to compare relatively clean read speech with real-world financial
speech. Additional prompting and accent-region experiments were conducted to examine the impact
of prompting constraints and regional accent variation on post-correction effectiveness. The re-
sults showed that GPT-40 mini consistently improved transcription quality under the 1-best setting.
Compared with LibriSpeech, Earnings-22 has larger correction benefits. Furthermore, constrained
prompting was much better than unconstrained prompts, and the results also demonstrated that few-
shot prompting under the 1-best setting only gets limited additional benefits. The accent-region
experiments further showed that the post-correction effectiveness varied greatly in different regional
accent groups. Overall, this study shows that LLM-based ASR post-correction is a feasible method
under the 1-best hypothesis setting, but its effectiveness strongly depends on the speech conditions,
prompting strategy designs, and the contextual information preserved in the ASR output.

Keywords: ASR Post-Correction, LLMs, 1-best Hypothesis, Whisper-small model, GPT-40 Mini,
Earnings-22, Accent Variation
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1 Introduction

Automatic Speech Recognition (ASR) systems aim to convert speech audio into text and have be-
come a key component in human-computer interaction. They are currently widely used in real-world
applications such as meeting transcription, financial speech analysis, and conversational interfaces.
Although the recent end-to-end basic models such as Whisper have improved robustness and recog-
nition quality in many different speech domains, ASR systems continue to struggle with spontaneous
speech, background noise, speakers with different accents, and domain-specific language Radford et
al. (2022). These factors often lead to errors in identifying specific terminology, numbers, and named
entities. While modern ASR systems have successfully achieved strong recognition performance
under controlled conditions, their performance often degrades substantially in noisy real-world envi-
ronments Radford et al.|(2022). Such errors can lead to the loss or distortion of critical information,
creating significant challenges for downstream tasks such as data analysis and speech data mining.
Therefore, developing effective methods to correct these errors after the initial speech recognition
phase has become an important research problem.

To correct recognition errors, early methods mainly relied on manually designed rules and hand-
crafted linguistic features. For instance, Anantaram, Sangroya, Rawat, and Chhabral (2018)) used
domain ontologies and hand-crafted phonetic matching rules together with linguistic template con-
straints to correct errors in domain-specific ASR outputs. With the rapid development of deep learn-
ing, end-to-end neural network-based models have gradually become the mainstream paradigm for
ASR output correction |Yang, L1, and Peng| (2022). Specifically, they take the erroneous ASR tran-
scription as input and use the corresponding reference text as the training target. By learning the
mapping between the erroneous and correct texts, these methods have achieved strong performance
improvements across various datasets and ASR architectures. Building on the development of large
pre-trained language models, recent studies have explored the use of LLMs, such as ChatGPT, for
ASR error correction Ma, Qian, Manakul, Gales, and Knill (2023)). Compared to traditional neural
models, LLMs provide stronger contextual understanding and demonstrate robust correction capa-
bilities in correcting lexical errors, recovering missed words, and disambiguating homophones from
large-scale text data.

In the past few years, LLM-based approaches have shown strong performance in ASR error
correction, particularly when leveraging N-best hypotheses as input Ma et al.| (2023)). By provid-
ing multiple candidate transcriptions, N-best lists offer richer contextual information and improve
the model’s ability to correct recognition errors. However, such methods rely on the availability of
N-best hypotheses, which are not always accessible in many practical ASR scenarios. In many real-
world applications, only the 1-best is available, which restricts the applicability of existing methods.
Even a single hypothesis often contains sufficient contextual information for correcting common
errors, such as grammatical inconsistencies, punctuation issues, and certain lexical mistakes. Con-
sequently, it remains unclear how effective LLM-based error correction can be when only 1-best
hypotheses are provided. Existing studies do not provide a detailed, fine-grained evaluation of 1-best
correction performance. Furthermore, real-world scenarios, such as business meetings, present addi-
tional challenges due to the presence of domain-specific terminology, numerical expressions,diverse
accents, and severe background noise. These factors lead to more complex and error-prone ASR
outputs, making error correction more difficult.

To address these challenges, this thesis investigates LLM-based ASR error correction under a
more general and practical setting using only 1-best hypotheses. Specifically, experiments are con-
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ducted on both read speech |Panayotov, Chen, Povey, and Khudanpur (2015) and real-world financial
speech Rio, Ha, McNamara, Miller, and Chandral (2022)), and performance is evaluated using a com-
prehensive set of metrics. In addition, zero-shot and few-shot prompting strategies are compared.
The contributions of this paper are addressed as follows.

* Cross-condition evaluation on both relatively clean read speech (LibriSpeech) and real-world
financial speech (Earnings22) is performed, enabling analysis of how speech variability, spon-
taneous speech characteristics, and domain complexity influence downstream correction ef-
fectiveness.

* A systematic evaluation of LLM-based ASR post-correction under a practical 1-best set-
ting is conducted using multiple evaluation metrics, including Word Error Rate (WER), sub-
stitution/deletion/insertion (SDI) analysis, semantic similarity, named entity accuracy, and
generation-related behaviour analysis. This evaluation methods provide a detailed analysis
of correction behaviour under real ASR and LLM-based post-correction conditions.

* The impact of prompting constraints on LLM-based ASR post-correction is investigated by
comparing among unconstrained prompting, constrained zero-shot prompting, and constrained
few-shot prompting. The experiments reveal how different prompting strategy designs affect
correction effectiveness, semantic rewriting behaviour, and transcription fidelity under the 1-
best ASR setting.

* The effect of regional accent variability on post-correction performance is analyzed using
accent-specific grouped subsets of the Earnings22 dataset. This can investigate how the ASR
errors mainly caused by different accents influence not only recognition difficulty but also the
effectiveness of downstream LLLLM-based post-correction.

1.1 Research Questions and Hypotheses

Based on the discussion above, the main research question of this study can be framed as follows:

To what extent can large language model effectively correct ASR errors when only
1-best hypotheses are available, particularly in realistic and domain-diverse sce-
narios?

This main research question leads to several sub-questions:

* How do ASR recognition and LLM-based post-correction performance differ between rela-
tively clean read speech and real-world financial speech conditions?

* How do different prompting constraints influence LLM-based ASR post-correction perfor-
mance?

* Does the effectiveness of LLM-based post-correction vary across different accent regions?

This study is based on the hypothesis that large language models can improve ASR transcrip-
tions even when only 1-best hypotheses are available, although the effectiveness of correction is
expected to vary across datasets, prompting strategies, and accent conditions. Specifically, because
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LibriSpeech (test-clean and test-other) consists of relatively clean read speech and is associated with
low baseline ASR error rates, the potential for further improvement is expected to be limited, result-
ing in smaller gains—or possibly no measurable improvement—compared with real-world financial
speech represented by Earnings22, where recognition errors are more frequent and diverse Ma et al.
(2023); Panayotov et al.| (2015); Rio et al.| (2022). It is further hypothesized that prompting strat-
egy plays a critical role in post-correction performance under the 1-best setting, with constrained
prompting and few-shot examples expected to contribute to better overall results by providing both
explicit correction guidance and task-specific demonstrations, while unconstrained prompting may
encourage unnecessary semantic rewriting and unsupported content generation Y. Fang et al.|(2025);
Ma et al. (2023); Sachdev, Wang, and Yang|(2025)). In addition, the effectiveness of post-correction
is expected to differ across recognition error types, with errors that preserve sufficient contextual, se-
mantic, or domain-specific information being more recoverable than severely corrupted or mislead-
ing outputs |Y. Fang et al.| (2025); Ma et al.| (2023)). Finally, regional accent variability is expected to
influence post-correction effectiveness through its impact on ASR error distributions. Since different
accents may produce different patterns and frequencies of recognition errors Rio et al. (2022)). Based
on this finding, the present study hypothesizes that accents associated with higher baseline ASR error
rates are expected to remain comparatively more challenging even after LLM-based correction.






Section 2 LITERATURE REVIEW 12

2 Literature Review

In this chapter, relevant literature on ASR systems, ASR error characteristics, and LLM-based ASR
error correction is reviewed. First, the fundamental concepts of ASR systems and common recog-
nition error types are introduced. Next, previous studies on LLM-based ASR error correction are
discussed, including N-best-based approaches, 1-best hypothesis correction, the influence of accent
diversity, and prompting strategies. Finally, the research gaps identified from the existing literature
are summarized to motivate the research questions and experimental design of the present study.

2.1 ASR Systems and Error Characteristics

ASR systems have achieved significant improvements in recognition accuracy with the development
of end-to-end neural architectures and large-scale pretrained models such as Whisper. However,
recognition errors still frequently occur in real-world conditions, particularly in the presence of ac-
cent variation, background noise, and domain-specific terminology. Consequently, previous studies
have increasingly examined the characteristics of ASR errors in realistic speech scenarios Errat-
tahi, El Hannani, and Ouahmane (2018)). Existing research commonly analyzes ASR performance
through SDI errors, which together form the basis of the WER metric Roux, Rouvier, Wottawa,
and Dufour (2022)). Substitution errors occur when an incorrect word replaces the reference word,
deletion errors mean words are omitted, and insertion errors mean additional words not present in
the reference are generated. Among these error types, insertion errors are particularly relevant in
the context of LLM-based correction, since generative models may introduce unsupported content
during the correction process.

However, previous studies have discussed that different ASR errors do not contribute equally to
downstream task performance, indicating that traditional metrics such as WER suffers from many
limitations and do not allow for a deeper and more detailed analysis of automatic transcription er-
rors Roux et al. (2022). In particular, ASR systems remain especially vulnerable to errors involving
named entities |Yadav, Ghosh, Yu, and Shah (2020), numerical expressions, domain-specific ter-
minology, and accented speech |Afonja et al.| (2024). In real-world applications such as financial
meetings and conversational speech transcription, such errors may lead not only to reduced tran-
scription accuracy but also to the distortion of critical semantic information. Semantic similarity
measures based on contextual sentence embeddings have been proposed to better capture meaning
preservation between reference and generated text, particularly when lexical variations do not sub-
stantially alter semantic content Reimers and Gurevych (2019); |[Zhang, Kishore, Wu, Weinberger,
and Artzi (2019). Furthermore, previous research has emphasized that errors affecting key infor-
mational elements, particularly named entities and numerical expressions, are especially critical in
domain-specific applications because they may significantly affect information extraction and fac-
tual reliability Afonja et al.| (2024); Yadav et al.|(2020). In addition, recent work on large language
models has additionally highlighted the risk of hallucination, where generated outputs introduce un-
supported or factually incorrect content Frieske and Shi| (2024). In the context of ASR error correc-
tion, hallucinations may be manifested as insertion behaviours, in which models generate words that
are not based on the real information contained in original speech signal thereby potentially reducing
transcription reliability. Therefore, evaluating LLM-based ASR error correction requires a multidi-
mensional evaluation framework that considers overall recognition accuracy, error-type distributions,
named entity preservation, and semantic similarity, instead of completely relying on WER.
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2.2 LLM-based ASR Error Correction

Recent advances in LLMs have introduced new possibilities for ASR error correction. EXisting
studies have explored different correction settings and strategies, including N-best-based correc-
tion, 1-best hypothesis correction, and prompting techniques. The following sections review these
research directions and their relevance to the present study.

2.2.1 N-best-based LLM ASR Error Correction

Recent advances in LLMs have brought new possibilities for ASR error correction. Compared with
early sequence-to-sequence correction models, LLMs has stronger contextual understanding ability
and richer linguistic knowledge learned from various large-scale text corpus. Therefore, with the
rapid development of artificial intelligence, more and more researchers have explored to use gener-
ative LLMs for ASR post-correction tasks.

Ma, Qian, Gales, and Knill| (2025) investigated whether generative LLMs such as ChatGPT
could help with ASR error correction in zero-shot and few-shot prompting strategies. Their research
had unconstrained and constrained correction strategies based on N-best outputs generated by ASR
systems. Under the unconstrained prompting, ChatGPT was allowed to freely generate corrected
transcriptions based on the provided N-best hypotheses, while the constrained prompt limited its
outputs to the candidates in the N-best list. Their experiments showed that LLM-based correction
could improve recognition performance across different ASR architectures and datasets, particularly
when the speech data is different from the domain in which the ASR model was initially trained.
A key finding of this study is the importance of N-best hypotheses. Previous studies have reported
that the use of multiple hypotheses provides richer contextual and lexical information than relying
only on the 1-best hypothesis. [Ma et al.|(2023) showed that when ChatGpt was only given the 1-best
hypothesis, the post-correction performance dropped significantly, because the model tended to gen-
erate unnecessary modifications or perform overcorrections due to insufficient contextual evidence.

In general, the existing LLM-based ASR error correction research has showed the strong poten-
tial of generative models for ASR post-correction. A review of previous studies shows that most
current research tends to rely on N-best hypotheses to provide sufficient contextual information for
correction.

2.2.2 1-best Hypothesis and Prompting Strategies

Although the correction based on N-best has shown excellent performance, the ASR systems in the
real world do not always provide multiple decoding hypotheses. In many actual scenarios, there
is always only the 1-best transcription can be accessible due to computational constraints, system
restrictions, or API restrictions. As a result, some studies have also investigated whether LLMs
can effectively perform ASR error correction using only 1-best hypotheses [Li et al.|(2024)); Znotins,
Gruzitis, and Dargis (2025).

L1 et al. (2024) specifically addressed the limitation of insufficient information by proposing mul-
tilingual ASR error correction based only on 1-best hypotheses. Their work argued that contextual
information contained in the 1-best hypothesis may still provide sufficient semantic and linguistic
clues for correcting certain ASR recognition errors, even if the alternative decoding candidates can-
not be accessed. The results showed that multilingual LLMs could improve the quality of transcrip-
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tion even without access to N-best candidates, especially for languages that share similar writing
systems.

However, using only 1-best hypotheses also introduces several challenges. Without alternative
candidates for comparison, LLMs may generate hallucinations when correcting ASR outputs, delete
some words, or overwrite transcriptions to improve fluency. Ma et al.| (2023)) observed that ChatGPT
tended to remove disfluencies and redundant spoken expressions, sometimes producing more fluent
outputs but less faithful to the original speech. Similarly, T. Fang et al.| (2023) found that ChatGPT
frequently performed over-corrections and introduced unnecessary modifications when refining the
text as fluency is usually given priority rather than preserving minimal editing. In general, these
findings showed a trade-off between readability and fidelity to the original content.

Overall, although existing studies have showed that LLLMs can improve 1-best ASR outputs,
current research on 1-best ASR error correction still lacks a comprehensive evaluation framework.
Most existing studies mainly rely on traditional metrics such as WER or Character Error Rate (CER),
which mainly measure surface-level transcription accuracy. Although these metrics provide useful
indicators of recognition performance, they may not fully capture semantic preservation, factual
consistency, or degree of protection for some domain-specific terminology during LLLM-based cor-
rection. Therefore, the effectiveness and reliability of 1-best correction strategies has still not been
fully explored. In addition, the recoverability of different error types and the robustness of LLM-
based correction across regional accent conditions also has not yet been explored. Therefore, further
research is needed to investigate how effectively LLMs can correct recognition errors and improve
raw transcription properly under 1-best hypotheses and whether correction performance varies in
different regional accent groups.

2.2.3 The Influence of Accent Diversity on LLM-based ASR Error Correction

The Earnings-22 benchmark [Rio et al.| (2022) showed that there was a big difference in ASR per-
formance across regional accent groups. Asian and Other Romance speakers showed considerably
higher WER than the speakers in English and Germanic regions. These findings suggested that ASR
recognition difficulty is not evenly distributed under different accent conditions and may be affected
by differences between regional speech patterns and the speech used to train ASR systems. Since
modern ASR systems are mainly trained on English-dominant datasets, some accent groups may be
less well represented during training, which may potentially lead to a higher recognition error rate
in real-world speech.

In addition to the general recognition accuracy, Rio et al.  (2022) further showed that different
accent groups tend to produce different types of recognition errors. For example, Asian and Other
Romance accents were associated with higher error rates on common function words, whereas recog-
nition errors in other regions were more likely to involve names, abbreviations, and domain-specific
terminology. These findings indicated that accent variation may influence not only the quantity of
ASR errors but also the specific error types and error patterns produced.

Such observations may also have an impact on LLM-based ASR error correction. Since LLMs
operate on the text output generated by ASR systems Ma et al.| (2023)), the differences in ASR error
distribution among accent groups may influence the availability of downstream correction informa-
tion. Errors that preserve sufficient contextual information may remain recoverable through semantic
inference, whereas more severely corrupted outputs may be more difficult to correct. Therefore, it
can be reasonably hypothesized that the effectiveness of LLM-based post-correction may be differ-
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ent across regional accent conditions.

This issue becomes especially important in the 1-best setting, where alternative decoding hy-
potheses are not available and the model must entirely rely on the information contained in a single
transcription. Although previous studies have demonstrated the effectiveness of LLMs for ASR error
correction, few studies have directly explored whether correction performance varies across regional
accent groups. Similarly, in the LLM-based post correction process, the relationship between accent-
conditioned ASR error patterns and the recoverability of recognition errors still remains largely
unexplored. Therefore, investigating the effectiveness and recoverability of LLM-based ASR post-
correction across regional accent conditions is a potential and valuable research direction.

2.2.4 Prompting Strategies in LLM-based ASR Correction

Prompting strategy plays an important role in LLM-based post-correction for recognition errors.
Because it influences how the model balances error correction, fluency enhancement, and adherence
to the original transcription. This issue becomes particularly important in the 1-best correction
setting, where the LLM is only allowed to receive a single hypothesis from ASR model and cannot
access alternative decoding candidates, acoustic confidence scores, or speech representations. Under
such conditions, the model must completely rely on textual context to determine whether a word is
incorrectly recognized, increasing the likelihood of unnecessary modifications or over-corrections.
Consequently, prompt design becomes a critical factor that shapes the trade-off between correction
flexibility and transcription fidelity.

One common method is unconstrained prompting, where the LLLM is directly asked to correct the
ASR transcript with minimal restrictions. This strategy allows the model to leverage its linguistic
and contextual information to identify and correct recognition errors. However, Ma et al. (2023)
found that unconstrained prompting may be less reliable especially when contextual evidence is
limited as the model is free to generate any output sequence rather than strictly adhering to the
original transcription. These findings suggest that unconstrained prompting offers greater correction
flexibility but may increase the risk of unnecessary modifications during post-correction.

To improve the reliability of LLM-based post-correction for recognition errors, researchers have
explored prompting strategies that place greater constraints on the correction process and encourage
more conservative editing behaviour. |Y. Fang et al. (2025) showed that directly applying LLMs with
simple prompts may result in unreliable correction behaviour, such as hallucination problems. To
mitigate these issues, they proposed a three-stage framework consisting of error detection, chain-
of-thought correction, and answer verification. Their results suggest that verification-oriented and
conservative prompting strategies can reduce unnecessary modifications and improve transcription
fidelity during ASR post-correction.

Few-shot prompting is another way to guide LLLM correction behaviour. By including exam-
ples of incorrect ASR outputs and their corresponding corrected transcripts, few-shot prompts can
demonstrate the required correction style and help the model distinguish between faithful correction
and unnecessary rewriting behaviour. Ma et al.|(2023) found that one-shot prompting improved the
stability of ChatGPT-based ASR error correction compared with unconstrained zero-shot prompting.
The provided examples helped clarify the expected output format and correction scope, thereby re-
ducing variability in model responses. Nevertheless, few-shot prompting is not able to eliminate the
information limitations inherent in ASR error correction. When important semantic, lexical, or pho-
netic information has already been lost during the decoding process, examples may not be enough
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to provide sufficient evidence for reliable recovery.

In addition, the feasibility of ASR error correction under the 1-best setting has also been in-
vestigated. L1 et al.| (2024) demonstrated that LLMs can improve multilingual ASR outputs without
access to N-best candidates. Their findings suggest that a single ASR hypothesis often preserves suf-
ficient contextual information for correcting common recognition errors, including spelling mistakes,
punctuation errors, grammatical inconsistencies, and named entity errors. However, the authors also
noted that relying solely on 1-best hypotheses limits the availability of alternative candidate words,
making the recovery of more severe recognition errors inherently challenging. These findings pro-
vide empirical support for investigating prompting strategies under the realistic 1-best hypothesis
setting.

Overall, previous studies indicate that prompting strategy substantially influences the behaviour
of LLM-based ASR post-correction systems. Unconstrained prompts provide greater correction
flexibility but may increase the risk of unsupported modifications and transcription drift. Con-
strained prompts encourage more conservative editing behaviour and help preserve transcription
fidelity, while few-shot prompting can further improve correction consistency by providing explicit
demonstrations of the desired correction strategy. Despite these advances, systematic comparisons
and analysis between unconstrained, constrained zero-shot, and constrained few-shot prompting un-
der realistic 1-best ASR correction settings remain limited. This limitation becomes particularly
important in real-world financial speech, where accent variation, speech disfluencies, and domain-
specific terminology bring additional challenges for both upstream ASR recognition and downstream
LLM-based post-correction.

2.2.5 Summary and Research Gap

Overall, previous studies have demonstrated the strong potential of LLLMs for ASR post-correction,
while also highlighting the importance of N-best hypotheses, prompting strategies, and contextual
information. However, relatively few previous studies have systematically investigated LLM-based
correction under realistic 1-best conditions, particularly for spontaneous financial speech contain-
ing accent variation, disfluencies, and domain-specific terminology in the real world. In addi-
tion, although accent diversity has been widely studied in ASR recognition, its influence on the
effectiveness of downstream LLM-based post-correction remains insufficiently explored. More-
over, evaluations of prompting strategies in previous ASR post-correction studies have predomi-
nantly relied on recognition-oriented metrics such as WER and SDI, providing only a partial view
of correction quality. Therefore, the present study investigates how speech conditions, prompting
constraints, and regional accent variation influence the effectiveness and limitations of LLM-based
ASR post-correction using only 1-best hypotheses. Correction performance is evaluated using a
multi-dimensional framework that extends beyond traditional recognition accuracy measures.
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3 Methodology

This chapter describes the methodology used to address the research questions introduced in Section
It first introduces the overall research design and experimental framework, followed by the
datasets, baseline ASR system, and LLM-based post-correction pipeline used in the study. The
chapter then introduces the different speech conditions, prompting and accent-region experiments,
the evaluation metrics adopted for performance assessment, and the ethical considerations associated
with the research.

3.1 Research Design Overview

The overall experimental framework consists of two parts.

In the first part, the study investigates the differences in ASR transcription performance and
LLM-based post-correction performance between relatively clean read speech and real-world finan-
cial speech. Specifically, LibriSpeech test-clean and test-other are used to represent read speech, and
Earnings-22 represents real-world financial earnings-call speech containing accented speech, disflu-
encies, background noise, and domain-specific terminology. Raw ASR outputs are first generated
using Whisper-small and subsequently corrected using GPT-40 mini.

To further examine how prompting design influences post-correction performance in realistic fi-
nancial call scenarios, three prompting strategies are evaluated on the Earnings-22 subset-10 dataset
under unconstrained prompting, constrained zero-shot prompting, and constrained few-shot prompt-
ing. The corrected transcripts are then evaluated against reference transcripts using multiple eval-
uation metrics, including WER, SDI, Named Entity Error Rate (NEER), and semantic sentence
similarity.

In the second part, the study investigates the correction potential of LLM-based post-correction
across different accent regions. Following the regional categorization introduced in the Earnings-
22 benchmark Rio et al. (2022), the dataset is divided into seven language regions: African, Asian,
English, Germanic, Other Romance, Slavic, and Spanish/Portuguese. The region-specific prompting
experiments are then conducted to examine both the ability of the LLM to correct accent-related ASR
errors and whether post-correction effectiveness varies across regional accent groups.

The overall pipeline of the study is summarized as follows:

* The audio inputs are transcribed using Whisper-small.

* Raw ASR outputs are normalized and evaluated against normalized reference transcripts to
establish baseline ASR performance.

* The original (unnormalized) ASR outputs are provided to GPT-40 mini for post-correction.
* The corrected outputs are normalized using the same normalization procedure.
* Normalized corrected outputs are evaluated against normalized reference transcripts.

* Performance differences are analyzed across different speech conditions, prompting strategies,
and accent regions.
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3.2 Datasets - Librispeech and Earnings-22

To investigate the effectiveness of LLM-based ASR post-correction, three primary datasets are used
in this study: LibriSpeech test-clean, LibriSpeech test-other and Earnings-22.

LibriSpeech: LibriSpeech is a widely used benchmark dataset for automatic speech recognition
research consisting of read English speech derived from audiobooks Panayotov et al. (2015). In this
study, the test-clean and test-other subsets, containing approximately 5.4 and 5.1 hours of speech
respectively, are used to represent relatively clean read speech conditions. Although test-other is
generally more challenging than test-clean in terms of ASR recognition difficulty, both subsets con-
sist of carefully recorded read speech and therefore provide a useful contrast to the spontaneous and
domain-specific characteristics of Earnings-22.

Earnings-22: The Earnings-22 dataset provides approximately 119 hours of real-world En-
glish financial speech, collected from 125 earnings-call recordings of global companies Rio et al.
(2022). The dataset contains speech from 27 countries grouped into seven regional accent cate-
gories: African, Asian, English, Germanic, Other Romance, Slavic, and Spanish/Portuguese. Un-
like LibriSpeech, the dataset contains spontaneous conversational speech characterized by accented
speech, disfluencies, background noise, speaker overlap, and domain-specific financial terminology.
These properties make Earnings-22 substantially more challenging for ASR systems and more rep-
resentative of real-world deployment scenarios for speech recognition systems. In this study, two
experimental settings are derived from Earnings-22. First, the Earnings-22 subset-10 split is used
for prompting strategy experiments involving comparisons between different prompting strategies.
Second, the full dataset is divided into seven regional accent groups following the categorization
proposed by |Rio et al.| (2022): African, Asian, English, Germanic, Other Romance, Slavic, and
Spanish/Portuguese. This regional division enables further investigation into whether LLM-based
post-correction exhibits varying effectiveness across different accent groups.

The three datasets together provide complementary evaluation conditions. LibriSpeech test-clean
and test-other allow the study to evaluate ASR and LLLM-based post-correction performance on rel-
atively clean read speech under different levels of recognition difficulty, while Earnings-22 provides
more realistic and challenging speech data containing accent variation, disfluencies, background
noise, and domain-specific terminology.

3.3 Baseline ASR Transcription

To ensure consistency and comparability of all experiments, the Whisper-small model developed
by OpenAl was used as the baseline ASR system to generate the initial transcription hypotheses.
Whisper-small was chosen because it provides an appropriate balance between transcription qual-
ity and computational efficiency for large-scale ASR post-correction experiments. In addition, this
study requires a sufficient number of recognition errors to support the evaluation of downstream post-
correction performance. Although larger Whisper variants generally achieve lower WER, they also
produce fewer recognition errors, leaving less space for post-correction improvement. In contrast,
Whisper-small achieves reasonable recognition performance while still preserving a sufficient num-
ber of recognition errors for meaningful correction experiments. Moreover, the same ASR model,
parameter settings, and transcription pipeline were applied across all datasets and experimental set-
tings, including LibriSpeech test-clean, LibriSpeech test-other, and Earnings-22. Using the same
ASR system ensured that the main difference between experiments was the post-correction strategy.
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For evaluation purposes, both the ASR hypotheses and reference transcripts were processed using
the Whisper English normalizer before metric calculation. This normalization process standardizes
text formatting by removing variations related to punctuation, casing, and other non-semantic for-
matting differences. Applying the same normalization procedure to both hypothesis and reference
transcripts ensured that the evaluation focused primarily on recognition accuracy rather than inter-
ference from irrelevant factors. The normalized transcripts were then used to calculate WER, SDI,
NEER, and semantic similarity scores.

Importantly, the raw ASR hypotheses generated by Whisper-small were preserved without nor-
malization prior to LLM-based post-correction. This design choice ensured that the LLM received
realistic ASR outputs containing grammatical inconsistencies and domain-specific recognition er-
rors. The raw ASR hypotheses therefore served two purposes in this study. First, they were used as
the baseline outputs for pre-correction ASR evaluation. Second, they served as direct input to the
subsequent LLM-based post-correction process.

3.4 LLM-based ASR Post-Correction

Following the generation of ASR hypotheses, LLM-based post-correction is applied to improve
transcription quality. This section describes the post-correction pipeline used in the study, including
the selected LLM model,

34.1 GPT-40 mini

GPT-40 mini was used as the LLM-based post-correction model in all experiments. The model
was accessed through the OpenAl API and was used to correct ASR errors generated by Whisper-
small. GPT-40 mini was chosen because it combines strong linguistic understanding and reasoning
capabilities with cost efficiency, making it suitable for large-scale ASR post-correction experiments
such as prompting experiments. Furthermore, its strong instruction-following capability makes it
suitable for evaluating different prompting strategies.

3.4.2 Different Speech Conditions Experiments

To investigate how speech conditions affect the effectiveness of LLM-based ASR post-correction,
experiments were conducted on LibriSpeech test-clean, LibriSpeech test-other, and Earnings-22.

For all datasets, raw ASR hypotheses were first generated by Whisper-small and subsequently
corrected by GPT-40 mini. To ensure comparability across all datasets, the same constrained zero-
shot prompting strategy and inference settings were applied throughout the entire experiment. This
design allowed differences in post-correction performance to be primarily attributed to differences
in speech conditions rather than different prompting strategies.

The effectiveness of post-correction was evaluated by comparing WER before and after LLM-
based post-correction across the three datasets. This experiment aimed to examine both ASR recog-
nition difficulty under different speech conditions and the extent to which LLM-based post-correction
could improve transcription quality.



Section3 METHODOLOGY 21

3.4.3 Prompting Strategy Experiments

To explore how prompting design affects LLM-based ASR post-correction performance, three prompt-
ing strategies were evaluated in this study: unconstrained prompting, constrained zero-shot prompt-
ing, and constrained few-shot prompting. These experiments were conducted on the Earnings-22
subset-10 dataset.

The unconstrained prompting strategy allowed GPT-40 mini to freely correct ASR transcripts
without explicit restrictions or guidance. In contrast, the constrained zero-shot prompting strategy
had explicit instructions designed to reduce unnecessary modifications and encourage more con-
servative correction behaviour. The constrained few-shot prompting strategy further extended the
restrictions and guidance by providing eight input and output correction examples in the prompt,
thereby demonstrating the required correction behaviour and guiding the model in handling proper
nouns, domain-specific terminology, and numerical expressions.

The three prompting strategies were compared to examine how different levels of prompting
constraints and contextual guidance influenced ASR post-correction performance under real-world
financial speech conditions. This comparison further supported the investigation of the trade-off
between correction effectiveness and transcription fidelity in the 1-best ASR correction setting.

3.4.4 Regional Accent Post-Correction Experiments

To further evaluate the correction potential of LLM-based ASR post-correction across different ac-
cent regions, additional experiments were conducted on the region-specific Earnings-22 dataset.

Based on the results of the prompting strategy experiments, the constrained zero-shot prompting
strategy was chosen for the regional accent experiments. This strategy achieved stable correction
performance without the added complexity of few-shot prompting. Furthermore, using the same
prompting strategy across all regional groups ensured a fair comparison of post-correction perfor-
mance under different accent conditions.

These experiments aimed to examine whether the effectiveness of LLM-based ASR post-correction
varied across regional accent groups and how accent-related ASR error patterns influenced the re-
coverability of recognition errors under real-world financial speech conditions.

3.4.5 Transcript Chunking and Output Processing

Due to the relatively long length of the Earnings-22 transcripts, transcript chunking was applied
before LLM-based post-correction to ensure that transcript lengths remained manageable for GPT-
40 mini. The text was split at punctuation boundaries to preserve sentence-level meaning during
the correction process. Each chunk contained approximately 350-550 words. This approach helped
avoid splitting transcripts at arbitrary positions and allowed the model to process the text more
consistently.

After correction, the chunks were merged to reconstruct the complete transcript. Additional
output processing was then applied to standardize transcript formatting, including the removal of
unnecessary line breaks and redundant whitespace. The reconstructed transcripts were subsequently
used for the final evaluation.
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3.5 Evaluation Metrics

Different evaluation metrics were used across the experimental settings according to the objectives
of each experiment. In the comparison between LibriSpeech test-clean, LibriSpeech test-other, and
Earnings-22, WER was used to evaluate overall ASR recognition difficulty and the effectiveness of
LLM-based post-correction under different speech conditions.

The prompting strategy experiments on the Earnings-22 subset-10 dataset used WER, SDI statis-
tics, NEER, and semantic similarity evaluation metrics. These metrics were used to evaluate how
different prompting strategies affected transcription accuracy, error type distributions, semantic sim-
ilarity, and named entity preservation.

In contrast, the regional accent experiments mainly focused on differences in ASR and post-
correction performance across accent groups. Therefore, the evaluation relied mainly on WER and
SDI statistics, which were used to examine accent-specific error patterns and post-correction effec-
tiveness.

3.5.1 WER and SDI Statistics

WER was used as the main metric for evaluating both ASR recognition performance and LLM-based
post-correction performance in this study. It measures the proportion of incorrectly recognized words
in the hypothesis transcript relative to the reference transcript and is widely used in ASR evaluation
due to its straightforward interpretation and comparability across systems. A lower WER indicates
better transcription performance.

The WER is calculated as follows:

S+D+1

N

where S, D, and I represent the numbers of substitution, deletion, and insertion errors, respec-
tively, and N represents the total number of words in the reference transcript.

In addition to the overall WER score, substitution, deletion, and insertion statistics were ana-
lyzed separately to provide a more detailed understanding of ASR errors and LLM post-correction
behaviour. While WER provided an overall measure of transcription accuracy, SDI analysis helped
identify which types of errors were reduced and which increased during LLM-based post-correction.
This was particularly important in post-correction experiments, where improvements in one error
type could sometimes be accompanied by increases in another.

WER =

3.5.2 Named Entity Error Rate (NEER)

NEER was used to evaluate the preservation of important named entities during ASR post-correction.
Compared with general transcription errors measured by WER, named entity errors are particu-
larly important in financial speech scenarios because incorrectly recognized company names, person
names, and locations may substantially affect transcript usability and semantic accuracy.

NEER was calculated as follows:

N match
N ref

NEER =1 —




Section3 METHODOLOGY 23

where N, ¢ represents the number of named entities extracted from the reference transcript and
Nparen represents the number of named entities correctly preserved in the hypothesis transcript.

NEER ranges from 0O to 1, where a lower NEER indicates better named entity preservation per-
formance. In this study, entity matching was performed using exact string matching after transcript
normalization. The evaluation focused on three entity categories: PERSON, ORG, and GPE (geopo-
litical entities).

3.5.3 Semantic similarity

Semantic similarity was used to evaluate semantic preservation after LLLM-based post-correction.
Unlike WER, which measures word-level recognition errors, semantic similarity measures the extent
to which the overall meaning of the hypothesis transcript was preserved relative to the reference
transcript.
Semantic similarity was computed using Sentence-BERT embeddings generated by the a11-MiniLM-L6-v2

model and cosine similarity. Let E(r) and E(h) denote the Sentence-BERT embeddings of the refer-
ence transcript r and the hypothesis transcript 4, respectively. The cosine similarity was calculated
as follows:

N E(r)-E(h)
Similarity(r,h) = ——~———"
[E)IE®R)]
where - denotes the dot product and || - || denotes the vector norm.

The similarity score ranges from —1 to 1, where higher values indicate greater semantic similar-
ity between the reference transcript and the hypothesis transcript.

3.6 Ethical Considerations

This study involves the use of publicly available speech datasets. Both LibriSpeech and Earnings-22
are publicly available research datasets collected under appropriate data usage and consent proce-
dures Panayotov et al. (2015); Ri1o et al.[|(2022). The datasets are intended for research purposes and
do not involve the collection of any additional personal data.

The use of LLMs for ASR post-correction may introduce several ethical considerations. Firstly,
LLMs may generate hallucinations or make unnecessary modifications when they correct the tran-
scripts. It may affect the important information such as named entities, numerical details, and ter-
minology,especially in financial domain. In the financial or other high-risk fields, these errors may
alter the interpretation of corrected transcripts. Such limitations should be considered when applying
LLM-based post-correction systems in practical settings, particularly in domains where transcription
accuracy is important.

Secondly, ASR systems and LLM-based post-correction may not perform equally well across
different accents. As a result, some speakers with different accents may benefit less from speech
technologies than others. Therefore, this study compares post-correction performance across differ-
ent accent groups to also explore whether such differences exist.

This study was conducted solely for academic research purposes. The generated transcripts and
evaluation results were used only for experimental analysis and were not intended for deployment in
real-world financial decision-making or other high-stakes applications.
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4 Experiments And Analysis

This chapter presents three experiments conducted to address the research questions of the study. The
first experiment compares ASR recognition performance and LLM-based post-correction perfor-
mance across different speech conditions. The second experiment investigates the influence of dif-
ferent prompting strategies on post-correction effectiveness. The third experiment explores whether
the effectiveness of LLM-based ASR post-correction varies across regional accent groups under the
1-best hypothesis setting.

4.1 ASR and LLM Post-Correction Across Different Speech Conditions

This experiment investigates how different speech conditions influence both ASR recognition perfor-
mance and the effectiveness of LLM-based post-correction. Specifically, it compares relatively clean
read speech with real-world financial speech to test differences in ASR recognition performance and
LLM-based post-correction effectiveness across these speech conditions.

4.1.1 Experimental Setup

This experiment compares ASR recognition performance and LLM-based post-correction perfor-
mance across different speech conditions. LibriSpeech test-clean and test-other were used to rep-
resent relatively controlled read speech with different levels of recognition difficulty, while the full
Earnings-22 dataset was used to represent spontaneous financial speech containing accented speech,
disfluencies, background noise, speaker overlap, and domain-specific terminology.

For all datasets, raw ASR hypotheses were first generated using Whisper-small and subsequently
corrected using GPT-40 mini. The same constrained zero-shot prompting strategy and inference set-
tings were applied across all datasets to ensure that performance differences could be primarily
attributed to differences in speech conditions rather than variations in prompting design. A de-
tailed description and evaluation of the constrained zero-shot prompting strategy are provided in
Section 4.2

WER was compared before and after LLM-based post-correction to examine how different
speech conditions influenced both ASR recognition difficulty and the effectiveness of LLM-based
post-correction.

4.1.2 Results and Analysis

Table [T summarizes the WER results before and after LLM-based post-correction across the three
datasets.

Table 1: WER before and after GPT-40 mini post-correction across different speech conditions.

Dataset Baseline WER (%) | Corrected WER (%)
LibriSpeech test-clean 3.00 2.76
LibriSpeech test-other 7.02 6.74
Earnings-22 13.44 12.40




Section4 EXPERIMENTS AND ANALYSIS 26

The results show that GPT-40 mini reduced WER across all three datasets. On LibriSpeech test-
clean, WER decreased from 3.00% to 2.76%, corresponding to a reduction of 0.24 percentage points.
On LibriSpeech test-other, WER decreased from 7.02% to 6.74%, corresponding to a reduction
of 0.28 percentage points. The largest improvement was observed on Earnings-22, where WER
decreased from 13.44% to 12.40%, representing a reduction of 1.04 percentage points.

The baseline WER results also indicate substantial differences in ASR recognition difficulty
across the three datasets. LibriSpeech test-clean achieved the lowest baseline WER, followed by
LibriSpeech test-other, while Earnings-22 produced the highest baseline WER. This finding sug-
gests that real-world financial speech remains considerably more challenging for ASR systems than
relatively clean read speech. Earnings-22 contains accented speech, disfluencies, background noise,
and domain-specific terminology, these factors all lead to increased recognition difficulty and higher
baseline error rates.

Although GPT-40 mini improved transcription performance on all datasets, the magnitude of
improvement differed across speech conditions. The largest improvement was observed on Earnings-
22, where WER decreased by 1.04 percentage points, whereas the reductions on LibriSpeech test-
clean and test-other were considerably smaller. This finding suggests that real-world financial speech
containing complicated factors may benefit more from LLLM-based post-correction than relatively
clean read speech. Therefore, the effectiveness of correction appears to depend on the characteristics
of the speech data and the recognition errors produced by the ASR system.

At the same time, the improvements observed on the LibriSpeech datasets indicate that LLM-
based post-correction remains beneficial even when the initial ASR output is already relatively accu-
rate. Although the gains were smaller than those observed on Earnings-22, measurable reductions in
WER were still achieved on both LibriSpeech subsets. Overall, the results suggest that LLM-based
post-correction can improve transcription quality under both relatively clean read speech and more
challenging financial speech conditions.

4.2 Prompting Strategy Experiments

To further investigate the role of prompting design in LLM-based ASR post-correction, three prompt-
ing strategies were evaluated on the Earnings-22 subset-10 dataset. The experiments aimed to ex-
amine how different levels of prompting constraint influenced transcription accuracy, named entity
recognition, and semantic similarity.

4.2.1 Experimental Setup

In this experiment, Whisper-small was used for speech recognition, while GPT-40 mini was used for
post-correction. The experiments were conducted on the Earnings-22 subset-10 dataset to compare
the effectiveness of different prompting strategies under controlled experimental conditions.

To ensure a fair comparison, all prompting strategies were evaluated using the same ASR hy-
potheses, reference transcripts, normalization procedure, and inference settings. Whisper text nor-
malization was applied to the ASR hypotheses, LLM-corrected transcripts, and reference transcripts
prior to evaluation. WER and SDI statistics were computed using the JIWER framework. NEER was
calculated using spaCy-based named entity extraction, focusing on the PERSON, ORG, and GPE
entity categories. Semantic similarity was computed using Sentence-BERT embeddings generated
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by the al1-MiniLM-L6-v2 model and cosine similarity. For each reference transcript and its corre-
sponding hypothesis transcript, cosine similarity was calculated between their Sentence-BERT em-
beddings. The final semantic similarity score was computed as the average cosine similarity across
all transcripts. In addition, the temperature parameter was fixed across all prompting conditions.
Three prompting strategies representing different levels of prompting constraint were evaluated.

Figure[I] provides an overview of the three prompting strategies used in the experiments.

(a) Prompt A
Unconstrained Zero-shot

(b) Prompt B
Constrained Zero-shot

(c) Prompt C
Constrained Few-shot

Correct the following ASR transcript.
Output only the corrected transcript text.

[ASR transcript]

You are a reliable ASR post-correction system.
Correct ASR transcription errors while preserving
the original wording and meaning.

STEP 1

Determine whether obvious ASR errors exist.
+ Keep unchanged if understandable

* Modify only likely ASR errors

STEP 2

Perform conservative correction.

+ Keep edits minimal and conservative
« Preserve sentence structure

* Do NOT paraphrase

* Do NOT summarize

+ Do NOT invent content

OUTPUT CONSTRAINTS

* Output only corrected transcript
* One continuous line only

* No bullet points

* No explanations or labels

Do not insert line breaks

[ASR transcript]

You are a conservative ASR post-correction system.
Correct only obvious ASR errors.

* Keep unchanged if understandable

* Keep edits minimal and conservative

* Modify only likely ASR errors

* Do NOT rewrite into polished English

* Do NOT paraphrase

* Do NOT summarize

* Do NOT invent content

OUTPUT CONSTRAINTS

« Output only corrected transcript
* One continuous line only

* No bullet points

* Do not insert line breaks

* No explanations or labels

EXAMPLE (1 OF 8)

ASR:
we've had zero fertility

Corrected:
we've had zero fatalities

(8 domain-specific examples were
included in the actual prompt.)

NOW CORRECT

[ASR transcript]

Figure 1: Prompt design for the three prompting strategies evaluated in the prompting experiments:
(a) Prompt A (unconstrained zero-shot), (b) Prompt B (constrained zero-shot), and (c) Prompt C
(constrained few-shot). For Prompt C, one representative example is shown for illustration.

Prompt A served as an unconstrained zero-shot baseline that instructed the model to correct the
ASR transcript using minimal guidance.

Prompt B served as a constrained zero-shot prompt and introduced conservative correction con-
straints by explicitly instructing the model to preserve the original wording, sentence structure, and
named entities whenever possible. The prompt also adopted a step-wise correction procedure in
which the model was first asked to determine whether obvious ASR errors were present before
performing correction. This design was partially inspired by recent studies that use structured rea-
soning processes to reduce unnecessary modifications and hallucination risks in LLM-based ASR
post-correction Y. Fang et al.|(2025)).

Prompt C further extended the constrained prompting approach by incorporating eight domain-
specific few-shot examples derived from financial speech scenarios. The examples demonstrated
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the desired correction behaviour and provided guidance for handling financial terminology, named
entities, and numerical expressions.

4.2.2 Results And Analysis

Table 2: Performance comparison of different prompting strategies on the Earnings-22 subset-10
dataset.

System WER (%) | Sub. (%) | Del. (%) | Ins. (%) | NEER | Semantic Similarity
Raw Whisper ASR 8.02 3.58 1.95 2.49 0.1018 0.9508
Prompt A 17.95 8.78 6.51 2.65 0.0977 0.9394
Prompt B 7.46 3.17 2.00 2.29 0.0812 0.9606
Prompt C 7.40 3.14 1.97 2.29 0.0812 0.9606

The results in Table [2[ show substantial performance differences among three prompting strate-
gies. Prompt A, which adopts an unconstrained zero-shot prompting approach, performs consider-
ably worse than the raw Whisper ASR baseline. WER increases dramatically from 8.02% to 17.95%,
while substitution and deletion errors also rise sharply. Semantic similarity declines from 0.9508 to
0.9394, indicating that the unconstrained prompting strategy frequently alters semantically impor-
tant content. This result suggests that unrestricted generation encourages the LLM to rewrite or
hallucinate content beyond simple ASR correction. Similar behaviour has also been observed in
previous studies [Ma et al.| (2023), which report that unconstrained LLLM correction using only 1-
best ASR hypotheses may degrade recognition performance due to unnecessary modifications and
over-generation.

In contrast, Prompt B greatly improves performance across nearly all evaluation metrics. Com-
pared with the raw ASR baseline, WER decreases from 8.02% to 7.46%, while substitution and
insertion rates are also reduced. NEER improves from 0.1018 to 0.0812, and semantic similarity
increases to 0.9606. These results indicate that constrained prompting can make the LLMs cor-
rection ability perform more steady and reliable when it is trying to change and fix the mistakes
inside the raw hypothesis text. Rather than freely rewriting the transcript, the model is instructed to
preserve sentence structure, avoid paraphrasing, and modify only highly probable ASR errors. |Li
et al.| (2024) also similarly suggests that constrained prompting strategies can reduce hallucination
behaviour and improve correction reliability by limiting unnecessary generation, and even 1-best
hypotheses already contain sufficient contextual information for many correction tasks.

Moreover, Prompt C achieves the strongest overall performance among the evaluated strategies,
although the improvement over Prompt B remains relatively small. WER is further reduced from
7.46% to 7.40%, while substitution and deletion rates decrease slightly. However, NEER and se-
mantic similarity remain identical to those of Prompt B. This shows that most correction gains had
already been achieved through constrained prompting alone, while the addition of few-shot exam-
ples mainly provided incremental improvements in correction consistency. The limited improvement
from Prompt B to Prompt C may also reflect the inherent limitations of the 1-best ASR correction
setting. Since only a single ASR hypothesis was available as input, the amount of contextual infor-
mation that could be exploited by the LLM remained limited. Consequently, although the few-shot
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examples provided additional guidance, they could not compensate for the lack of alternative hy-
potheses and therefore resulted in only limited additional improvements. This observation is broadly
consistent with previous studies, which have shown that richer contextual information, such as ASR
N-best hypotheses, is often beneficial for LLM-based ASR error correction Ma et al.| (2023)).

Table [3] presents a representative ASR post-correction example from the Earnings-22 subset-10
dataset. These examples provide a clear comparison of how different prompting strategies modify
the same Whisper transcription output. As shown in Table 3| the three prompting strategies have big
different correction behaviours when applied to the same Whisper transcription output.

Prompt A successfully corrected several phonetic ASR errors, such as Sunin Dukul to Sunil Dug-
gal and Indusan Zing to Hindustan Zinc. However, it also introduced substantial semantic rewrit-
ing, entity fabrication, and domain-level hallucinations. Under the unconstrained prompting setting,
the model frequently attempted to reconstruct semantically plausible business discourse rather than
faithfully recover the reference transcription. As a result, semantic plausibility was often prioritised
over transcription fidelity. For example, the raw Whisper hypothesis Mr Azego will be back in CFO
was rewritten by Prompt A as Mr. Ajay K. Agarwal, CFO, whereas the reference transcription was
Mr Ajay Goel, Group Acting CFO. While the model partially restored the correct first name Ajay, it
simultaneously fabricated the surname Agarwal and introduced the entirely hallucinated middle ini-
tial K., neither of which appeared in the reference transcript or the raw Whisper output. This example
suggests that Prompt A was not strictly performing transcription recovery, but instead generating a
statistically plausible executive identity based on contextual business discourse patterns. Similar
problems appeared in industry-sector reconstruction. The reference phrase Oil & Gas was partially
corrupted by Whisper into Weather and Gas. Prompt A further rewrote this expression as ‘“Zinc
and Lead”, introducing two entirely new industrial entities absent from both the reference transcript
and the raw Whisper output. This error may have been influenced by nearby entities such as Hin-
dustan Zinc and Aluminium, both of which appeared within the same management-team sentence.
Rather than recovering the original sector name, the model generated a new industry label that ap-
peared semantically plausible within the surrounding context. This behaviour shows that Prompt A
was strongly influenced by domain priors and local semantic associations rather than direct acoustic
evidence.

In contrast, Prompt B exhibited a considerably more conservative correction strategy. Rather than
reconstructing semantically plausible business discourse, it largely preserved the original Whisper
output structure and performed only limited local corrections. For example, the raw Whisper hy-
pothesis Mr Azego will be back in CFO was corrected as Mr. Ajay Goel will be back in as CFO.
Unlike Prompt A, which hallucinated the entirely new executive identity Ajay K. Agarwal, Prompt
B successfully restored the correct executive name while preserving much of the original ASR sen-
tence structure. This suggests that the constrained prompting strategy effectively restricted unneces-
sary semantic rewriting and encouraged the model to remain closer to the original ASR hypothesis.
However, although Prompt B successfully reduced hallucination, it simultaneously preserved many
structurally corrupted ASR fragments. For example, the phrase will be back in remained largely
unchanged despite being semantically unrelated to the reference phrase Group Acting. Similarly,
several incorrect organisational expressions were retained, including FPCO Zinc and Gas, FPCO
Aluminium, and hand over this. These examples suggest that Prompt B behaved more like a local
editing system than a semantic rewriting model. Rather than attempting to infer missing corporate
roles or industry sectors, the model tended to preserve uncertain ASR fragments instead of aggres-
sively reconstructing them.
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Table 3: Representative ASR post-correction example produced by different prompting strategies.

System Output

Reference This is Varun Kapoor Head of Investor Relations and it’s my pleasure to welcome
you to our third quarter FY 22 earnings call.

We have with us today the management team, headed by Mr Sunil Duggal, Group
CEO; Mr Ajay Goel, Group Acting CFO; Mr Prachur Shah, Deputy CEO, Oil &
Gas; Mr Arun Misra, CEO of Hindustan Zinc; Mr Rahul Sharma, Deputy CEO,
Aluminium; and Mr Sauvick Mazumdar, CEO of Iron & Steel.

With that, I would like to hand over to Mr Duggal to take us through the presenta-
tion. Thank you, Varun.

Raw Whis- | This is Varun Kapoor Head of Investor Relations and it’s my pleasure to welcome
per ASR you to our third quarter of the 2022 earnings call.

We have with us today the management team headed by Mr Sunin Dukul, CEO.
Mr Azego will be back in CFO. Mr. Parthu Shah, FPCO Weather and Gas, Mr.
Arun Mishra, CEO of Indusan Zing, Mr. Rahul Sharma, FPCO Aluminium, and
Mr. Shavik Mazumdar, CEO of ILN State.

With that, I would like to hand over this to Mr. Doble to take us through the
presentation. Thank you, Arun.

Prompt A This is Varun Kapoor Head of Investor Relations, and it’s my pleasure to welcome
you to our third quarter of the FY22 earnings call.

We have with us today the management team headed by Mr. Sunil Duggal, CEO;
Mr. Ajay K. Agarwal, CFO; Mr. Parth Shah, CEO of Zinc and Lead; Mr. Arun
Mishra, CEO of Hindustan Zinc; Mr. Rahul Sharma, CEO of Aluminium; and
Mr. Shavik Mazumdar, CEO of Oil and Gas.

With that, I would like to hand over to Mr. Duggal to take us through the presen-
tation.Thank you, Arun.

Prompt B This is Varun Kapoor Head of Investor Relations, and it’s my pleasure to welcome
you to our third quarter of the FY22 earnings call.

We have with us today the management team headed by Mr. Sunil Duggal, CEO;
Mr. Ajay Goel will be back in as CFO; Mr. Parth Shah, FPCO Zinc and Gas; Mr.
Arun Mishra, CEO of Hindustan Zinc; Mr. Rahul Sharma, FPCO Aluminium;
and Mr. Shavik Mazumdar, CEO of Oil and Gas.

With that, I would like to hand over this to Mr. Duggal to take us through the
presentation. Thank you, Arun.

Prompt C This is Varun Kapoor Head of Investor Relations, and it’s my pleasure to welcome
you to our third quarter of the FY22 earnings call.

We have with us today the management team headed by Mr. Sunil Duggal, CEO;
Mr. Ajay Goel will be back in as CFO; Mr. Parth Shah, FPCO Zinc and Gas; Mr.
Arun Mishra, CEO of Hindustan Zinc; Mr. Rahul Sharma, FPCO Aluminium;
and Mr. Shavik Mazumdar, CEO of IL&FS.

With that, I would like to hand over this to Mr. Duggal to take us through the
presentation. Thank you, Arun.
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Two factors may contribute to this result. First, the 1-best Whisper hypothesis already con-
tained heavily corrupted acoustic information, limiting the amount of recoverable semantic evidence
available to the LLM. Second, the constrained prompting strategy explicitly discouraged aggressive
semantic rewriting and restricted the model’s tendency to infer missing business entities or organ-
isational structures. Consequently, Prompt B often preserved uncertain ASR fragments rather than
generating semantically reconstructed outputs, resulting in lower hallucination rates but higher re-
tention of inherited ASR errors. Overall, Prompt B demonstrated a conservative post-correction
strategy characterised by limited semantic rewriting, reduced hallucination, and strong preservation
of the original ASR structure.

The results from Prompt B demonstrate that constrained prompting can effectively suppress
hallucination and preserve transcription fidelity under the 1-best ASR setting. However, the con-
servative correction framework also limited the model’s ability to repair severely corrupted ASR
fragments, particularly when important semantic information had already been lost during ASR
decoding. To investigate whether explicit correction guidance could improve local repair capability
while maintaining conservative generation behaviour, Prompt C introduced multiple domain-specific
few-shot correction examples within the same constrained prompting framework. Unlike Prompt A,
Prompt C was not designed to freely reconstruct semantically plausible business discourse. In-
stead, the few-shot examples primarily encouraged more consistent local correction patterns, partic-
ularly for person names, financial terminology, and common ASR corruption patterns. For example,
Prompt C successfully corrected Mr. Doble to Mr. Duggal, demonstrating that the model retained
the ability to recover certain high-confidence named entities under the constrained prompting frame-
work.

Despite these local improvements, Prompt C still preserved a substantial amount of structurally
corrupted ASR content inherited from the original Whisper output. Expressions such as will be back
in as CFO, FPCO Zinc and Gas, and Thank you, Arun remained unresolved even after the introduc-
tion of few-shot guidance. These examples suggest that few-shot prompting improved correction
consistency only when sufficient recoverable information remained available within the 1-best ASR
hypothesis. Once critical semantic structures had already collapsed during ASR decoding, reliable
recovery became increasingly difficult for the LLM. Prompt C also continued to exhibit limited
semantic hallucination under highly uncertain acoustic conditions, although substantially less ag-
gressively than Prompt A. For instance, the reference phrase Iron & Steel was rewritten as IL&FS,
a well-known Indian financial services company. Since this entity appeared in neither the reference
transcription nor the raw Whisper output, the substitution suggests that the model still relied partially
on memorised domain-level business associations when acoustic evidence became insufficient. Nev-
ertheless, unlike Prompt A, Prompt C did not aggressively rewrite surrounding organisational struc-
tures or generate large-scale semantic reconstructions. Instead, the few-shot guidance appeared to
partially constrain the model’s generative behaviour while encouraging cautious local correction.

Overall, Prompt C demonstrated a guided conservative correction strategy positioned between
Prompt A and Prompt B. Compared with Prompt A, few-shot prompting substantially reduced se-
mantic hallucination and unnecessary discourse-level rewriting. Compared with Prompt B, Prompt
C achieved slightly more consistent recovery of certain recurring entities and terminology patterns.
However, these improvements remained relatively limited, as neither NEER nor semantic similarity
improved beyond the level achieved by Prompt B. These findings suggest that the primary limi-
tation lies not in the prompting strategy itself, but in the information available within the 1-best
ASR hypothesis. When critical information has already been lost during ASR decoding, additional
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prompting guidance can provide only limited improvements in correction performance.

4.3 Accent-region Experiments

This experiment investigates whether the effectiveness of LLM-based ASR post-correction varies
across different regional accent groups under the 1-best hypothesis setting. It uses case studies to
further explore how accent-related ASR error patterns influence the recoverability of ASR errors
during LLLM-based post-correction.

4.3.1 Experimental Setup

This experiment investigates whether the effectiveness of LLM-based ASR post-correction varies
across different accent regions. It also evaluates the ability of an LLM to correct accented speech
when only 1-best ASR hypotheses are available.

The evaluation is conducted on a regionally balanced subset derived from the Earnings-22 dataset,
which is divided into seven accent-region categories (African, Asian, English, Germanic, Other Ro-
mance, Slavic, and Spanish/Portuguese).

To maintain a balanced evaluation while keeping the experimental workload feasible, a smaller
evaluation subset was sampled from each accent region. The sampling strategy preserved geograph-
ical diversity by retaining at least one earnings-call recording from every country represented within
each regional category. The final evaluation subset contains 41 earnings-call recordings with a total
duration of approximately 42 hours.

For each regional subset, Whisper-small was first used to generate 1-best ASR hypotheses, which
were subsequently post-corrected using GPT-40 mini.

Based on the findings reported in Section Prompt B (constrained zero-shot prompting) was
selected as the fixed prompting strategy. Prompt B achieved strong correction performance while
maintaining conservative editing behaviour and reduced hallucination risk. Using a fixed prompting
strategy also helps isolate accent-related variation from prompting-related effects, thereby allowing
a more controlled comparison across regional subsets. Finally, performance was evaluated using
WER and SDI statistics across all regional subsets.

4.3.2 Results And Analysis

This section is divided into three parts. First, overall WER trends are examined to compare post-
correction performance across regional accent groups. Second, SDI statistics are analysed to investi-
gate how different error types changed after LLM-based post-correction. Finally, representative case
analyses are presented to explore accent-conditioned differences in ASR error recoverability.

Overall WER Trends

In Table 4} the regional subsets can be broadly grouped into three performance tiers according
to their WER values. The English and Germanic subsets consistently produced the lowest WER
values around 10%-11% under both raw ASR and LLLM-corrected conditions. In contrast, the Span-
ish/Portuguese, Slavic, and African subsets showed moderate WER levels (11%-14%). Meanwhile,
the Asian and Other Romance subsets produced the highest WER values overall (14%—18%), indi-
cating substantially greater ASR recognition and post-correction difficulty under these accent con-
ditions.
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Table 4: WER results before and after GPT-40 mini post-correction across different accent regions.

Region Baseline WER (%) | Corrected WER (%) | A Abs | A Rel (%)
English 10.57 10.33 -0.24 -2.27
African 13.98 13.54 -0.44 -3.15
Other Romance 14.06 14.12 +0.06 +0.40
Asian 17.78 17.31 -0.47 -2.68
Germanic 10.66 10.43 -0.23 -2.12
Slavic 13.10 12.48 -0.62 -4.74
Spanish/Portuguese 12.99 12.96 -0.03 -0.18

To systematically explore the effectiveness of LLM-based post-correction across different re-
gional accent groups, both absolute WER reduction (A Abs) and relative WER reduction (A Rel)
are reported. The results showed substantial cross-regional variation in the effectiveness of LLM-
based ASR post-correction under the fixed Prompt B setting. Overall, LLM-based post-correction
improved WER performance for six of the seven regional accent groups, although the magnitude of
improvement differed substantially across regions. Among all subsets, the Slavic region achieved
the largest relative WER reduction, improving from 13.10% to 12.48%, corresponding to a 4.74%
relative reduction. The African and Asian subsets also showed moderate improvements, with relative
WER reductions of 3.15% and 2.68%, respectively. English and Germanic subsets achieved smaller
but still measurable improvements, while the Spanish/Portuguese subset showed only marginal
change after post-correction. In contrast, the Other Romance subset was the only regional cate-
gory that exhibited slight performance degradation after LLM correction. Its WER increased from
14.06% to 14.12%, corresponding to a relative increase of 0.40%. This result indicates that the ef-
fectiveness of LLM-based post-correction was not uniformly beneficial across all accent conditions,
and also shows that the WER improvement rate was not directly determined by baseline ASR diffi-
culty alone. For example, although the Slavic subset produced a higher raw WER (13.10%) than the
Spanish/Portuguese subset (12.99%), its WER after LLM post-correction decreased to 12.48%, be-
coming lower than the corrected WER of the Spanish/Portuguese subset (12.96%). Conversely, the
Spanish/Portuguese and Other Romance subsets demonstrated minimal or even negative correction
gains despite having lower baseline WER than the Asian subset.

SDI Trends

To further analyse how LLM-based post-correction affects different error types, SDI statistics
were examined across all regional accent groups. As shown in Table [5] a highly consistent error-
correction pattern can be observed across all regional subsets. After LLM post-correction, substitu-
tion and insertion rates decreased for every regional accent group, whereas deletion rates increased
consistently across all accent conditions. This trend suggests that the LLM-based post-correction
system effectively reduced insertion and substitution errors while adopting a more conservative cor-
rection strategy that resulted in higher deletion rates.

However, despite this globally consistent SDI pattern, the magnitude of substitution recovery,
insertion suppression, and deletion increase varied substantially across regional accent groups. The
English and Slavic subsets demonstrated relatively strong reductions in both substitution and inser-
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Table 5: SDI results before and after GPT-40 mini post-correction across different accent regions.

Region Sub. (%) Ins. (%) Del. (%)
Baseline Corrected A Baseline Corrected A | Baseline Corrected A

English 3.87 3.19 -0.68 1.60 1.20 -0.40 5.10 5.94 +0.84
African 6.02 5.62 -0.40 2.70 2.52 -0.18 5.26 5.40 +0.14
Other Romance 6.78 6.71 -0.07 3.33 3.23 -0.10 3.95 4.17 +0.22
Asian 8.35 7.96 -0.39 5.38 5.21 -0.17 4.06 4.13 +0.07
Germanic 4.64 4.39 -0.25 1.68 1.60 -0.08 4.34 443 +0.09
Slavic 5.46 5.04 -0.42 3.17 2.84 -0.33 4.47 4.60 +0.13
Spanish/Portuguese 5.29 5.22 -0.07 3.38 3.25 -0.13 4.32 4.49 +0.17

tion errors. In particular, the English subset achieved the largest reduction in substitution errors (0.68
percentage points), while the Slavic subset produced the largest reduction in insertion errors (0.33
percentage points) with only a minor increase in deletion errors (0.13 percentage points). These re-
sults indicate that the post-correction system achieved larger reductions in substitution and insertion
errors in these regional subsets than in other accent groups.

In contrast, the Other Romance and Spanish/Portuguese subsets exhibited only limited improve-
ments in substitution errors. For example, the Other Romance subset reduced substitution errors by
only 0.07 percentage points, while deletion errors increased by 0.22 percentage points, ultimately
resulting in slight post-correction degradation. Similarly, the Spanish/Portuguese subset achieved
only a small reduction in substitution errors (0.07 percentage points) despite a moderate reduction
in insertion errors (0.13 percentage points). Compared with the English and Slavic subsets, these
regions benefited less from LLM-based post-correction, indicating substantial regional variation in
correction effectiveness.

Overall, the SDI results reveal that the effect of LLM-based post-correction was not uniform
across accent groups. Although the same prompting strategy produced a consistent global tendency
toward lower substitution and insertion rates, the extent of these improvements differed considerably
across regions. These findings further support the WER results presented in Table [} suggesting that
regional accent characteristics influenced the effectiveness of LLM-based ASR post-correction under
the 1-best hypothesis setting.

Accent-conditioned recoverability differences

To further interpret the regional variation observed in the WER and SDI results, this section
conducts case-level analyses on three representative accent groups with distinct post-correction out-
comes. The Slavic subset is selected as a case of strong correction effectiveness, as it achieved the
largest relative WER reduction among all regions. The Asian subset is selected as a case of high
baseline ASR difficulty with partial recoverability, since it had the highest raw and corrected WER
while still showing measurable improvement after post-correction. The Other Romance subset is
selected as a case of correction instability, as it was the only regional group where WER slightly
increased after LLM post-correction. These cases therefore provide complementary evidence for
understanding how LLM-based ASR post-correction behaves under different regional accent condi-
tions.
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Table 6: Representative examples from the Slavic subset illustrating different correction behaviours.

Phenomenon

Reference

Raw ASR

GPT-corrected

Substitution recov-
ery

positive trend already

positive triangle ready

positive trend ready

Insertion suppres-
sion

data traffic increased by
more than 30 percent

we also saw a traffic in-
crease, data traffic in-
crease, by more than 30
percent

we also saw a data traffic
increase by more than 30
percent

Partial phrase-level
recovery with dele-
tion increase

over to andre ceo of tele2

over to andrei patoka, ceo
of tele2

over to andrei, ceo of tele2

Domain-specific
named entity re-

the multimedia platform
wink

the multimedia platform
winc

the multimedia platform
wink

covery

In Table [6 the correction of triangle to trend in the phrase positive trend already illustrates
successful substitution recovery under semantically predictable financial context. Although the
GPT-corrected output still retained the residual error ready instead of already, the primary domain-
relevant keyword was successfully restored without introducing aggressive hallucinated rewriting.
This example reflects the relatively strong substitution recovery observed in the Slavic subset. For
insertion suppression, the removal of the duplicated phrase traffic increase, data traffic increase
demonstrates effective insertion suppression. GPT removed redundant repeated fragments while
preserving the overall sentence meaning, which is consistent with the substantial insertion-rate re-
duction observed in the SDI analysis. Moreover, the phrase andrei patoka was simplified into andrei
rather than being aggressively rewritten into the exact reference form andre. This example reflects
a conservative correction strategy under uncertainty, where the LLLM preferred partial omission over
potentially unreliable name reconstruction. It is also consistent with the relatively small but still
observable increase in deletion errors after post-correction. Finally, the correction of winc to wink
demonstrates successful recovery of a domain-specific platform name. This suggests that semanti-
cally predictable named entities remained recoverable even when acoustically distorted by accented
speech.

Table 7: Representative examples from the Asian subset illustrating different correction behaviours.

GPT-corrected

gmy and ebitda

Raw ASR

gmy and evta

Phenomenon Reference

Substitution recov-
ery

gmv and ebitda

you must signal you must
signal an operator

you must signal an opera-
tor

Insertion suppres-
sion

you must seek an operator

Partial phrase-level daniel needs assistance
recovery with dele-

tion increase

if anyone need any assis-
tance

if you need assistance

These examples in Table [/| correspond directly to the main SDI trend observed in the Asian
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subset. First, the correction of evta to ebitda shows substitution recovery for domain-specific finan-
cial terminology. This suggests that some recognition errors remained recoverable when sufficient
contextual information was preserved in the 1-best setting. Second, the removal of the duplicated
phrase you must signal you must signal reflects insertion suppression, consistent with the decrease
in insertion rate after post-correction.

Third, the phrase-level example shows both the benefit and limitation of LLM-based correction.
The raw ASR hypothesis daniel needs assistance was corrected to the more plausible expression if
you need assistance. This example suggests that the LLM did not simply perform local token re-
placement, but partially reconstructed the phrase into a semantically more plausible form. However,
the reference tokens anyone and any were not recovered. This incomplete recovery is consistent
with the slight increase in deletion rate observed in the Asian subset.

Overall, the Asian subset demonstrates that a high raw WER does not necessarily imply that
the ASR output is entirely unrecoverable. Instead, correction effectiveness appears to depend on
whether sufficient contextual information remains available within the 1-best ASR hypothesis. Er-
rors involving domain-specific but predictable terms and repeated ASR fragments were more likely
to be corrected, whereas more severely corrupted phrase-level regions were only partially recovered.

Table 8: Representative examples from the Other Romance subset illustrating correction instability.

Phenomenon

Reference

Raw ASR

GPT-corrected

Failed substitution
recovery

we are also completing
now the delivery of our
projects

we are also helping up
now the delivery of our
project

we are also helping up
now the delivery of our
projects

Conservative dele-

because of the covid situ-

because of the COVID sit-

because of the COVID sit-

tion increase ation of last year uation of uation

Domain-specific
terminology recov-
ery failure

synergy plan seniority plan seniority plan

In contrast to the Slavic and Asian subsets, the Other Romance subset exhibited substantially
lower recoverability under constrained LLM post-correction. The examples in Table [§] suggest that
many corrupted ASR hypotheses in this region remained difficult for GPT-40 mini to reliably re-
cover, even when the surrounding earnings-call context provided partial semantic cues. First, the
phrase helping up now the delivery illustrates failed substitution recovery. Although the surround-
ing business context strongly suggests a phrase related to project completion, GPT failed to restore
the intended verb completing and instead preserved the semantically abnormal expression while
only repairing the plurality inconsistency (from project to projects). Unlike the successful keyword
restoration observed in the Slavic subset, this example suggests that some corrupted lexical regions
in the Other Romance subset remained difficult to recover under the constrained prompting setting.
Second, the phrase because of the COVID situation demonstrates conservative deletion increase
under uncertainty. The raw ASR hypothesis had already omitted the phrase “last year,” and GPT
further compressed the fragment by removing the residual prepositional structure (of). Rather than
reconstructing the missing content, the LLM simplified the phrase to maintain local fluency. This
behaviour is consistent with the relatively large deletion-rate increase observed in the SDI analysis
for the Other Romance subset. Finally, the unrecovered phrase seniority plan instead of synergy plan
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reflects domain-specific terminology recovery failure. Although synergy plan is a highly plausible
corporate expression in earnings-call discourse, GPT preserved the acoustically similar but semanti-
cally less appropriate alternative. This example suggests that some ASR errors in the Other Romance
subset produced locally plausible lexical items rather than obviously malformed fragments, making
reliable correction more difficult under constrained post-correction settings. Overall, these examples
suggest that post-correction performance in the Other Romance subset was constrained by the lim-
ited recoverability of ASR errors and baseline ASR difficulty. Instead of aggressively reconstructing
uncertain regions, LLM frequently preserved semantically plausible alternatives or omitted uncer-
tain fragments. As a result, substitution recovery remained minimal while deletion errors increased,
ultimately leading to slight WER degradation after post-correction.
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5 Discussion

Regarding the hypotheses proposed in Section|[I. 1] some hypotheses were supported by the findings,
whereas others were only partially supported. First, the expectation that relatively clean read speech
would show little or no improvement after post-correction was only partially supported. Although
the WER reduction level on LibriSpeech was smaller than that observed on Earnings-22, measurable
improvements were still achieved. This suggests that even under relatively clean and clear speech
conditions, some ASR errors remain recoverable through LLM-based post-correction.

Second, the hypothesis that constrained prompting with few-shot examples would achieve a
better performance was generally supported. Prompt C had the lowest WER among the evaluated
prompting strategies. However, the result difference between Prompt B and Prompt C was extremely
small, indicating that most correction gains had already been achieved through constrained prompt-
ing. The addition of few-shot examples provided only limited further improvements.

Finally, the hypothesis that accent groups associated with higher baseline ASR error rates would
remain comparatively more challenging after post-correction was only partially supported. Some
high-WER accent groups remained difficult to correct, but the baseline ASR difficulty did not fully
determine post-correction effectiveness. For example, the Slavic subset achieved the largest relative
WER reduction despite having a higher baseline WER than several other regional groups. These
findings suggest that correction effectiveness depends not only on the quantity of ASR errors, but
also on whether sufficient contextual, semantic, or domain-specific cues remain available within
the 1-best ASR hypothesis for reliable recovery. In addition, in this study, recoverability does not
refer to a directly measured variable. It is used as an explanatory concept to describe the extent
to which sufficient contextual, semantic or domain-specific clues remain available under the 1-best
hypothesis setting for successful correction. Since there is only the final ASR output, the experiment
cannot directly observe the information lost during the decoding process. Therefore, recoverability is
indirectly inferred from the corrected behaviour. For example, errors involving duplicated fragments,
predictable financial terms or partially retained named entities can usually still be corrected, while
severely corrupted hypotheses are more difficult to repair. Therefore, in this study, the concept
of recoverability should be understood as an interpretive concept rather than a directly measurable
variable.

Beyond the hypotheses discussed above, several broader findings emerged across the exper-
iments. First, although LLM-based post-correction improved transcription quality on both Lib-
riSpeech and Earnings-22, substantially larger gains were observed on the financial speech dataset.
One possible explanation is that Earnings-22 contained both a larger number of recognition errors
and more opportunities for context-based correction. Many recognition errors disrupted local se-
mantic coherence while still preserving sufficient contextual information for partial recovery. As
a result, LLM-based post-correction appeared to be particularly beneficial under more challenging
financial speech conditions.

Second, the prompting experiments indicate that prompting design functions as an important
control mechanism balancing semantic flexibility and transcription fidelity during LLM-based ASR
post-correction. The unconstrained prompting strategy frequently generated semantically plausible
but unsupported content, leading to substantial hallucination and transcription degradation. In con-
trast, constrained prompting produced more stable correction behaviour by encouraging the model
to remain closer to the original ASR hypothesis. Although few-shot prompting provided additional
guidance for recurring terminology and entity patterns, its overall contribution remained relatively
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limited. This suggests that prompting strategies can influence how aggressively the LLM modifies
the ASR hypothesis, but cannot fully compensate for information that has already been lost during
ASR decoding.

Third, the accent-region experiments showed that both baseline ASR performance and LLM-
based post-correction effectiveness varied across regional accent groups. Some accent regions pro-
duced higher WER than others, and the magnitude of post-correction gains also differed substan-
tially across subsets. However, baseline ASR difficulty alone could not fully explain post-correction
effectiveness. Across different regional subsets, some accent groups with relatively high baseline
WER achieved substantial correction gains, whereas others with lower baseline WER benefited only
marginally from post-correction. This finding indicates that different accent conditions may generate
different types of recognition errors, which vary in their recoverability under the 1-best correction
setting. Errors involving duplicated fragments, predictable financial terminology, or locally incon-
sistent substitutions were often recoverable because sufficient contextual or semantic cues remained
available. In contrast, severely corrupted phrase-level regions and semantically plausible but tran-
scriptionally incorrect outputs were substantially more difficult to repair. Under such conditions, the
LLM often preserved uncertain fragments or simplified them through conservative deletion rather
than reconstructing missing content.

There are also several limitations to the present study. First, all experiments were conducted un-
der the 1-best ASR correction setting using only a single textual hypothesis generated by Whisper-
small. As aresult, the LLM-based post-correction system did not have access to alternative decoding
candidates, acoustic confidence information, or speech representations during correction. Once im-
portant semantic or phonetic information had already been lost during upstream ASR decoding, the
downstream correction model often lacked sufficient evidence for reliable recovery. This limitation
may partly explain the conservative correction behaviour, increased deletion rates, and limited re-
coverability observed across several experiments. In addition, although the study analysed multiple
regional accent groups, the evaluation remained limited to financial earnings-call speech and may
not be representative of all real-world speech domains. Therefore, the generalisability of the findings
to other speech genres, languages, and application scenarios remains uncertain.

Future research could extend the present study in several directions. First, the experiments were
only conducted under the 1-best ASR correction setting. Future work could explore more ways to im-
prove correction performance and reduce the limitations observed in this study. In particular, future
research could explore the use of richer ASR outputs, such as model fine-tuning based on n-best hy-
potheses. Second, although the study evaluated prompting strategies, only a limited set of prompting
configurations was examined. Future research could explore more advanced prompting techniques.
In addition, future research could investigate accent-conditioned differences from a phonetic per-
spective in combination with ASR-LLM post-correction. The present study observed substantial
variation in both baseline WER and correction effectiveness across regional accent groups, but did
not examine the underlying phonetic factors responsible for these differences. A more detailed anal-
ysis of pronunciation patterns, phoneme confusions, prosodic variation, and accent-specific error
distributions in conjunction with ASR-LLM post-correction may provide deeper insights into why
certain accent groups remain more challenging for ASR systems and why some recognition errors
are more recoverable than others during LLM-based post-correction. Finally, the evaluation focused
on financial earnings-call speech. Extending the analysis to other speech domains, such as con-
versational speech, meetings, healthcare, or customer-service interactions, would help assess the
generalizability of the findings across different real-world ASR applications.






Section 6 CONCLUSION 42

6 Conclusion

This study investigated the effectiveness of LLM-based ASR post-correction under the 1-best hy-
pothesis setting using Whisper-small and GPT-40 mini. Overall, the results indicate that large
language models can effectively improve ASR transcription quality even when only a single ASR
hypothesis (1-best) is available. However, the magnitude of improvement differs largely across dif-
ferent speech conditions, prompting strategies, and accent regions.

For the first research question, the results showed that real-world financial speech remained con-
siderably more challenging for ASR systems than clean read speech. These results further demon-
strate that, although modern ASR systems have achieved very strong performance, they still face
recognition difficulties in real-world speech conditions, especially in named entities, domain-specific
terminology, and other information that is less frequently represented in training data. Nevertheless,
LLM-based post-correction improved transcription quality on both LibriSpeech and Earnings-22,
with larger correction improvement observed on the financial speech dataset. These findings suggest
that LLM-based post-correction can improve transcription quality across different speech conditions,
although the degree of improvement varies according to the characteristics of the speech data and
the recognition errors produced by the ASR system.

For the second research question, the prompting experiments showed that different prompting
constraints strongly influenced post-correction behaviour. Unconstrained prompting frequently in-
troduced semantic rewriting and generated hallucinated content, resulting in a even worse transcrip-
tion result. In contrast, constrained prompting achieved more stable and effective correction per-
formance by preserving the original ASR structure under the 1-best setting. Although constrained
prompting with few-shot examples achieved the best overall WER performance, the improvement
over constrained zero-shot prompting was relatively limited.

For the third research question, the accent-region experiments showed that post-correction ef-
fectiveness varied substantially across regional accent groups. Some accent regions achieved con-
siderable WER reductions after correction, whereas others showed only limited improvements. The
results further indicate that post-correction effectiveness was not determined solely by baseline ASR
difficulty, but also by whether sufficient contextual, semantic, or domain-specific information pro-
vided and remained recoverable within the 1-best ASR hypothesis.

Overall, the study suggests that LLM-based ASR post-correction is a feasible approach for im-
proving transcription quality under the 1-best hypothesis setting. However, its effectiveness depends
heavily on different speech conditions, prompting constraints, and the recoverability of informa-
tion preserved in the ASR output. These findings highlight both the potential and the limitations of
applying large language models to ASR error correction in real-world and domain-specific speech
scenarios.
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Appendices

A Prompting Strategy Experiments

These eight few-shot examples were used in Prompt C during the prompting strategy experiments.

The corrected examples are from the official reference transcripts provided by the dataset.

Table 9: Eight Examples Used in Prompt C

Ex.

ASR

Corrected

In fact, the European from-bosis
disposal and the Japanese busi-
ness disposal you have previ-
ously.

In fact, the European Thrombo-
sis Disposal and the Japanese
Business Disposal here previ-
ously.

Now those sales were the biggest
driver of the growth if you take
them out that 29% constant ex-
change rate, 1.7% constant ex-
change rate growth.

Now those sales were the biggest
driver of the growth If you take
them out that 29% constant ex-
change rate was 7% constant ex-
change rate growth.

However, just for noting as we
move forward in the presenta-
tion, those sales are low to mar-
gin

However, just for noting as we
move forward in the presenta-
tion those sales are low to no
margin

Moving on to the normalized
EBIT dial on, this is quite a busy
table

Moving onto the normalized
EBITDA line, this is quite a busy
table

the targeted initiatives they’ve
commenced in FY2021 will con-
tinue into FY2022

the targeted initiatives that com-
menced in FY 2021 will con-
tinue into FY 2022

the man that will step into the
shoes of Group 2 financial offi-
cer, Mr. Sean Cattisario.

the man that will step into the
shoes of Group Chief Financial
Officer, Mr Sean Capazorio.

he was in a company that we ac-
quired in 1999, FA Dragos.

he was in a company that we ac-
quired in 1999, SA Druggists.

we’ve had zero fertility

we’ve had zero fatalities
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B Code and Resources

The data and code associated with this thesis are available at the following GitHub repository:
https://github.com/NANANA?28/masterthesis-asr-llm-postcorrection
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C Declaration of Al use

Declaration

I hereby affirm that this Master thesis was composed by myself, that the work herein is my own
except where explicitly stated otherwise in the text. This work has not been submitted for any
other degree or professional qualification except as specified, nor has it been published. Where
other people’s work has been used (from any source: printed, internet or other), this has been care-
fully acknowledged and referenced. During the preparation of this thesis, I used OpenAl ChatGPT
(GPT-5.5) for the following purposes: generating basic code templates including scripts for running
Whisper, invoking LLLM API, and calculating the evaluation metrics used in Section 4, language
polishing and sentence restructuring in Sections 1-6, summarizing background literature that had
already been found and reviewed by me for preliminary review. All research questions, hypotheses,
experimental designs, methodology decisions, and research pipelines were independently conceived
and developed by me. All content was subsequently reviewed, verified, and substantially modified
by me.

Kaiwen Zheng / June 11, 2026
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