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1. Introduction

Synthetic speech generation has advanced to the point where audio deepfakes,
artificially produced voice recordings generated by text-to-speech (TTS) systems or voice
conversion algorithms, can be almost impossible to distinguish from genuine human speech
by ear. This has given rise to the development of automatic deepfake detection systems,
which learn to identify the subtle artefacts that synthesis processes leave in the acoustic
signal. The ASVspoof challenge series has been the primary driver of progress in this field,
and the best-performing detection systems now combine self-supervised speech
representations with graph attention networks to achieve Equal Error Rates (EERs) below 1%
on standard evaluation benchmarks (Tak et al., 2022; Kang et al., 2024).

The robustness of these systems to real-world acoustic conditions is considerably less
well understood. Miiller et al. (2025) demonstrated that a loudspeaker, a microphone, and a
few minutes of effort are enouugh to significantly degrade one of the best audio deepfake
detector models. The method consists of playing TTS-generated audio through a speaker and
re-recording it. This replay process is not complex, but what it reveals about how these
detectors actually work is significant. The top-performing model in Miiller et al.'s study,
W2V2-AASIST (Tak et al., 2022), saw its EER climb from 4.7% to 18.2% when applied to
replayed samples, a near four time degradation in detection performance.

The question of why this degradation occurs is not straightforwardly answered.
Detection models built on self-supervised speech representations do not provide explanations



alongside their decisions. When a replayed deepfake fools the model, there is no direct way
to determine what happened internally. One possibility is that replay redistributes acoustic
energy in ways that mask the synthesis artefacts the model relies upon, causing it to attend to
room acoustic characteristics that more closely resemble genuine speech. To the best of our
knowledge, no published work has examined this question at the level of internal model
representations, leaving the mechanistic basis of the performance collapse open.

This thesis attempts to address that gap, at least partially. It applies Grad-SAM, a
gradient self-attention map method proposed by Barkan et al. (2021) for transformer models,
to W2V2-AASIST (Tak et al., 2022), focusing specifically on the false positive replayed
deepfakes that the model incorrectly classifies as genuine. By computing attribution maps for
these failure cases and comparing them against correct classifications, the work aims to
produce an interpretability-driven account of where the model's attention goes wrong under
replay conditions.

2. Literature Review

2.1 Audio Deepfake Detection and the ASVspoof Challenge Series

The problem of detecting synthetic or manipulated speech has been shaped largely by
the ASVspoof challenge series, which has served as the main benchmark for anti-spoofing
research since 2015. The challenges have progressively pushed and examined the spoofing
landscape, starting from relatively simple replay and voice conversion attacks in early
editions and moving toward full-scale deepfake and adversarial conditions in ASVspoof 5
(ASVspoof Consortium, 2024). Each iteration has pushed the speech technology community
toward more robust detection methods.

Early detection systems relied on handcrafted acoustic features, constant-Q cepstral
coefficients (CQCCs), mel-frequency cepstral coefficients (MFCCs), and various
phase-based representations, fed into relatively shallow classifiers such as Gaussian Mixture
Models (GMMs) or lightweight convolutional neural networks (CNNs). These systems
performed reasonably well under controlled evaluation conditions but generalised poorly to
unseen attack types or real-world acoustics (Yi et al., 2022). The core limitation was that
handcrafted features encode prior assumptions about what makes speech false, and those
assumptions tend to break down both as synthesis technology improves and when the
acoustic conditions shift in ways the system was never trained to handle.

2.2 Self-Supervised Representations and the W2V2-AASIST Architecture

The landscape shifted substantially with the adoption of self-supervised learning
(SSL) front-ends for anti-spoofing. Baevski et al. (2020) introduced Wav2Vec 2.0 (W2V2), a
framework for learning contextual representations of raw speech without requiring labelled
data. W2V2 pre-trains a deep transformer network by masking portions of the input and
learning to reconstruct the latent representations of the masked frames, a process that forces



the model to develop rich, hierarchical encodings of speech acoustics. The resulting
representations capture information across multiple timescales and encode both phonetic
content and prosodic structure, all without explicit supervision about what to look for. This is
what makes them so much more flexible than handcrafted features, the model learns what
matters from the data itself.

When W2V2 representations are combined with the AASIST back-end (Audio
Anti-Spoofing using Integrated Spectro-Temporal Graph Attention Networks), the resulting
system substantially outperforms traditional feature-based approaches in both accuracy and
generalisation (Tak et al.,, 2022). AASIST processes the W2V2 output through a
heterogeneous graph attention network that models both spectral and temporal relationships
between frame-level features, fusing them via a master node that aggregates information
across the graph. The full pipeline accepts raw audio as input and produces a binary
genuine/spoof classification decision, replacing the handcrafted feature extraction step
entirely.

Subsequent work has refined this foundation in two directions. On the performance
side, Kang et al. (2024) conducted a systematic study of layer selection and fine-tuning depth
within the W2V2 front-end, finding that the XLS-R(1B) variant, using intermediate-to-large
layer subsets and fine-tuning the upper layers while freezing the lower ones, consistently
outperforms smaller W2V2 variants. This is reasonably intuitive: lower layers capture general
speech acoustics learned during pre-training, while upper layers are more sensitive to the
specific patterns the model is being fine-tuned to detect. Fine-tuning upper layers allows the
model to adapt to spoofing-specific cues without losing the general representations that make
SSL models powerful in the first place. On the ASVspoof 2019 Logical Access evaluation
set, the standard benchmark for anti-spoofing research, the XLS-R(1B) + AASIST
configuration achieves EERs near or below 1%. Miiller et al. (2025) identify this architecture
as the top-performing model in their ReplayDF evaluation, which is why it is the focus of the
present research.

2.3 The Replay Attack Problem and the ReplayDF Dataset

Replay attacks represent a qualitatively different threat from synthetic speech
generation. Rather than fabricating new audio, the attacker re-records existing audio through
real-world hardware, a speaker, a room, a microphone. This process introduces room
acoustics, device noise, and recording channel characteristics that are simply not present in
studio-produced deepfakes. Classical replay detection research assumed that this recording
chain leaves systematic fingerprints, and focused on identifying those fingerprints using
features like MFCCs or spectral flatness measures (Jung et al., 2019). These approaches were
validated on the physical access tracks of ASVspoof challenges, where replay attacks target
genuine speech and mostly worked on those controlled setups.

Miiller et al. (2025) challenge this framing by targeting a different and considerably
more dangerous scenario: replay attacks applied not to genuine speech for speaker
impersonation, but to Al-generated speech to strip away its deepfake artefacts. The intuition



is that the recording chain introduces real-world acoustic characteristics, reverberation, noise,
channel distortion, that may overwrite or mask the synthesis-specific signatures that deepfake
detectors rely upon. Their ReplayDF dataset makes this threat concrete: 52,320 recordings
derived from M-AILABS and MLAAD, spanning 109 speaker-microphone combinations
across six languages and four TTS systems, yielding 132.5 hours of audio in total. It is worth
noting that the 109 speaker-microphone combinations vary considerably in acoustic
difficulty, some involve close-field, low-reverberation conditions, and others involve distant
microphones in highly reverberant rooms, which creates substantial variance in how much
the replay process degrades detection.

Evaluation of six open-source detection models on ReplayDF shows consistent
performance degradation under replay conditions. W2V2-AASIST, the best-performing
model, sees its Equal Error Rate (EER), the threshold at which false acceptance and false
rejection rates are equal, rise from 4.7% to 18.2%. Adaptive Room Impulse Response (RIR)
retraining, a technique that augments training data with simulated room acoustics to improve
robustness to recording conditions, recovers performance only partially, bringing the EER
back to around 11%. Notably, the degradation appears to be concentrated in spoofed samples
rather than genuine ones, suggesting that replay may strip the artefacts the model depends on
for detection without substantially affecting its ability to identify genuine speech. This
asymmetry is consistent with the intuition that replay introduces real-world acoustic
characteristics that overwrite synthesis-specific signatures, though the precise mechanism has
not been directly demonstrated. The mechanistic question of which internal features and
representations are affected by replay, and which remain intact, is not addressed by Miiller et
al. and remains open in the existing literature. Investigating this question is the primary aim
of the present study

2.4 Gradient-Based Interpretability for Neural Networks

Gradient-based feature attribution methods are the dominant approach for explaining
neural network predictions without modifying the underlying architecture. The basic idea is
that the gradient of a model's output with respect to its inputs, or with respect to intermediate
representations, indicates which parts of the input most influenced the decision. Wang et al.
(2024) provide a comprehensive taxonomy of these methods, distinguishing between vanilla
gradients, integrated gradients, bias gradients, and various post-processing approaches. The
taxonomy 1is useful but also somewhat sobering, since it makes clear how many of these
methods have not been properly validated.

A crucial finding from Wang et al.'s systematic review is that several gradient-based
methods pass standard evaluation metrics while failing randomisation tests. An explanation
that changes when model weights are randomised is a faithful one; an explanation that stays
largely the same after randomisation is not really explaining the model at all, it is explaining
the architecture, or perhaps nothing meaningful. The fact that many methods fail this test is
not a minor technical caveat. It means that gradient attributions can appear plausible while
being essentially uninformative. Wang et al. (2020) demonstrate this in a particularly striking
way: their FACADE method trains a small auxiliary model to redirect gradient signals



entirely toward irrelevant tokens, stop words, positional tokens, without changing model
predictions. Gradient and SmoothGrad methods were fooled across all tested tasks. Integrated
Gradients proved more resilient, though not immune.

For the present research, these findings matter because they set the bar for what
counts as a valid attribution result. It is not enough to produce heatmaps that look
interpretable. The fact that a heatmap looks plausible is not evidence that it reflects what the
model is actually doing.

2.5 Grad-SAM and Its Application to Transformer Models

Barkan et al.'s (2021) Grad-SAM method was developed partly in response to the
fragility concerns described above. Rather than relying solely on raw gradient signals,
Grad-SAM combines self-attention maps with their gradients, applying a ReLU operation on
the resulting activations to suppress noisy negative contributions. The motivation is that
self-attention weights already encode a form of relevance, indicating which parts of the input
sequence each layer prioritises when forming its representation, and that gradient information
can be used to weight those attention maps by how much each attended region actually
influenced the final prediction. The combination is more stable than gradients alone, at least
in the natural language processing (NLP) setting where the method was developed.

Evaluated across four NLP classification tasks using BERT-base, Grad-SAM
outperformed six competing attribution methods on standard faithfulness metrics. Retaining
only the top 20% of tokens by attribution score was sufficient to maintain correct predictions
in most cases, which suggests the method identifies a fairly minimal and consistent set of
decision-driving features. The ablation study in Barkan et al. is worth noting here: removing
the ReLU step specifically degraded performance, confirming that the noise suppression it
provides is doing real work rather than just being a design choice.

Whether these advantages transfer from text transformers to speech transformers is
not established in advance and represents one of the empirical questions the present study is
positioned to address. BERT operates over discrete token embeddings with relatively clean
semantic boundaries. W2V?2, by contrast, operates over continuous, hierarchically structured
speech representations derived from a convolutional feature extractor applied to raw audio.
The inputs are fundamentally different in character, much less discrete, much more
distributed, and there is no strong prior reason to assume that gradient-attention interactions
will behave the same way.

2.6 Existing Interpretability Work on Speech and Deepfake Models

Interpretability research specifically applied to audio deepfake detection is sparse.
The iIWAX framework (Lee et al., 2025) is the closest prior attempt: it produces temporal and
frequency band importance maps for W2V2-AASIST using XGBoost feature importance
rather than gradient attribution. iWAX is useful as a characterisation of average model
behaviour, it identifies which features tend to matter across the dataset, but it does not



examine failure modes. It cannot characterise what the model attends to when it misclassifies
a sample, which is a fundamentally different question from what it attends to on average.
This distinction motivates the failure-mode focus of the present study.

Outside the deepfake detection domain, Gimeno-Gémez et al. (2025) offer a
methodologically interesting contrast. Applied to Parkinson's disease diagnosis, they combine
W2V2 embeddings with clinically interpretable speech features via a dual cross-attention
mechanism, producing explanations consistent with established clinical literature. The
approach, interpretability by design rather than post-hoc attribution, has obvious appeal. But
it depends on having a well-defined set of domain-relevant interpretable features to inject.
For Parkinson's, those features exist: articulation rate, phonation quality, prosodic variation,
all grounded in decades of neurolinguistic research. For deepfake detection, no equivalent set
exists. The cues the model uses are distributed across a high-dimensional SSL representation,
are not perceptually grounded, and are not known in advance. This is why the post-hoc
approach is adopted here, even though it comes with the fragility concerns discussed above.

2.7 Research Gaps and Contribution

Two related gaps emerge from this review. The first is a gap in understanding. Miiller
et al. (2025) establish that replay attacks cause substantial and asymmetric performance
degradation in spoofed samples, but do not investigate why at the level of internal
representations. Which features does the model attend to when it correctly rejects a
non-replayed deepfake? Which features does it attend to when replay fools it into accepting
one? The second question requires examining failure cases specifically, which no existing
work has done. Papers with models such as iWAX (Lee et al., 2025) describe what matters
on average, while this study asks what goes wrong at a more granular level.

The second gap is methodological and is less frequently acknowledged in the
literature. Wang et al. (2024) document that gradient-based attribution methods can produce
explanations that fail randomisation tests or that can be deliberately manipulated to highlight
irrelevant features without changing model predictions. These fragility properties have been
studied under standard input conditions, where the input distribution is clean and unmodified.
What happens to attribution stability when the input distribution itself has been deliberately
shifted by a recording chain is completely unexplored. It is possible that replay makes
gradient attribution more noisy, not less, in which case any findings need to be treated with
additional caution. The validation framework adopted here is designed with this concern in
mind.

The primary contribution of this research is the first application of gradient
attribution, specifically Grad-SAM, to the failure cases of W2V2-AASIST under replay
conditions. The secondary contribution is a stress-test of attribution faithfulness in this
setting, using randomisation and occlusion consistency tests.



3. Research Question and Hypothesis

3.1 Research Question

To what extent do Grad-SAM attributions reveal systematic differences in the acoustic
and representational features that W2V2-AASIST attends to when producing false positives
on replayed deepfakes, compared to correct classifications of both genuine and non-replayed
spoofed samples?

3.2 Operational Definitions

False positives refer to samples from the ReplayDF dataset that were classified as
genuine speech by W2V2-AASIST, but which are in fact replayed TTS-generated deepfakes.

Grad-SAM attributions refer to the gradient-weighted self-attention maps computed
over the transformer layers of the W2V2 front-end, following the method of Barkan et al.
(2021): gradients of the model's output with respect to the self-attention activations are
combined with the attention weights themselves, with a ReLU applied to isolate positive
contributions.

Acoustic features refer to the time-frequency patterns visible in mel-spectrogram
representations of the audio, to which attribution maps are projected for interpretability.

3.3 Hypothesis

Grad-SAM attribution maps for false positive classifications of replayed deepfakes
will show a statistically significant shift toward lower-frequency spectral regions associated
with room acoustics and recording device characteristics, including reverberant energy,
broadband noise floor, and microphone frequency response, compared to attribution maps for
correct rejections of non-replayed deepfakes, which will show greater concentration on
higher-frequency spectral features associated with TTS generation artefacts.

This prediction follows from two observations in the literature, though the specific
link between replay and lower-frequency attribution has not been directly confirmed in prior
work and should be treated as a working hypothesis subject to empirical test. Miiller et al.
(2025) show that replay attacks systematically degrade the acoustic cues that deepfake
detectors rely upon, by introducing real-world room and device characteristics into the signal.
Kang et al. (2024) establish that W2V2-AASIST achieves state-of-the-art performance
specifically on studio-quality data, suggesting the model's learned representations are tuned
to clean recording conditions. When replay shifts the input toward naturalistic acoustics, the
gradient signal may redirect toward room and device characteristics that become more
prominent in the signal, rather than the synthesis artefacts it would ordinarily attend to.

The hypothesis would be falsified if attribution maps for false positives show the
same frequency patterns as maps for correct rejections, which would imply replay degrades
performance through some other mechanism, or if the maps are simply too cluttered across



samples for any pattern to come out. The second outcome is consistent with the fragility
concerns raised by Wang et al. (2024) and would itself be an informative finding.

4. Methodology

4.1 Research Design

This study takes a computational explanatory approach. Rather than training a new
model or optimising detection performance, the focus is on understanding a specific failure
mode in an existing system. W2V2-AASIST is fine-tuned on a publicly available corpus and
then analysed using interpretability methods to examine what happens internally when it
misclassifies replayed deepfakes. No human participants are involved. All data come from
existing speech corpora and from the ReplayDF dataset, which Miiller et al. (2025) released
for non-commercial research use.

The choice of approach follows from the flow of the research question. False positive
classification of replayed deepfakes cannot be studied through behavioural evaluation alone.
Accessing the model's internal representations is the only way of gaining insight into what
went wrong. Computational explanatory designs of this kind have been applied in NLP
research (Barkan et al., 2021; Wang et al., 2020) and are beginning to appear in speech model
research as well (Gimeno-Gomez et al., 2025; Lee et al., 2025), though none have focused on
replay-induced failure modes specifically.

4.2 Data

The main dataset used is ReplayDF (Miiller et al., 2025). It contains 52,320
recordings drawn from M-AILABS and MLAAD, covering 109 different
speaker-microphone setups across six languages and four TTS systems, totalling 132.5 hours
of audio. Each recording is a replayed version of either TTS-generated or genuine speech,
captured through real hardware in real rooms. The original clean TTS files are not part of
ReplayDF; they sit in the MLAAD dataset and would need to be obtained separately for any
paired analysis.

One limitation worth flagging upfront: the 109 speaker-microphone combinations are
not evenly distributed across languages or TTS models. This means the false positive set will
not be acoustically uniform, which complicates interpretation. The analysis accounts for this
where possible, but full control is not feasible given the dataset structure.

For fine-tuning and validation, the ASVspoof 2019 Logical Access training and
development sets are used. This corpus covers 19 synthetic and voice-converted attack types
recorded under studio conditions, and it is the standard training data for anti-spoofing
research. Using it here replicates the setup from Miiller et al. and keeps the results
comparable to prior work.



4.3 Model Preparation

The W2V2-AASIST model is initialised using publicly available pre-trained weights
from the SSL Anti-spoofing repository (Tak et al., 2022). The W2V2 front-end uses the
XLS-R 300M variant, a multilingual pre-trained model covering 128 languages and trained
on 436,000 hours of speech. The AASIST back-end implements the heterogeneous graph
attention network described in Jung et al. (2022), processing W2V2 output through spectral
and temporal graph attention branches fused by a master node.

The implementation builds on the SSL_Anti-spoofing repository (Tak et al., 2022),
the fairseq speech processing toolkit (Ott et al., 2019), and the nara wpe dereverberation
library (Drude et al., 2018). Analysis scripts and the full experimental pipeline are available
at https://github.com/BabaAbsoluta/replay-deepfake-gradsam.

4.4 Evaluation on ReplayDF

The fine-tuned model is evaluated on the full ReplayDF dataset. For each sample, the
model output, the probability assigned to genuine speech, and the binary classification
decision are recorded. Four sample categories are defined for subsequent analysis: false
positives (replayed deepfakes classified as genuine), true negatives (replayed deepfakes
correctly classified as spoof), false negatives (genuine samples misclassified as spoof), and
true positives (genuine samples correctly classified). Because the primary research question
concerns the false positive category, category sizes are balanced by random sampling to
ensure comparable attribution analysis across groups.

Preliminary evaluation on a 20,000-sample subset has been conducted as part of the
research setup, partly to verify that the pipeline was working correctly and partly to get a
sense of the EER pattern. EER increased from roughly 2% on clean ASVspoof 2019 LA to
roughly 12% on ReplayDF, a degradation consistent in direction with Miiller et al. 's finding,
though smaller in absolute terms. The smaller magnitude likely reflects the fact that the
subset covered only a portion of the 109 UIDs (unique identifiers for each room-microphone
setup in ReplayDF), probably undersampling the hardest acoustic conditions.

4.5 Grad-SAM Attribution Computation

Grad-SAM attributions are computed over all 24 transformer layers of the W2V2
front-end for each sample in the balanced analysis set. Following Barkan et al. (2021), the
implementation proceeds through four steps: first, a forward pass through the full model to
obtain the classification output; second, computation of gradients of the target class score
with respect to the self-attention weight matrices at each layer; third, element-wise
multiplication of the gradient and attention matrices, followed by ReLLU to suppress negative
contributions; and fourth, averaging across attention heads to produce a single attribution
map per layer per sample.


https://github.com/BabaAbsoluta/replay-deepfake-gradsam

The layer yielding the lowest Shannon entropy across the attribution map is identified
as the primary attribution layer for each sample, on the grounds that lower entropy indicates
more concentrated and therefore more interpretable attribution. Per-layer entropy is also
recorded across all 24 layers and compared between sample categories. Preliminary work on
100 samples found significantly higher entropy in false positive samples across 20 of 24
layers (p < 0.05 in most cases), suggesting that replay causes more diffuse, and potentially
less informative, attention patterns in misclassified samples.

4.6 Projection to Audio Space

Attribution maps are projected from token-frame space to mel-spectrogram space to
allow acoustic interpretation. The W2V2 convolutional feature extractor produces one frame
approximately every 20ms of audio. Attribution values are mapped back to these temporal
windows and aligned with mel-spectrogram bins extracted using librosa, with 80 filter banks
covering 0 to 8,000 Hz. This frequency range encompasses both the low-frequency room
acoustic characteristics and the higher-frequency TTS synthesis artefacts central to the
hypothesis. The resulting 2D attribution heatmap in time-frequency space is analogous to the
Grad-CAM heatmaps used in image classification, though the analogy is imperfect given the
fundamentally different nature of the underlying speech representations.

4.7 Comparative Analysis

Attribution heatmaps are compared across sample categories using two analyses.
First, centroid analysis: the centre of mass of each heatmap in frequency space is computed to
test whether false positives show lower-frequency attribution than correct rejections, which is
the main prediction of the hypothesis. Group differences are assessed using the
Mann-Whitney U test. Second, cosine similarity clustering: heatmaps are flattened to vectors
and subjected to k-means clustering (k=2), with cluster assignments compared to FP/TN
labels using the Adjusted Rand Index (ARI). Preliminary results found no significant
frequency centroid difference (p = 0.35) and near-zero ARI (0.018), though the entropy
analysis was strongly significant.

In addition to the attribution map comparisons described above, acoustic features are
extracted from the highest-attributed time frame of each sample to characterise the acoustic
content the model attends to in false positive versus true negative cases. A 200ms window
centred on the top attributed frame is extracted for each sample, and twelve features are
computed: spectral flatness, zero crossing rate, RMS energy, spectral centroid, spectral
bandwidth, spectral rolloff, the first four Mel-frequency cepstral coefficients (MFCC-1
through MFCC-4), spectral contrast, and pitch regularity measured as the peak
autocorrelation in the 50-500 Hz range. Group differences are assessed using the
Mann-Whitney U test with rank-biserial correlation as the effect size measure.



4.8 Attribution Faithfulness Validation

Given the fragility concerns documented by Wang et al. (2024), faithfulness is
validated using two complementary tests. First, a randomisation test: Grad-SAM attributions
computed using a randomly initialised W2V2-AASIST model are compared to those from the
fine-tuned model using Spearman rank correlation. If attributions are correct, they should
differ between trained and random models. A high correlation would suggest the attribution
pattern shows the architecture structure rather than the learned parameters, which would
undermine any interpretive claims. Second, an occlusion consistency test: for a 10% random
subsample of false positives, the top 10% attributed time-frequency region is zeroed out in
the audio, and the model is re-run. If the attribution genuinely identifies the region driving the
misclassification, occluding it should increase the spoofing score.

5. Results

5.1 Reproduction of Miiller et al. Full Dataset EER

The first step in the analysis was to verify that the W2V2-AASIST pipeline, as
implemented here, reproduces the core finding of Miiller et al. (2025), that replay attacks
cause significant and unbalanced performance degradation specifically on false positive
samples. Results reported in this section are based on a subset of 39 speaker-microphone
UIDs from the full ReplayDF dataset. With the consistency of findings across subsets of
variable sizes tested during development, the directional conclusions are expected to hold at
full scale, though absolute EER figures will shift.

The model was evaluated on 2,000 samples per condition, drawn from the ASVspoof
2019 LA evaluation set and from ReplayDF. Table 1 shows the mean classification scores for
the four sample categories. The score reported is the difference between the bonafide logit
and the spoof logit, such that positive values indicate the model classifies a sample as genuine
and negative values indicate a spoof classification.

Table 1. Mean classification scores by condition (n = 2,000 per category). Positive scores
indicate bonafide classification; negative scores indicate spoof classification.

Condition Mean score SD
ASVspoof bonafide +13.73 0.61
ASVspoof spoof —6.62 9.14
ReplayDF benign (replayed | +2.49 7.02
genuine)

ReplayDF spoof (replayed —5.82 6.38
deepfake)




Figure 1

W2V2-AASIST: Replay attacks degrade separation between bonafide and spoof
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Classification score distributions for W2V2-AASIST across four conditions. Left panel: clean ASVspoof
2019 LA evaluation set. Right panel: ReplayDF replayed samples. Positive scores indicate bonafide
classification; negative scores indicate spoof classification. The overlap between replayed bonafide and
replayed spoof distributions drives the EER increase under replay conditions.

Several features of these results are worth noting before moving to the EER
comparison. The ASVspoof bonafide condition produces a tight, positive distribution,
showing that the model classifies clean real speech with high and consistent confidence. The
ASVspoof spoof condition produces a clearly negative mean but with significantly higher
variance, reflecting the range of difficulty across the 13 attack types in the ASVspoof 2019
LA evaluation set. The ReplayDF benign condition, genuine speech that has been physically
replayed through a room and microphone, shows a dramatically lower mean score than
ASVspoof bonafide (+2.49 versus +13.73), indicating that replay substantially reduces the
model's confidence even for real speech. This is consistent with Miiller et al.'s observation
that replay introduces room acoustics that disrupt the clean signal characteristics the model
associates with genuine speech.

The EER estimates are consistent with this pattern. On the clean ASVspoof 2019 LA
evaluation set, the model achieves an EER of 2.25%, compared to the 4.7% reported by
Miiller et al. on the full evaluation protocol. On the ReplayDF subset, the EER rises to
12.80%, representing a 5.7-fold degradation relative to the clean condition. Miiller et al.
report a degradation from 4.7% to 18.2% on the full dataset. Both the direction and the
approximate magnitude of this degradation are reproduced, confirming that the pipeline is
behaving as expected and that the replay-induced failure mode identified by Miiller et al. is
present in the current implementation.

The degradation is asymmetric in the way Miiller et al. describe. The ReplayDF
bonafide condition shows a reduced but still clearly positive mean score, indicating that
genuine speech remains identifiable even after replay. The performance collapse is



concentrated in the spoof condition. Of the 2,000 ReplayDF spoof samples evaluated, 273
were classified as bonafide, a false positive rate of 13.7%. These 273 samples constitute the
primary analysis set for the remainder of the chapter.

5.2 Faithfulness Validation

Before interpreting the attribution patterns described in sections 5.3 through 5.5, it is
necessary to establish that the Grad-SAM maps are actually reflecting what the model does,
rather than responding to input structure or architectural properties independent of learned
weights. Two complementary validation tests were applied, following the framework
described in Section 4.8 and directly addressing the fragility concerns raised by Wang et al.
(2024).

Figure 2

Grad-SAM Faithfulness Validation
W2V2-AASIST on ReplayDF False Positives
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Grad-SAM faithfulness validation results . Left: distribution of bonafide score changes after occlusion
of top-attributed time frames, the majority of scores decreased, confirming attribution maps identify
decision-relevant regions. Centre. scatter of original versus occluded bonafide scores. Right: distribution of
Spearman rank correlations between trained and randomly initialised model attributions , values close to zero
confirm attributions reflect learned parameters rather than architectural properties.

The first test was an occlusion consistency check. For 100 false positive samples
drawn randomly from the full FP set, the top 10% of time frames by attribution score were
identified from the primary attribution layer and zeroed out in the raw audio waveform. The
model was then re-run on the modified audio, and the change in bonafide score was recorded.
If Grad-SAM is pointing at regions genuinely driving the misclassification, removing them



should make the model less confident that the sample is genuine, that is, the bonafide score
should decrease. The results support this prediction clearly. Mean bonafide score dropped by
6.58 points after occlusion (SD = 5.17), and 93 of 100 samples showed a decrease. A
one-sample t-test confirmed that the mean change was significantly different from zero (t =
—12.667, p < 0.001). The seven samples where occlusion did not reduce the bonafide score
are within the expected range of noise for any attribution method and do not undermine the
overall finding.

Secondly, we conducted a randomisation check, as mentioned previously. Grad-SAM
attributions were computed for 50 false positive samples using both the fine-tuned
W2V2-AASIST model and a randomly initialised version of the same architecture. Faithful
attributions should differ substantially between the two models, since the random model has
not learned anything about speech or spoofing and its gradient signal should be
uninformative. The mean Spearman rank correlation between trained and random model
attributions was 0.047 (SD = 0.140), with 94% of samples showing absolute correlation
below 0.30. This is close to zero by any practical standard. The mean correlation is
technically significantly different from zero (p = 0.022), reflecting a very small but real
structural similarity that likely arises because both models process the same input. The
important result is the magnitude: a mean correlation of 0.047 indicates that trained and
random model attribution maps are nearly independent, and that the patterns identified by
Grad-SAM in subsequent analyses reflect what the fine-tuned model has learned, not
properties of the XLS-R architecture in general.

Together, these two tests establish the credibility of the attribution results reported in
sections 5.3 through 5.5. The Grad-SAM maps are pointing at regions causally relevant to the
model's decisions, and they are doing so in a way that is specific to the trained model rather
than the architecture. This does not make them perfect, the occlusion test shows that some
false positives are not explained by their highest-attributed region, and the small but non-zero
randomisation correlation is a reminder that input structure always contributes something to
gradient signals. But the evidence is sufficient to treat the attribution patterns as informative
rather than artefactual, which is the minimum standard for interpreting them.

5.3 Attribution Entropy Analysis

The central analytical question of this research is whether Grad-SAM attribution maps
reveal systematic differences between false positive and true negative classifications of
replayed deepfakes. The analysis presented in this section focuses on Shannon entropy of the
attribution maps across the 24 transformer layers of the W2V2 front-end, comparing 273
false positive samples against a matched set of 273 true negative samples. Entropy is used as
the main measure because it captures the degree of concentration in the attribution signal: low
entropy indicates that the model's attention is focused on a small number of time frames,
while high entropy indicates that attention is distributed broadly across the clip. The
faithfulness validation reported in Section 5.2 established that these attribution patterns



reflect learned model behaviour rather than architectural properties, which is a prerequisite
for interpreting them.

Figure 3
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distribution, showing the same bimodal structure at layers 0 and 20 for both groups.

5.3.1 Layer-wise Entropy Comparison

The main finding is that false positive samples show significantly higher attribution
entropy than true negative samples across almost all transformer layers. Averaged across all
24 layers, the mean entropy for false positives is 4.897 compared to 4.835 for true negatives.
While the absolute difference is small, entropy values in this setting are bounded and
compressed by the nature of the attribution distribution, meaning that even modest numerical
differences correspond to meaningful changes in attention concentration. A Mann-Whitney U
test on the per-sample mean entropy values confirms that this difference is statistically
significant (p < 0.001). More informative than the overall comparison is the layer-by-layer
breakdown: of the 24 W2V?2 transformer layers, 22 show a statistically significant FP > TN
entropy difference at p < 0.05. The two non-significant layers are layers 8 and 9, which fall in
the middle of the encoder. The significant difference appears from the very first layer (L0O:
FP =4.614, TN =4.477 , diff = +0.138, p < 0.05) and persists through to the final layer (L23:
FP = 4.972 , diff = +0.124, p < 0.001), suggesting that replay disrupts focused feature
extraction throughout the entire encoder rather than at a specific processing stage.

One anomaly is worth flagging explicitly. Layer 21 shows the opposite pattern from
all other significant layers: false positives show lower entropy than true negatives at this layer
(diff = —0.030, p < 0.001). This reversal is consistent across both the n = 100 and n = 273
sample sizes, indicating it is not a sampling artefact. The mechanism behind this reversal is
not clear from the current analysis. It could reflect something architecturally specific to layer
21 that causes gradient signals to concentrate in a different way for false positives, or it could
be a residual effect of the dropout patching used in the Grad-SAM implementation.
Investigating this anomaly is left as a direction for future work.



5.3.2 Interpretive Summary

The practical interpretation of the entropy finding is that when W2V2-AASIST
produces a false positive on a replayed deepfake, the model cannot find a specific moment in
the audio to focus on. Its attention spreads broadly across the full clip, searching across all
time frames without identifying any region that carries a clear diagnostic signal. When the
model correctly rejects a replayed deepfake, by contrast, it finds one or a small number of
concentrated regions, locks onto them, and issues a confident spoof classification. This
contrast is visible in the matched pair comparisons shown in Figure 4, where true negative
attribution heatmaps show one or two bright concentrated stripes while false positive
heatmaps show many dimmer stripes distributed across the full duration.

Figure 4

Figure 4 shows three matched pairs of FP and TN samples from the same TTS model and
language, illustrating the contrast between diffuse FP heatmaps and concentrated TN
heatmaps at the individual sample level.
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Grad-SAM matched pair comparisons: three FP and TN sample pairs from the same TTS model and
language. For each pair, columns show the mel spectrogram, Grad-SAM heatmap, and per-layer entropy
profile. TN heatmaps show one or two concentrated bright stripes indicating focused attention;, FP heatmaps
show many dimmer stripes distributed across the full duration, illustrating the attentional diffusion finding at
the individual sample level.

5.3.3 Primary Layer Distribution

The primary attribution layer, defined as the layer with lowest entropy for a given
sample, is distributed bimodally across both groups, with the majority of samples in both FP
and TN conditions showing their most concentrated attribution at either layer 0 or layer 20.
The close correspondence between the two distributions indicates that replay does not
systematically redirect the model toward different processing stages. What changes under
replay is not which layer the model relies on most, but how concentrated that reliance is: true
negative samples produce markedly sharper attribution within their primary layer than false
positive samples do within theirs.

The cosine similarity clustering analysis, included here as a secondary check,
produced an Adjusted Rand Index of 0.004, indicating that attribution heatmap shapes do not
separate false positives from true negatives. This is consistent with the entropy interpretation:
the distinction between the two groups lies in the degree of attention concentration, not in
where in the clip or the frequency spectrum the model attends. A clustering analysis based on
shape rather than concentration level would not be expected to find separation, and it does
not.

5.4 Frequency Attribution Analysis

The original hypothesis, stated in Section 3.3, predicted that false positive
classifications would show a shift toward lower-frequency attribution compared to true
negative classifications, reflecting the model attending to room acoustics and recording
device characteristics rather than TTS synthesis artefacts. Three independent analyses were
conducted to test this prediction, using different methods of measuring frequency attribution.

All three returned null results, and taken together they constitute reasonably strong
evidence against the frequency hypothesis.

The first analysis used the mel-spectrogram projection of the Grad-SAM attribution
maps described in Section 4.6. For each sample, the centre of mass of the heatmap along the
frequency axis was computed, producing a single frequency centroid value per sample in mel
bin units. The mean centroid for false positives was 30.87 mel bins and for true negatives was
31.14 mel bins, a difference of 0.27 mel bins (Figure 5, panel 1). A Mann-Whitney U test
found no significant difference between the two groups (p = 0.83). Band energy analysis,
which divided the mel-spectrogram into low (approximately 0—1 kHz), mid (1-4 kHz), and
high (4-8 kHz) frequency regions and compared the fraction of total attribution mass in each
band, similarly produced no significant differences across any band (all p > 0.92 at n = 273
see: Figure 5, panel 2 ).



Figure 5

Grad-SAM Analysis: False Positives vs True Negatives
W2V2-AASIST on ReplayDF

1. Attribution Frequency Centroid
FP=30.9, TN=31.1 mel bins 2. Attribution Energy by Frequency Band

T 0.40
m=s FP (n=273)

120 4 B TN (n=273) 0.35

S
w
o

100

e
N
o

80 1

Count

60

o
s
o

40

Fraction of attribution mass
o
N
o

=}
=
15}

20

4
=
a

14
o
k=)

0 10 20 30 40 50 60 70 80 low mid high
Frequency centroid (mel bin)

Attribution frequency analysis results (n = 273 per group). Left panel: frequency centroid distributions
for FP and TN samples showing near-identical means (FP = 30.87 mel bins, TN = 31.14 mel bins, p = 0.83),
indicating no systematic shift in the frequency region the model attends to between groups. Right panel:
attribution energy by frequency band across low (0—1 kHz), mid (1-4 kHz), and high (4-8 kHz) regions,
differences between FP and TN are negligible across all three bands (all p > 0.92). Together these panels
confirm that the attention diffusion observed in false positive samples is not accompanied by redirection toward
any particular frequency region.

The second analysis addressed a methodological limitation shared by both
mel-spectrogram analyses above. The mel-spectrogram projection weights all frequency bins
by temporal attribution, meaning the frequency content of both the centroid and band energy
results reflects the acoustic energy of the audio at attributed time frames rather than the
model's specific sensitivity to particular frequencies. To obtain genuine frequency attribution,
gradients of the bonafide logit were computed directly with respect to the raw waveform
input, and the resulting gradient signal was converted to the frequency domain via the
short-time Fourier transform. This produces a saliency spectrogram in which each frequency
bin's value reflects how strongly that frequency in the input influenced the model's decision,
without the confound of acoustic energy weighting. Frequency centroids computed from
these saliency spectrograms gave a mean of 4,657 Hz for false positives and 4,617 Hz for true
negatives, a difference of 40 Hz. This difference is not statistically significant (p = 0.62) and
is negligible relative to the scale of the measurement (Figure 6) .

Figure 6
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Band-level analysis of the saliency spectrograms across five frequency bands from
sub-bass (0-250 Hz) through to high (4-8 kHz) found no significant differences in any band,
with p-values ranging from 0.087 to 0.94 . The high frequency band (4—8 kHz) produced the
smallest p-value at 0.087, falling just outside the conventional significance threshold. If
anything, this trend is in the direction opposite to the hypothesis: false positives show slightly
higher high-frequency saliency than true negatives, rather than lower. This could reflect
broadband noise introduced by replay, which tends to add energy across the full spectrum
including high frequencies, but the result does not reach significance and should not be
over-interpreted.

The null result on frequency does not mean that frequency is irrelevant to the replay
failure mode. It means that whatever frequency-level differences exist between the model's
behaviour on false positives and true negatives are too small and too variable across samples
to detect with the current analysis. It is also consistent with the entropy finding in Section 5.3:
if the model's attention is simply diffuse in false positive cases rather than redirected to a
different spectral region, no frequency shift would be expected. The failure mode appears to
be one of attention concentration rather than attention misdirection.

5.5 Acoustic Characterisation of High-Attribution Segments

The entropy analysis established that false positive samples show more diffuse
temporal attention than true negative samples, and the frequency analysis established that this
diffuseness is not accompanied by a systematic shift in which spectral region the model
attends to. A remaining question is whether the moments the model does attend to, even in
false positive cases, differ acoustically from the moments true negative samples attend to. If
replay is stripping specific acoustic features that the model relies on for detection, those
features should be more present in the audio segments that true negative samples lock onto
than in the segments that false positive samples attend to, even if both groups show some
degree of temporal attribution.



To test this, a 200ms audio window centred on the top attributed time frame was
extracted for each of the 273 false positive and 273 true negative samples, and twelve
acoustic features were computed on each segment: spectral flatness, zero crossing rate, RMS
energy, spectral centroid, spectral bandwidth, spectral rolloff, the first four Mel-frequency
cepstral coefficients (MFCC-1 through MFCC-4), spectral contrast, and pitch regularity,
measured as the peak autocorrelation in the 50-500 Hz range. The choice of the top attributed
frame as the extraction point means the analysis is specifically comparing what each group's
model attention gravitates toward, rather than comparing properties of the audio as a whole.
This is a meaningful distinction: if the model in FP cases is attending to the wrong kind of
moment, the acoustic properties of those moments should differ from the moments TN cases
attend to.

Of the twelve features computed, eight showed statistically significant differences
between groups (p < 0.05). The two features with the largest and most interpretable effects
are pitch regularity and zero crossing rate, which are reported as the primary acoustic
findings. The remaining six significant features, spectral flatness, RMS energy, spectral
centroid, spectral rolloff, MFCC-1, and spectral contrast, showed smaller effect sizes and are
discussed briefly. (Appendix) Four features, spectral bandwidth, MFCC-2, MFCC-3, and
MFCC-4, showed no significant differences and are not discussed further.

Figure 7
Key Acoustic Findings: High-Attribution Segments
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Key acoustic findings for high-attribution segments (n = 273 per group). Left: pitch regularity
distributions, FP segments show higher pitch regularity (mean = 0.613) than TN segments (mean = 0.493),
consistent with reverberant periodicity (p < 0.001, r = +0.227). Right: zero crossing rate distributions, TN



segments show higher zero crossing rate (mean = 0.105) than FP segments (mean = 0.084), consistent with TTS

artefact irregularity being present in correctly detected samples (p < 0.001, r = —0.188).

Pitch regularity, measured as the peak autocorrelation of the audio segment in the
pitch frequency range (50-500 Hz), showed the strongest and most significant difference
between groups. True negative segments had a mean pitch regularity of 0.493, while false
positive segments had a mean of 0.613, a 24% relative increase (Mann-Whitney U, p <0.001,
rank-biserial r = 0.227). Higher pitch regularity indicates that the signal is more periodic and
autocorrelated in the pitch range, which is characteristic of two phenomena: regular voiced
speech, and room reverberation, which adds delayed copies of the signal to itself and thereby
increases autocorrelation. When W2V2-AASIST is fooled by a replayed deepfake, the
moment it attends to is more periodic than the moment it locks onto when it successfully
detects one. This is consistent with the hypothesis that replay imposes artificial periodicity on
the signal through reverberant reflections, making the audio at attended moments resemble
genuine speech more closely than the aperiodic artefacts that TTS vocoders introduce at
specific moments.

Zero crossing rate, which measures how frequently the audio waveform crosses zero
per unit time, showed the second strongest effect. True negative segments had a mean zero
crossing rate of 0.105, while false positive segments had a mean of 0.084 (Mann-Whitney U,
p < 0.001, rank-biserial r = —0.188). Higher zero crossing rate is associated with more
irregular, noise-like signals, while lower zero crossing rate indicates smoother, more tonal
content. The moments true negative samples attend to are therefore more acoustically
irregular than the moments false positive samples attend to. Neural vocoders used in TTS
synthesis have been shown to introduce characteristic artefacts into the generated signal,
including spectral discontinuities and noise-like irregularities that anti-spoofing systems
exploit for detection (Yi et al., 2022; Miiller et al., 2025). These artefacts tend to concentrate
at acoustically complex regions of the signal such as phoneme boundaries and unvoiced
segments, where the vocoder's generation process is less constrained, and produce elevated
zero crossing rates relative to naturally produced speech. Replay tends to smooth these
irregularities by adding reverberant energy that fills in the gaps between waveform zero
crossings. The finding that false positive high-attribution segments show lower zero crossing
rate than true negative segments is consistent with replay having reduced the very irregularity
the model looks for.

It is important to note that the distributions for both features show substantial overlap
between groups, as is typical for acoustic analyses conducted across diverse samples
spanning multiple languages, TTS models, and room conditions. The effect sizes, while
statistically robust, are modest: r = 0.227 for pitch regularity and r = —0.188 for zero crossing
rate. These values indicate small-to-medium effects by conventional benchmarks. The
findings therefore characterise a systematic tendency rather than a clean separation: false
positive attribution segments tend toward more periodic, smoother content, while true
negative attribution segments tend toward more irregular, aperiodic content. These tendencies
are consistent with the replay mechanism but should not be taken to imply that pitch
regularity or zero crossing rate alone could reliably classify samples as FP or TN.



Table 2 summarises all twelve acoustic features computed on the high-attribution
segments, including the eight that reached statistical significance. The two primary findings,
pitch regularity and zero crossing rate, show the largest effect sizes and remain significant
after conservative Bonferroni correction. The remaining six significant features all show
smaller effects and would not survive correction, and should therefore be treated as
exploratory rather than confirmatory. Several are directionally consistent with the primary
findings: true negative segments show higher spectral flatness and higher spectral centroid,
both pointing toward more noise-like, spectrally richer content in the moments the model
successfully uses for detection. The spectral contrast and MFCC-1 results are less
straightforwardly interpretable given their small effect sizes.

Table 2. Acoustic feature comparison between high-attribution segments of false positive and
true negative samples (n = 273 per group). Effect size reported as rank-biserial correlation r.
Results surviving Bonferroni correction (adjusted threshold p < 0.004) are marked with an
asterisk.

Feature TN mean FP mean p r Survives
correction

Pitch 0.493 0.613 <0.001 +0.227 Yes*

regularity

Zero 0.105 0.084 <0.001 -0.188 Yes*

crossing rate

Spectral 0.037 0.033 <0.001 -0.169 Yes*

flatness

RMS energy | 0.034 0.054 0.002 +0.153 Yes*

Spectral 1803.879 1604.170 0.010 -0.128 No

centroid

(Hz)

Spectral 3679.423 3357.522 0.040 -0.102 No

rolloff (Hz)

MFCC-1 -448.760 -419.507 0.045 +0.099 No

Spectral 18.811 18.565 0.048 -0.098 No

contrast

Spectral 1763.164 1702.675 0.222 -0.060 No

bandwidth

(Hz)

MFCC-2 84.334 81.781 0.228 -0.060 No

MFCC-4 21.188 21.222 0.682 -0.020 No

MFCC-3 0.483 -0.826 0.985 -0.001 No

As a secondary analysis, attribution concentration was compared between FP and TN
samples separately for each of the four TTS models in the dataset, to assess whether the
replay-induced degradation of detectable artefacts differs across synthesis systems.
Attribution concentration, the fraction of total attribution mass on the single top frame, differs
significantly between FP and TN samples for bark (p = 0.002) and vits (p < 0.001), but not
for xtts v1.1 (p = 0.987) or xtts v2 (p = 0.326). This suggests that the replay-induced



degradation of detectable artefacts is stronger for bark and vits than for the xtts family. One
possible explanation is that xtts systems produce artefacts that are more distributed across the
clip and less concentrated in specific moments, making them harder for the model to exploit
even in clean conditions. Whether this reflects differences in vocoder architecture between
the TTS families is outside the scope of the present analysis but is a meaningful direction for
future work.

5.6 Dereverberation Validation

The acoustic analysis in Section 5.5 established a correlational relationship between
pitch regularity and false positive classification: the moments W2V2-AASIST attends to in
false positive samples are more periodic and reverberant than those in true negative samples.
A correlational finding of this kind raises the question of whether reverberant periodicity is
causally involved in the misclassification, or merely associated with it. To address this, a
targeted dereverberation experiment was conducted on the 150 false positive samples with
the highest pitch regularity scores, all from the top 4 UIDs , speaker-microphone
combinations representing the most reverberant acoustic condition in the downloaded subset.

Dereverberation was applied using a single-channel late reverberation spectral
subtraction algorithm. The method estimates the reverberant energy at each time-frequency
bin as a delayed version of the STFT magnitude spectrum, with a delay of approximately
50ms to skip early reflections, and subtracts a fraction of this estimate from the current
magnitude. Phase is preserved from the original signal and magnitude is floored to prevent
negative values. This approach is computationally tractable for single-channel audio but
introduces moderate spectral distortion, quantified as a log spectral distance of 4.45 dB in the
50-500 Hz range, indicating moderate rather than minimal processing artifacts.

A critical methodological concern is that spectral subtraction substantially reduces
signal energy, in this case to approximately 17% of the original RMS, which could itself
cause score changes independently of reverberation removal. To rule this out, both original
and dereverberated audio were normalised to identical RMS energy before being passed to
the model. Under this energy-controlled condition, any score change can only be attributed to
the change in spectral and temporal structure rather than to amplitude differences.

Figure 7
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Mel spectrogram of a representative false positive sample before dereverberation (top), after
single-channel spectral subtraction dereverberation (middle), and the difference showing what was removed
(bottom). Energy is reduced broadly across all frequency bands and throughout the clip, consistent with late
reverberation rather than targeted spectral removal.

After energy normalisation, all samples showed a decrease in bonafide score
following dereverberation, and 65% crossed the decision boundary and were correctly
reclassified as spoof. The mean score change was -6.951 (SD =4.904), and a one-sample
t-test confirmed this was significantly different from zero (t=-6.178, p <0.001). Score
changes ranged from -1.03 for the smallest effect to -19.05 for the largest, with the majority
of samples showing changes between -6 and -12 points. Across all TTS models and
languages represented in the top samples, bark, vits, xtts v1.1, and xtts_v2 across Italian,
Spanish, French, English, Polish, and German, the score decrease was universal, suggesting
the effect is not specific to a particular synthesis system or language.

The samples that did not flip classification fall into two categories. Some samples
already had negative original scores under energy normalisation, meaning they were not strict
false positives in the normalised condition. The remaining ones had very high original
bonafide scores ranging from +12 to +14, and while dereverberation moved the scores
substantially, the confidence was too high to cross the decision boundary with this algorithm.



These cases are consistent with some false positives being driven by multiple overlapping
acoustic factors rather than reverberation alone.

The causal chain established across sections 5.3 through 5.6 is as follows: replay
introduces reverberant periodicity into the audio signal; the model attends to those periodic
moments as evidenced by the Grad-SAM attribution analysis; the acoustic content of those
moments is more periodic and less irregular than what the model attends to in correct
detections; and removing that periodicity via dereverberation causes the model to recover
correct classification in the majority of cases.

Two limitations of this analysis should be noted. First, the spectral subtraction
algorithm introduces moderate spectral distortion (LSD = 4.45 dB), meaning that not all score
changes can be attributed purely to reverberation removal, and some contribution from
processing artifacts cannot be excluded. Second, the trial is limited to 150 samples from four
UIDs representing an extreme acoustic condition, and may not generalise to the full range of
replay conditions in ReplayDF. Replication using a more principled dereverberation method,
specifically Weighted Prediction Error (WPE) processing on the full dataset, is identified as a
priority for future work and would substantially strengthen the causal claim.

6. Discussion

The results reported in Chapter 5 converge on a coherent account of why
W2V2-AASIST fails on replayed deepfakes. When the model produces a false positive on a
replayed sample, its Grad-SAM attribution maps are significantly more diffuse than those
produced for correctly classified samples, with 22 of 24 transformer layers showing
significantly higher entropy in the false positive condition. This diffuseness is not
accompanied by a systematic shift in the frequency region the model attends to, as three
independent frequency analyses all returned null results, but the moments the model does
attend to in false positive cases are acoustically distinct: more periodic, less irregular, and
more consistent with the characteristics of reverberant speech than with the aperiodic
artefacts that TTS vocoders introduce. Removing that periodicity via dereverberation caused
the model to correctly reclassify 65% of previously fooled samples under controlled energy
conditions, providing direct causal support for the correlational acoustic findings. Together,
these results suggest that the replay failure mode is one of attentional diffusion driven by the
loss of diagnostic acoustic features, but one of a systematic misdirection of the model’s
attention toward a different spectral region.

This account has a straightforward mechanistic interpretation. W2V2-AASIST
appears to have learned to detect TTS-generated speech by identifying specific acoustic
moments: irregular, aperiodic, noise-like regions that vocoders introduce at phoneme
boundaries and during unvoiced segment generation. In clean recording conditions these
moments are detectable. The model finds them, locks onto them, and issues a confident spoof



classification. When replay is applied, room reverberation adds delayed copies of the signal
to itself, smoothing out the acoustic irregularities the model relies on and imposing artificial
periodicity on the signal. The model can no longer find the diagnostic features it usually
looks for. Its attention spreads broadly across the clip, attending to moment after moment
without identifying a clear signal, and the resulting classification reflects this uncertainty: the
bonafide score drifts upward into false positive territory. The primary layer distribution
analysis supports this interpretation further. Replay degrades the quality of what those
different processing stages find.

The frequency null result falsifies the original hypothesis. The prediction was that
false positives would show lower-frequency attribution, consistent with the model attending
to room acoustic characteristics rather than high-frequency TTS artefacts. This did not occur.
Three methods converging on the same null result makes it unlikely to be a power or
methodology issue, and the finding has a clear interpretation in light of the entropy results: if
the model’s attention is simply diffuse rather than redirected, no frequency shift would be
expected, because diffuse attention averages over the full spectrum rather than concentrating
on any particular region. The failure mode is attentional diffusion, not spectral misdirection,
and this distinction matters for how the problem should be approached in future work.

The TTS model breakdown from Section 5.5 should also be given attention. The
significant concentration differences between FP and TN samples were found for bark and
vits but not for xtts v1.1 or xtts v2. This suggests the replay-induced degradation is not
uniform across synthesis architectures. One possibility is that bark and vits produce more
temporally localised artefacts, concentrated in specific moments, that are easier for the model
to exploit but also easier for replay to mask. The xtts systems may produce artefacts that are
more distributed across the clip, making them neither as easily detected nor as easily
disrupted by replay. Whether this reflects fundamental differences in neural vocoder
architecture between the two families is a meaningful question for future work, and the
answer would have practical implications for which TTS systems are most vulnerable to
replay-based evasion.

The dereverberation validation, while supportive of the causal claim, should be
interpreted with appropriate care. The spectral subtraction algorithm used here introduces
moderate distortion (log spectral distance 4.45 dB) and the trial was conducted on 150
samples from a small number of highly reverberant UIDs, representing an extreme end of the
acoustic conditions in ReplayDF. The 65% reclassification rate and the universal score
decrease direction are encouraging, but the result cannot be straightforwardly generalised to
the full range of replay conditions without further validation. The energy normalisation
controls for the most obvious confound, but processing artefacts from the dereverberation
algorithm itself cannot be fully excluded as a contributing factor. Replication using Weighted
Prediction Error dereverberation on the full dataset would substantially strengthen the causal
claim and is the most important next step for this line of work.

Despite these limitations, the findings make a substantive contribution to
understanding why replay degrades audio deepfake detection. Prior to this work, the



performance collapse documented by Miiller et al. had no mechanistic explanation at the
level of internal model representations. The present study provides one: the model loses its
ability to focus on the diagnostic acoustic moments that distinguish TTS-generated speech,
because replay has smoothed them away. This explanation is grounded in statistically robust
attribution analysis, validated by two independent faithfulness tests, and supported by a direct
experimental manipulation. It is also practically useful. It suggests that improving model
robustness to replay attacks should focus on making detection less dependent on temporally
localised acoustic artefacts, either through data augmentation that specifically targets artefact
smoothing, or through architectural changes that encourage the model to integrate evidence
across the full clip rather than concentrating on individual moments.

7. Conclusion

This thesis set out to investigate why W2V2-AASIST, a state-of-the-art audio
deepfake detector, fails on replayed synthetic speech. The question was motivated by the
finding of Miiller et al. (2025) that physically replaying TTS-generated audio through a room
and microphone is sufficient to raise the model’s Equal Error Rate from 4.7% to 18.2%, but
the mechanistic basis of this degradation had not been examined. By applying Grad-SAM
attribution analysis to the model’s false positive classifications of replayed deepfakes and
comparing them systematically against correct classifications, this study has produced the
first interpretability-driven account of the failure mode.

The central finding is that false positive classifications are characterised by diffuse,
unfocused attention across the transformer layers of the W2V2 front-end. When replay fools
the model, it cannot identify a specific moment in the audio that carries a reliable diagnostic
signal. Frequency attribution analysis established that this diffuseness does not reflect a
systematic shift toward lower-frequency room acoustic features, falsifying the original
hypothesis. Acoustic characterisation of the moments the model does attend to revealed that
they are significantly more periodic and less irregular than the moments attended to in correct
classifications, consistent with room reverberation having smoothed the aperiodic vocoder
artefacts the model relies on for detection. A targeted dereverberation experiment provided
direct causal support for this interpretation: removing reverberant periodicity from
high-pitch-regularity false positive samples caused the model to correctly reclassity 65% of
them as spoof under energy-controlled conditions.

The practical implication is that W2V2-AASIST’s vulnerability to replay attacks
reflects a specific dependence on temporally localised acoustic irregularities introduced by
TTS vocoders. Replay masks these irregularities, and the model has no fallback. Making the
model more robust would require either training it to exploit more distributed acoustic
evidence, or augmenting training data in ways that specifically target the smoothing effect of
room reverberation on vocoder artefacts. The TTS model breakdown finding, that bark and
vits show significantly stronger concentration differences than the xtts family, suggests that



different synthesis architectures vary in how localised their detectable artefacts are, and that
this variation has practical implications for replay vulnerability.

The study has several limitations. The dereverberation validation used a
single-channel algorithm with moderate distortion, and the acoustic analysis does not fully
control for language and TTS model effects. Replication with Weighted Prediction Error
dereverberation, and a controlled four-group entropy comparison including ASVspoof
bonafide and spoof conditions are identified as the most important directions for extending
this work.

Taken together, the findings demonstrate that gradient attribution analysis can produce
meaningful mechanistic insights into the failure modes of self-supervised speech models,
even under the challenging conditions introduced by replay attacks. The failure mode
identified here is specific, experimentally supported, and practically interpretable, which is
the standard this kind of interpretability research should be held to.
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Acoustic Features: High-Attribution Segments
N vs FP — Violin Plots
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