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Abstract
This study investigates the integration of d-vector speaker embeddings into the TIGER (Time-
frequency Interleaved Gain Extraction and Reconstruction) architecture for target speaker extraction,
with a systematic comparison of three injection strategies, namely bottleneck-level conditioning,
intra-separator modulation, and a dual-level hybrid approach, as well as three projection dimension-
alities. To enhance the utilisation of speaker embeddings, a combination of cosine-similarity-based
gating and Feature-wise Linear Modulation (FiLM) is employed. Experiments on the Libri2Mix
dataset show that intra-separator FiLM conditioning achieves the strongest signal-level performance
and the lowest speaker confusion rate among the three strategies, while bottleneck-level injection
and dual-level conditioning perform at a comparable but lower level. A complementary experiment
on projection dimensionality finds that performance is not monotonically related to dimensionality,
and that the optimal choice is determined by the conditioning mechanism and internal feature di-
mensions of the architecture rather than by scale alone. The results show that speaker confusion
is the most common problem across all models, which means that handling speaker identity more
effectively is still a major challenge for future work.

Keywords: Target Speaker Extraction; Speech Separation; Speaker Embedding; TIGER; FiLM;
Time-Frequency Domain
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1 Introduction

In real-world acoustic environments, speech from multiple speakers often overlaps, making it dif�-
cult to isolate the voice of a particular speaker from a mixed signal. Despite this complexity, humans
can naturally focus on the speaker they intend to listen to, a phenomenon known as the “cocktail
party effect”. This ability has motivated a large body of research on speech separation, which aims
to recover individual speech signals from a mixture.

Although speech separation has achieved remarkable progress in recent years, conventional methods
typically attempt to separate all speakers in the mixture simultaneously. This introduces the prob-
lem of permutation ambiguity, and also leads to signi�cant computational complexity in practical
scenarios where only the target speaker's speech is required. To address this issue, Target Speaker
Extraction (TSE) has emerged as a more practical research direction. Unlike conventional speech
separation, TSE incorporates auxiliary information such as reference speech or speaker embeddings
to extract only the target speaker's voice, thereby avoiding permutation ambiguity and better align-
ing with downstream applications such as automatic speech recognition and personalised speech
interaction systems.

With the development of deep learning, both speech separation and target speaker extraction have
achieved signi�cant improvements in model architecture and performance. Early neural approaches
were mainly based on time-frequency masking methods. Representative models include VoiceFilter
(Q. Wang et al., 2019) and SpeakerBeam (�Zmoĺ�ková et al., 2019), which incorporate speaker em-
beddings as conditioning information to guide the model toward the target speaker, achieving sig-
ni�cant improvements over traditional methods. In addition, time-domain methods have also been
widely studied. Representative models include SpEx and its variants (C. Xu et al., 2020), which
generally achieve further performance improvements compared with earlier time-frequency domain
approaches.

Building on these advances, TIGER (M. Xu et al., 2025) is a recently proposed speech separation ar-
chitecture that combines complementary time-frequency modelling with ef�cient feature extraction
and reconstruction mechanisms. It achieves competitive separation performance while maintaining
high computational ef�ciency. Compared with previous methods, TIGER strikes a better balance
between performance and ef�ciency, and provides a �exible framework for incorporating speaker-
conditioned information.

Motivated by this, this study investigates how d-vector speaker embeddings (Variani et al., 2014)
can be effectively integrated into the TIGER architecture for target speaker extraction. Speci�cally,
we systematically analyse different injection strategies of speaker identity information at various
stages of the model, and study their impact on �nal separation performance. This work is expected
to provide new insights into the design of more ef�cient and robust target speaker extraction sys-
tems. Speech separation has broad practical applications in voice assistants, teleconferencing sys-
tems, hearing aids, and personalized speech interfaces, where reliable extraction of target speech is
critical in the presence of competing speakers and background noise.
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1.1 Research Questions and Hypotheses

To systematically investigate the role of speaker embedding integration in TIGER, the following
research questions and hypotheses are formulated:

• RQ1: At what stage of the TIGER architecture should speaker embeddings be injected for
optimal target speaker extraction performance?

• RQ2: How does the dimensionality of the projected speaker embedding affect target speaker
extraction performance in the TIGER architecture?

Based on these research questions, this study proposes the following hypotheses:

• H1: Injecting speaker embeddings at deeper feature stages leads to better target speaker ex-
traction performance.

• H2: Higher projection dimensionality of speaker embeddings leads to better target speaker
extraction performance in TIGER.
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2 Literature Review

This literature review is organised into three main sections to support the proposed research: speech
separation methods, target speaker extraction techniques, and evaluation methods, following a brief
overview of the search strategy and selection criteria used for literature selection.

2.1 Search Strategy and Selection Criteria

The literature reviewed in this thesis was collected through searches on several widely used academic
databases and digital libraries related to speech processing. Both peer-reviewed publications and
recent preprints were included to provide a broad overview of developments in speech separation
and target speaker extraction.

• Literature sources: IEEE Xplore, Google Scholar, arXiv, SpringerLink, as well as papers
published at leading conferences in speech and signal processing.

• Search keywords: speech separation, target speaker extraction, speaker embedding, d-vector,
time-frequency domain, time-domain separation, TIGER, speech enhancement, and speaker-
conditioned separation.

• Topics covered: The reviewed studies mainly focus on speech separation methods, target
speaker extraction frameworks, speaker embeddings, and techniques for incorporating speaker
information into neural network models.

• Selection criteria: Papers were chosen according to their relevance to this research topic,
their in�uence within the �eld, the reputation of the publication venue, and their publication
date.

2.2 Speech Separation Methods

Speech separation methods can be broadly divided into time-frequency domain methods and time-
domain methods.

2.2.1 Time-Frequency Domain Methods

Time-frequency domain methods are based on the Short-Time Fourier Transform (STFT), which
converts waveform signals into spectrogram representations for speech separation. Early approaches
such as DPCL (Hershey et al., 2016), uPIT-BLSTM (Kolbæk et al., 2017), and Chimera++ (Z.-Q.
Wang et al., 2018) combine STFT-based features with RNN-based separation networks. These early
approaches are widely used due to their clear physical interpretability and compatibility with tra-
ditional signal processing techniques. However, their performance is limited by the �xed STFT
representation and the dif�culty of phase reconstruction, typically achieving around 10–15 dB SI-
SDRi on WSJ0-2Mix, which is signi�cantly lower than later methods. Recent improvements such
as TF-GridNet (Z.-Q. Wang et al., 2023) introduce full-band self-attention in the frequency domain,
signi�cantly enhancing modelling capacity and reaching 23–24 dB SI-SDRi on WSJ0-2Mix, but
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at the cost of higher computational complexity. More recently, ef�cient time-frequency hybrid ar-
chitectures such as TIGER (M. Xu et al., 2025) have been proposed to reduce computational cost
while maintaining competitive performance through structured frequency modelling and interleaved
attention mechanisms.

2.2.2 Time-Domain Methods

Time-domain approaches process speech signals directly in the waveform domain rather than rely-
ing on time-frequency representations. Conv-TasNet (Luo & Mesgarani, 2019) employs a temporal
convolutional network to learn speech representations and typically reports SI-SDRi values of ap-
proximately 15–16 dB on the WSJ0-2Mix benchmark. To better capture long-range dependencies,
DPRNN (Luo et al., 2020) partitions the input sequence into shorter segments and alternates be-
tween intra-block and inter-block modelling. This dual-path design has since been adopted by many
subsequent studies and generally achieves 18–19 dB SI-SDRi. TDANet (Li et al., 2023) proposes a
lightweight architecture based on top-down attention, reaching a similar performance level of around
18–19 dB SI-SDRi while offering improved computational ef�ciency. Owing to their favourable
trade-off between separation quality and ef�ciency, these architectures have become widely used in
speech separation research. The performance values reported here are taken from Li et al. (2025).

2.3 Target Speaker Extraction Techniques

Target Speaker Extraction (TSE) is designed to recover the speech of a speci�ed speaker from a mix-
ture containing multiple speakers by making use of auxiliary information that identi�es the target,
such as a reference utterance, visual input, or spatial cues. Existing TSE approaches can generally be
grouped into three broad categories: traditional signal processing and generative techniques, neural
network-based methods, and multimodal approaches.

2.3.1 Early Signal Processing and Generative Methods

Early TSE approaches were mainly based on generative models and traditional signal processing
techniques, such as beamforming-based spatial �ltering, Independent Component Analysis (ICA),
Independent Vector Analysis (IVA), and Non-negative Matrix Factorization (NMF) (Elminshawi et
al., 2023; �Zmoĺ�ková et al., 2023). Many of these approaches are built on assumptions such as
source independence or spatial diversity and involve iterative optimisation at inference time, result-
ing in relatively high computational cost. In addition, they often require multi-microphone setups
or extensive prior recordings of the target speaker, reducing their practicality in scenarios involving
previously unseen speakers.

2.3.2 Neural Network-Based TSE Methods

With the advancement of deep neural networks, discriminative learning-based TSE methods have
become dominant. Among them, time-frequency masking approaches represent one of the earliest
neural implementations. These methods �rst transform the mixture signal into the time-frequency
domain using Short-Time Fourier Transform, and then estimate a mask to extract the target speaker's
spectrum. Representative models include VoiceFilter (Q. Wang et al., 2019) and SpeakerBeam
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( �Zmoĺ�ková et al., 2019). By incorporating speaker embeddings as conditioning information, these
methods enable the model to focus on the target speaker. Compared to traditional approaches, they
achieve signi�cant performance improvements. However, their performance is still limited by phase
estimation errors inherent in STFT-based representations. To address these limitations, recent re-
search has shifted toward time-domain end-to-end models. Inspired by Conv-TasNet (Luo & Mes-
garani, 2019), these approaches directly operate on waveform signals using an encoder–separator–
decoder architecture, avoiding information loss caused by frequency-domain transformations. Rep-
resentative models include SpEx and its variants (C. Xu et al., 2020), as well as architectures based
on Temporal Convolutional Networks (Lea et al., 2017) and Dual-Path Recurrent Neural Networks
(Luo et al., 2020). In particular, DPRNN-based models effectively capture long-range temporal
dependencies, making them a widely adopted architecture for single-channel TSE.

2.3.3 Multi-Modal Methods

Multi-modal approaches are gaining interest in target speaker extraction because they use comple-
mentary information beyond audio. Audio-visual methods incorporate cues such as lip movements
or facial features, and these help when speakers have similar voices or when speech overlap is se-
vere. For example, audio-visual TSE models reduce speaker confusion and achieve performance
above 18 dB on certain datasets (�Zmoĺ�ková et al., 2023). Multi-channel methods use spatial cues,
such as the direction of arrival of sound, to further improve target speech extraction. The integration
of audio, visual, and spatial information is at the frontier of TSE research, and top systems reach
approximately 20–23 dB SI-SDR improvement on standard benchmarks (Li et al., 2025).

2.4 Speaker Embeddings

Speaker embeddings are �xed-dimensional vector representations that encode the identity of a speaker
in a way that is largely independent of the spoken content. In the context of target speaker extraction,
they serve as the conditioning signal that guides the model toward the target speaker's voice.

2.4.1 From I-vectors to Neural Embeddings

Early approaches to speaker representation relied on i-vectors (Jurafsky & Martin, 2023), which are
derived from a Gaussian Mixture Model framework and capture speaker-level statistics in a low-
dimensional subspace. While effective for speaker veri�cation, i-vectors are expensive to compute
and perform poorly on short or noisy utterances, which limits their use in real-time TSE systems.

The d-vector, introduced by Variani et al. (2014), moved toward neural network-based embeddings.
A d-vector is extracted by passing a reference utterance through a deep network trained for speaker
classi�cation and taking activations from one of the �nal layers. This embedding captures speaker
identity in a compact form that does not depend on speech content. Compared to i-vectors, d-vectors
are faster to compute and generalize better to unseen speakers, so they work well in TSE systems
that need to handle arbitrary target speakers at test time.

More recent work led to ECAPA-TDNN (Desplanques et al., 2020), which improves on earlier
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d-vector systems by adding channel- and context-dependent attention, multi-scale feature aggrega-
tion, and residual connections. ECAPA-TDNN performs well on speaker veri�cation benchmarks
and produces discriminative embeddings even from short reference utterances. For these reasons,
ECAPA-TDNN is used as the speaker encoder in this study, with its parameters kept frozen during
TSE model training to ensure stable embedding extraction.

2.5 Feature Conditioning Mechanism

Feature conditioning refers to the process of injecting auxiliary information (such as speaker iden-
tity) into a neural network's internal representations to guide its behaviour toward a desired output.
In the context of target speaker extraction, effective conditioning allows the model to selectively
enhance target-speaker-related features while suppressing interference from other speakers.

2.5.1 Feature-wise Linear Modulation (FiLM)

Feature-wise Linear Modulation (FiLM) is a general-purpose conditioning method for neural net-
works proposed by Perez et al. (2018). The core mechanism applies a feature-wise af�ne trans-
formation to a network's intermediate representations based on some conditioning input. Formally,
given conditioning-derived parameters g and b, FiLM modulates the c-th feature map Fi;c of the i-th
input as follows:

FiLM(F i;c) = gc � Fi;c +b c

where gc and bc are learned functions of the conditioning input. By scaling and shifting feature maps
in this way, the conditioning signal can selectively amplify, suppress, or negate speci�c internal rep-
resentations, enabling the network to adapt its behaviour based on external information.

Originally proposed for visual reasoning, FiLM demonstrated strong performance on the CLEVR
benchmark, outperforming prior state-of-the-art methods, and Perez et al. (2018) showed that its
effectiveness is not closely tied to normalisation layers, making it broadly applicable across differ-
ent architectures and domains. Compared to simple concatenation-based approaches, FiLM enables
multiplicative interactions between the conditioning signal and internal feature representations, al-
lowing �ner-grained control over which features are emphasised or suppressed, while remaining
computationally ef�cient and applicable at any stage of the network.

2.6 Evaluation Methods and Performance Metrics

The performance of target speaker extraction systems can be evaluated from several perspectives,
such as speech separation quality, speaker identity preservation, and downstream task performance.
This section reviews commonly used evaluation metrics for TSE, covering signal-level metrics such
as SI-SDRi and SDRi, perceptual quality metrics such as PESQ, as well as task-oriented metrics
such as word error rate (WER).

2.6.1 Objective Evaluation Metrics

Scale-Invariant Signal-to-Distortion Ratio (SI-SDR) was proposed by Le Roux et al. (2019) as a
more robust alternative to the conventional SDR metric implemented in the BSS eval toolkit. SI-
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SDR introduces a single optimal scaling factor between the estimate and the reference, ensuring that
the residual error is orthogonal to the target signal and that evaluation focuses on signal structure
rather than arbitrary amplitude differences. SI-SDRi is then de�ned as the difference between the
SI-SDR of the separated output and that of the original mixture, re�ecting the relative improvement
achieved by the model over the unprocessed input.

Signal-to-Distortion Ratio (SDR) is de�ned within the BSS eval framework (Févotte et al., 2005)
as the ratio between the energy of the target speech component and the energy of distortion com-
ponents, including interference, noise, and algorithm-induced artefacts. SDRi is then de�ned as the
difference between the SDR of the enhanced signal and that of the original mixture. However, Le
Roux et al. (2019) demonstrated that the conventional SDR as implemented in the BSS eval toolkit
suffers from critical failure cases in single-channel separation scenarios. Despite these limitations,
SDRi remains a standard complementary metric alongside SI-SDRi in speech separation and target
speaker extraction research.

Perceptual Evaluation of Speech Quality (PESQ) is an ITU-T standardised objective metric for end-
to-end speech quality assessment proposed by Rix et al. (2001). PESQ operates by comparing a
reference clean speech signal with a degraded or processed version, mapping both signals into an
internal perceptual representation that models the human auditory system through frequency warp-
ing, loudness transformation, and simpli�ed masking effects. Compared to signal-level metrics such
as SDR and SI-SDR, PESQ provides a complementary assessment that is more closely aligned with
human perceptual judgement.

Word Error Rate (WER) is a standard evaluation metric widely used in automatic speech recog-
nition research to assess the intelligibility of processed speech at the linguistic level (Jurafsky &
Martin, 2023). It is computed as the sum of substitutions, deletions, and insertions normalised by
the total number of words in the reference transcription. In the context of target speaker extraction,
WER serves as a downstream task-oriented metric that re�ects how effectively the separated speech
can be recognised by an ASR system.
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Table 1: Summary of Core Literature

Reference Main Findings Topic

Li et al. (2025)
Comprehensive survey of speech separation, covering
architectures, learning paradigms, and recent advances

Review of
speech separa-
tion methods

�Zmoĺ�ková et al.
(2023)

Systematic overview of neural-based target speaker ex-
traction methods

TSE methods

Elminshawi et al.
(2023)

Insights into target speaker extraction and the role of
auxiliary information

TSE insights

M. Xu et al. (2025)
Ef�cient speech separation model (TIGER) with strong
performance

Lightweight
speech separa-
tion

Q. Wang et al. (2019)
Speaker-conditioned speech separation system (Voice-
Filter) using speaker embeddings

TF-domain
speaker ex-
traction

Luo and Mesgarani
(2019)

Conv-TasNet, a time-domain speech separation model
Time-domain
separation

Lea et al. (2017)
Temporal Convolutional Networks (TCN) for effective
temporal sequence modelling

Temporal
modelling

Luo et al. (2020)
Dual-path RNN for ef�cient long-sequence time-
domain speech separation

Time-domain
separation

Li et al. (2023)
TDANet, a lightweight time-domain model using top-
down attention

Time-domain
separation

C. Xu et al. (2020)
Time-domain speaker extraction model (SpEx) with
multi-scale and multi-task learning

Time-domain
speaker ex-
traction

Hershey et al. (2016)
Deep clustering (DPCL), an early TF-domain speech
separation method

TF-domain
separation

Kolbæk et al. (2017)
Utterance-level permutation invariant training (uPIT-
BLSTM) for multi-talker separation

TF-domain
separation

Z.-Q. Wang et al.
(2018)

Chimera++, combining deep clustering and mask infer-
ence for improved separation

TF-domain
separation

�Zmoĺ�ková et al.
(2019)

SpeakerBeam for speaker-conditioned target speaker
extraction

TF-domain
speaker ex-
traction

Z.-Q. Wang et al.
(2023)

TF-GridNet, a time-frequency domain speaker separa-
tion model

TF-domain
separation

Variani et al. (2014)
d-vector, a deep neural network-based speaker embed-
ding for speaker veri�cation

Speaker em-
bedding

Continued on next page
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Table 1 continued from previous page

Reference Main Findings Topic

Perez et al. (2018)
FiLM, a general-purpose feature-wise linear modula-
tion conditioning method

Feature condi-
tioning

Le Roux et al. (2019)
SI-SDR as a robust metric for speech separation evalu-
ation

Evaluation
metric

Févotte et al. (2005)
Signal decomposition-based framework for objective
evaluation of source separation

Evaluation
metric

Jurafsky and Martin
(2023)

Word Error Rate (WER) as a standard metric for speech
recognition accuracy

Evaluation
metric

Rix et al. (2001) PESQ metric for perceptual speech quality evaluation
Evaluation
metric
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3 Methodology

This study investigates the optimal integration strategy of speaker embeddings (d-vector) within
the TIGER architecture (M. Xu et al., 2025) for target speaker extraction. The methodology is
organised into �ve sections covering the dataset, model and injection strategies, technical framework,
evaluation methodology, and research ethics.

3.1 Dataset Description

This study uses the Libri2Mix dataset (Cosentino et al., 2020), a public benchmark for speech sep-
aration derived from the LibriSpeech corpus. Libri2Mix is commonly used in speech separation
research, so results can be compared with existing work. Experiments use the clean train-100 subset
of Libri2Mix, which contains approximately 43.3 hours of two-speaker mixtures sampled at 16 kHz.
For TSE, one speaker in each mixture is the target speaker (S1), while the other is the interfering
speaker (S2). The d-vector comes from a separate utterance of the target speaker, not included in the
mixture. The dataset is split into training, validation, and test sets with non-overlapping speakers, so
evaluation is speaker-independent. Chapter 4 gives full details on data preparation, speaker statistics,
and sample counts.

3.2 Core Methods and Models

This section describes the methods used, including TIGER as baseline and the speaker-conditioned
TSE framework with d-vector embeddings. Different speaker embedding injection strategies are
compared systematically.
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3.2.1 TIGER Architecture

Figure 1: Overall pipeline of TIGER for two-speaker speech separation.

The TIGER system (M. Xu et al., 2025) (Figure 1) can be divided into �ve main components: the
encoder, the bandsplit module, the separator, the band-restoration module, and the decoder.
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Encoder: The encoder uses the Short-Time Fourier Transform (STFT) to transform the input mix-
ture from the time domain into a complex time–frequency representation, producing F frequency
bins and T time frames.

Band-split Module: The full frequency range is divided into K sub-bands of varying bandwidths,
re�ecting the unequal perceptual importance of different frequency regions. Each sub-band is then
mapped to a shared channel dimension N via 1D convolution, and the resulting sub-band features
are concatenated along the frequency axis.

Separator: The separator module takes the band-split feature as input and models inter- and intra-
band dependencies through a stack of frequency–frame interleaved (FFI) blocks. Each FFI block
consists of a frequency path and a frame path, which sequentially capture cross-band frequency re-
lationships and temporal dependencies, respectively. In both paths, multi-scale selective attention
(MSA) and full-frequency-frame attention (F3A) are used to enhance feature representation and in-
tegrate global contextual information.

Band-restoration Module: After the separator, the sub-band representations are transformed back
to the full frequency resolution for mask estimation. For each sub-band feature, a 1D convolu-
tion followed by a PReLU activation is applied to expand the channel dimension from N to 2Gk,
corresponding to the real and imaginary components of the complex spectrum. The reconstructed
complex representation is then passed through a ReLU activation to produce the sub-band mask.

Decoder: The predicted mask is applied to the mixture spectrum to obtain an enhanced time–
frequency representation, which is then converted back to the time domain using the inverse STFT
(iSTFT) to produce the �nal separated waveform.

Together, these �ve components form a complete pipeline that transforms a raw mixture waveform
into a separated speech signal through a structured sequence of frequency-domain encoding, sub-
band feature extraction, iterative gain estimation, and waveform reconstruction. The key strength of
TIGER lies in the FFI block design within the separator, which alternates between frequency and
temporal modelling to capture the complementary structure of speech signals ef�ciently. Compared
to prior architectures that rely on full self-attention over the entire feature sequence, TIGER achieves
competitive separation performance with signi�cantly lower computational cost, making it a suitable
backbone for extending to speaker-conditioned extraction tasks.

3.2.2 D-vector Conditioning Strategy

To extend TIGER from blind speech separation to target speaker extraction, a d-vector based speaker
conditioning method is introduced. The d-vector is a �xed-dimensional speaker embedding extracted
from a pre-trained speaker recognition model using a reference utterance, which captures speaker
identity information in a content-independent way.

Different strategies are explored to integrate speaker embeddings into the TIGER architecture at dif-
ferent stages. The proposed injection strategies are summarised in Table 2 and illustrated in Figure 2.
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As shown in Table 2, the four models differ primarily in the stage at which speaker information
is introduced. The baseline does not incorporate any speaker conditioning and operates as a standard
blind separation system. Model A applies conditioning before the separator at the bottleneck level,
while Model B integrates speaker information more deeply by conditioning within each FFI block.
Model C combines both approaches. This progression from no conditioning to shallow, deep, and
dual-level conditioning allows a systematic comparison of how injection depth affects target speaker
extraction performance.

Table 2: Summary of Speaker Embedding Injection Strategies

Model Injection Point Implementation Details

Baseline None Standard TIGER for blind separation

Model A
Bottleneck (after subband
feature extraction, before
separator)

Cosine gating + FiLM modulation using projected
d-vector

Model B Internal FFI Block
Dynamic FiLM within frequency/time paths for it-
erative re�nement

Model C
Dual-Level Injection: Bot-
tleneck & Internal FFI
Blocks

Combined gating (Model A) and internal modula-
tion (Model B)

Figure 2: Overview of d-vector injection strategies in TIGER for target speaker extraction.

3.2.3 Effect of Projection Dimensionality

To investigate the effect of speaker embedding dimensionality on target speaker extraction perfor-
mance, two additional variants of Model A are introduced, as summarised in Table 3. In the original
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Model A, the d-vector is projected from a 192-dimensional embedding space into a 128-dimensional
feature space before injection. The two variants follow the same bottleneck injection strategy but
use different projection dimensions: one projects to 64 dimensions and the other to 256 dimensions.
All other architectural settings and training con�gurations remain identical across the three variants.

Table 3: Projection Dimensionality Variants of Model A

Model Variant Injection Point Projection Dimension

ModelA-64 Bottleneck 64

ModelA-128 Bottleneck 128

ModelA-256 Bottleneck 256

3.3 Technical Framework

In this study, TIGER is adopted as the baseline model, and a d-vector is introduced for target speaker
conditioning. The d-vector is extracted from a pre-trained speaker recognition model ECAPA-
TDNN (Desplanques et al., 2020) and represents speaker identity information that is independent
of speech content. The ECAPA-TDNN speaker encoder is kept frozen during training to ensure sta-
ble embedding extraction.

The baseline model performs blind speech separation without incorporating any speaker condition-
ing information. Model A (Bottleneck Conditioning) modulates initial sub-band features via cosine-
gating and FiLM (Perez et al., 2018) before the separator. Model B (Intra-Separator Conditioning)
embeds dynamic FiLM within the frequency and time paths of each FFI block to guide iterative
feature re�nement. Model C (Dual-Level Hybrid) integrates both bottleneck gating and internal FFI
modulation, balancing global speaker consistency with adaptive time-frequency modelling.

Two loss terms are used during training. The �rst is a signal reconstruction loss based on nega-
tive SI-SNR, which penalises deviations between the estimated and target speech at the signal level.
The second is a speaker consistency loss computed via cosine similarity, which encourages the em-
bedding of the enhanced output to remain close to the reference d-vector. The total loss is a weighted
combination of the two:

L = a �L SI-SNR+b �L cos

where a and b control the relative contribution of each term.

3.4 Evaluation Methodology

The proposed models are evaluated using a combination of signal-level and application-oriented
metrics in order to provide a broad assessment of extraction performance. Signal �delity, perceptual
quality, and speech intelligibility are all taken into consideration.

To measure separation quality, this study reports SI-SDRi and SDRi, both of which quantify the
improvement achieved by the model relative to the original mixture. For each test sample i, they are
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calculated as:
SI-SDRi = SI-SDR(ŝ; s) �SI-SDR(m; s)

SDRi = SDR(ŝ; s) �SDR(m; s)

where ŝ represents the speech estimated by the model, s is the corresponding clean reference signal,
and m denotes the input mixture before separation.

Perceptual speech quality is further assessed using PESQ (Rix et al., 2001), which estimates quality
from a listener-oriented perspective based on characteristics of human hearing. To evaluate how use-
ful the extracted speech is for downstream automatic speech recognition, Word Error Rate (WER) is
also reported and computed as:

WER =
S +D+ I

N
where S, D, and I correspond to the numbers of substitutions, deletions, and insertions in the recog-
nised transcript, while N is the total number of words in the reference transcription.

3.5 Ethics and Research Integrity

This study relies entirely on existing public resources. No human participants were involved, and no
new data were collected. The sections below brie�y address the main ethical considerations relevant
to this research.

3.5.1 Data Ethics and Privacy

The experiments use the Libri2Mix dataset (Cosentino et al., 2020), which is derived from Lib-
riSpeech and freely available for research use. All recordings are pre-existing read-speech data with
no personally identi�able content. Since the evaluation relies solely on objective metrics such as
SI-SDRi, SDRi, PESQ, and WER, no human listening tests or participant consent procedures were
required.

3.5.2 FAIR Principles

The dataset used in this study is publicly documented and accessible under its original licence,
making it straightforward to �nd and reuse. Standard 16 kHz audio formats and commonly used
processing tools were adopted throughout, which should make it easier for others to replicate or
extend the experiments.

3.5.3 Open Science

The Libri2Mix dataset and evaluation protocols used here are standard in the speech separation
�eld. The implementation code has been made publicly available on GitHub at https://github.com/
KristaWang1999/TSE.
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3.5.4 Bias and Fairness

The train-100 subset includes 125 female and 126 male speakers, which is reasonably balanced. That
said, LibriSpeech recordings come from audiobooks read by English speakers, so the dataset does
not re�ect the full range of accents, speaking styles, or acoustic environments found in real-world
use. The synthetic mixing process also differs from natural conversational overlap, which is a known
limitation of this type of benchmark.

3.5.5 Environmental Impact

Training was conducted on V100 and A100 GPUs. The use of a lightweight TIGER model and early
stopping (patience of 20 epochs) helped limit unnecessary computation, though no formal carbon
measurement was carried out.

3.5.6 Reproducibility

The dataset, model architecture, training procedure, and hyperparameters are all described in this
thesis. The same data splits and preprocessing steps were used in every experiment, so the reported
results should be reproducible by others working from the same setup.
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4 Experimental Setup

The following sections present the implementation details of the experiments conducted in this study.
Based on the methodology introduced in Chapter 3, two sets of experiments are described: one
comparing different speaker embedding injection strategies and the other examining the impact of
projection dimensionality.

4.1 Dataset and Data Preparation

The experiments are based on the train-100 subset of Libri2Mix (Cosentino et al., 2020), a publicly
available two-speaker mixture dataset built from the LibriSpeech train-clean-100, dev-clean, and
test-clean splits. Mixtures are generated at 16 kHz following the of�cial pipeline. In each mixture,
one speaker is treated as the target (S1) and the other as the interfering speaker (S2).

In the TSE setting, the model takes as input the mixture signal and a speaker embedding (d-vector)
of the target speaker, and outputs the estimated speech of the target speaker. The d-vector is ex-
tracted from independent utterances of the target speaker that are not involved in the mixture. Each
speaker has at least two reference utterances for speaker embedding construction. During training, to
improve model robustness and avoid over�tting to a �xed reference utterance, one utterance is ran-
domly selected from the reference set at each iteration for d-vector extraction, forming a dynamic
conditioning mechanism.

The dataset contains 251 speakers in total, including 126 male and 125 female speakers. The training
set originally contains approximately 13,900 mixture samples. During preprocessing, 126 samples
are removed because part of the data is used for constructing speaker embedding references, re-
sulting in 13,774 valid training samples. The validation and test sets each contain approximately
3,000 mixture samples and consist of 40 non-overlapping speakers, ensuring speaker-independent
evaluation and generalisation. In addition, each target speaker has at least one independent reference
utterance for d-vector extraction, ensuring consistent and stable conditioning during inference.

4.2 Experimental Design and Hyperparameter Optimisation

This study builds a Target Speaker Extraction (TSE) framework based on the TIGER architecture (M.
Xu et al., 2025), with systematic comparisons along two experimental dimensions: �rst, three TSE
models employing different speaker embedding injection strategies are compared; second, three pro-
jection dimensionality settings are compared within the bottleneck injection framework. All models
are evaluated against a two-speaker blind speech separation baseline.

In all TSE models, the d-vector is extracted by a pre-trained and frozen ECAPA-TDNN speaker
encoder (Desplanques et al., 2020) and projected into the model feature space through a linear pro-
jection layer followed by a PReLU activation before injection.
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4.2.1 Training Objectives

In terms of training objectives, the baseline and TSE models differ signi�cantly. The baseline is
trained using a PIT-based pairwise negative SI-SDR loss combined with SDR loss to resolve permu-
tation ambiguity in two-output separation. Since the TSE models introduce explicit speaker condi-
tioning, permutation matching is no longer required. Their training objective consists of two com-
ponents: a waveform-level reconstruction loss based on negative SI-SNR, and a speaker consistency
loss computed as the cosine distance between the d-vector extracted from the generated speech and
the target reference d-vector.

4.2.2 Experiment 1: Injection Strategy Comparison

The three injection strategies differ in where and how the projected embedding is applied:

• Model A injects the embedding at the bottleneck level via cosine-similarity-based gating and
FiLM modulation (Perez et al., 2018) before the separator. The cosine gating computes a
similarity score between the projected d-vector and the sub-band features, which is used to
scale the conditioning signal before it is applied via FiLM. This ensures that the injection is
proportional to the degree of speaker match in the input features.

• Model B applies dynamic FiLM modulation iteratively within the frequency and time paths of
each FFI block inside the separator. At each FFI block, the projected d-vector is used to gener-
ate scale and shift parameters that modulate the intermediate feature representations. Because
this conditioning is applied at every block throughout the separator, the speaker information is
continuously reinforced during the feature re�nement process.

• Model C combines both approaches, applying the bottleneck-level gating of Model A before
the separator and the intra-block FiLM modulation of Model B within each FFI block. This
dual-level design is intended to condition the model at both an early and a deep stage of
processing.

All three models share the same TIGER backbone and d-vector extraction pipeline, with only the
conditioning mechanism differing between them.

4.2.3 Experiment 2: Projection Dimensionality

To investigate the effect of projection dimensionality on extraction performance, two further variants
are introduced within the bottleneck injection framework of Model A. In all three variants, the 192-
dimensional d-vector is �rst passed through a linear projection layer followed by a PReLU activation
before injection. The three variants differ only in the output dimension of this projection layer:

• ModelA-64 projects the d-vector to 64 dimensions.

• ModelA-128 (i.e., the original Model A) projects to 128 dimensions.

• ModelA-256 projects to 256 dimensions.
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The projection dimension determines how much information from the original 192-dimensional
speaker embedding is retained and how it is aligned with the internal feature space of the sepa-
rator. A dimension that is too small may discard speaker-discriminative information, while one that
is too large may introduce redundant dimensions that the conditioning mechanism cannot effectively
exploit. All other architectural settings and training con�gurations are held constant across the three
variants, ensuring that any observed differences in performance can be attributed solely to the choice
of projection dimension.

4.2.4 Optimisation Strategy

All models are optimised using Adam with a starting learning rate of 1 �10�3 . For the TSE models,
a weight decay of 1 � 10�5 is also applied, whereas the baseline is trained without it. The learning
rate is adjusted by a ReduceLROnPlateau scheduler, which halves the rate when validation loss stops
improving for 10 consecutive epochs. Training is stopped early if no improvement is observed over
20 epochs.

This chapter has established the experimental framework for the study. Chapter 5 presents and
analyses the results obtained under this setup.
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5 Results

This chapter presents the experimental results of the proposed target speaker extraction models based
on the TIGER architecture (M. Xu et al., 2025). Section 5.1 addresses RQ1 by comparing the per-
formance of the baseline and three TSE models (Model A, B, and C) across four evaluation metrics.
Section 5.2 addresses RQ2 by examining the effect of projection dimensionality on extraction per-
formance.

5.1 Experiment 1: Injection Strategy Comparison

Table 4: Evaluation Results of Different Speaker Embedding Injection Strategies

Model SI-SDRi (dB) SDRi (dB) PESQ WER (%)

Baseline 16.66 17.05 2.89 3.93

Model A 9.10 10.30 2.08 20.22

Model B 9.75 11.06 2.09 20.84

Model C 9.04 10.32 1.95 22.70

Note: Baseline metrics are computed using permutation-invariant (PI) evaluation, which selects the optimal
assignment between two separated outputs and the two reference signals. TSE models produce a single

output evaluated directly against the target speaker reference.

Table 4 presents the mean evaluation results for the baseline and the three TSE models across all
four metrics. Two overarching observations can be drawn. First, all TSE models show substantially
lower performance than the baseline across signal-level, perceptual, and intelligibility metrics. The
baseline achieves a mean SI-SDRi of 16.66 dB and SDRi of 17.05 dB, which is closely consistent
with the SI-SDRi of 16.67 dB and SDRi of 17.09 dB reported by M. Xu et al. (2025) for TIGER
(small) on Libri2Mix. Second, the results reveal a clear performance hierarchy among the TSE
models: Model B achieves the strongest overall performance, while Models A and C perform at a
broadly comparable level across most metrics.

5.1.1 Signal-Level Performance

Among the three TSE models, Model B achieves the highest signal-level performance, with a mean
SI-SDRi of 9.75 dB and SDRi of 11.06 dB. Paired t-tests con�rm that Model B signi�cantly out-
performs both Model A (SI-SDRi: t = �2:706; p = 0:007; SDRi: t = �3:790; p < 0:001) and
Model C (SI-SDRi: t = 3:418; p < 0:001; SDRi: t = 4:269; p < 0:001), while the difference be-
tween Model A and Model C is not statistically signi�cant on either metric (SI-SDRi: p = 0:811;
SDRi: p = 0:930).

However, the mean SI-SDRi values do not fully re�ect the behaviour of the models. At the per-
sample level, all three TSE models show a bimodal distribution that is not observed in the baseline.
The baseline scores are concentrated around its mean of 16.66 dB, whereas the TSE models contain
two groups of samples: a larger group with SI-SDRi values roughly between 13 and 20 dB and a
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smaller group with values below 0 dB. These low-scoring samples correspond to cases of speaker
confusion, where the interfering speaker is extracted instead of the target speaker, causing perfor-
mance to drop to the level of the input mixture or even lower. As a result, the median SI-SDRi
values (13.62 dB for Model A, 14.20 dB for Model B, and 13.69 dB for Model C) better repre-
sent the typical performance of the models than the mean values. The proportions of failure cases
(SI-SDRi < 0 dB) are 13.8%, 12.8%, and 14.1% for Models A, B, and C, respectively.

Figure 3: SI-SDRi distribution across injection strategies (Model A, B, C and Baseline).
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Figure 4: SDRi distribution across injection strategies.

5.1.2 Perceptual Quality (PESQ)

The baseline achieves a mean PESQ of 2.891, occupying a distinctly higher range than all TSE
models, consistent with high-quality clean speech. Among the TSE models, Models A and B show
similar PESQ distributions, with means of 2.081 and 2.088 respectively and no statistically signi�-
cant difference between them. Model C, however, shows a slightly downward-shifted distribution,
with a mean of 1.946.
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