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Abstract
Listeners distinguished synthetic child-like target voices with 96% accuracy in a same/different task,
even when voices shared the same intended gender label. This result validates a controlled TTS +
Seed-VC voice space for speaker-differentiation research and motivates the central acoustic question:
which cues support that separation?

Children’s speech is acoustically and developmentally variable, which makes child-like speaker
differentiation challenging for both perception and speech technology. This thesis examines how
controlled synthetic child-like speech can be used to study speaker differentiation, and which acoustic
cues appear to support separation among synthetic child-like voices. A TTS + Seed-VC pipeline was
used to generate 35 synthetic child-like voice samples from five source sentences and seven target
voices. A same/different listening test with 32 complete-case participants evaluated whether the
generated voices were perceptually usable for speaker-differentiation research. The acoustic analyses
covered whole-file measures, UW vowel/formant structure, ECAPA speaker embeddings, and MFCC
classification, alongside an adult-control validation.

Listeners distinguished different synthetic target voices with high accuracy. Overall same/different
accuracy was 85.9%; different-speaker pairs reached 96.1% accuracy both within the same gender
category and across different gender. Accuracy was lower for same-target cross-utterance pairs, at
65.6%, indicating that target separation and same-target identity consistency are distinct challenges.
The main acoustic finding was that UW-like vowel contexts, analysed through F2, F3, and especially
∆F2–F3, provided a promising and interpretable cue area for speaker separation. Across several UW-
like words, these measures showed systematic target-relevant differences, although the pattern was
context-dependent and not universal. Whole-file F0 was informative but insufficient alone. ECAPA
embeddings supported target-related structure, MFCC analyses showed strong signal separability with
limited interpretability, and adult-control analysis showed clearer target clustering under adult-target
conditions.

Together, the findings provide empirical validation of a synthetic child-like voice space, identify
UW-related upper-formant structure as a promising acoustic cue area, and demonstrate a mixed-
evidence pipeline for studying child-like speaker separation under controlled conditions.
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1 Introduction
Virtual Reality classroom systems and educational simulations increasingly require voices that do
more than deliver intelligible speech. In classroom-management training, the audio environment is
part of the realism of the simulation: student teachers must be able to notice who is speaking, whether
a pupil is responding appropriately or disruptively, and how classroom interaction unfolds over time
(Mouw et al., 2020). This is especially relevant for the Order in the Classroom with Virtual Reality
(Mouw and Fokkens-Bruinsma, 2022; Mouw et al., 2025; Morssink-Santing et al., 2026; Van der Zee
et al., 2025) project, where child avatars represent different pupils in a simulated classroom. Previous
evaluations of VR classroom training have identified realism, authenticity, human-like interaction, and
the auditory experience as important areas for improvement (Mouw et al., 2020). For such systems,
child-avatar voices therefore need not only to sound child-like, but also perceptually distinct enough
to support classroom-management decisions during the simulation. This challenge is intensified by
the limited availability of suitable child-speech material, especially Dutch child voices, which makes
scalable recording-based voice design difficult for VR classroom development.

This applied problem raises a broader scientific question: what makes child-like voices sound
different from one another? In adult speech, speaker identity is often supported by a combination
of pitch, timbre, formant structure, speaking style, and other acoustic properties. In child speech,
however, the problem is more complicated. Children’s voices are acoustically and developmen-
tally variable, and children of similar ages may share broadly similar vocal-tract dimensions and
developmental characteristics (Lee et al., 1999). As a result, child-like voices may occupy a more
compressed acoustic space than adult voices, making between-speaker differences smaller relative to
within-speaker variability.

Children’s speech differs from adult speech in several important ways. As children grow, their
speech changes in fundamental frequency, formant frequencies, vowel-space organization, duration
and acoustic variability (Lee et al., 1999; Vorperian and Kent, 2007; Gerosa et al., 2009). These
changes reflect both anatomical development, such as vocal-tract growth, and developing control
over speech production. Child speech therefore cannot be treated simply as adult speech with a
higher pitch. For speaker differentiation, this matters because listeners must decide whether acoustic
variation reflects ordinary variation within the same child-like voice or change to a different speaker.

The same issue also matters for speech technology. Systems trained mainly on adult speech often
perform less reliably on children’s speech because of differences in pitch, formants, pronunciation,
speaking rate, and variability (Gerosa et al., 2009; Potamianos and Narayanan, 2003). Similar
challenges appear in speaker verification, where child speech has been shown to be more difficult
to verify than adult speech and where deep speaker-embedding systems remain sensitive to age
and model conditions (Alsalihi and Sztahó, 2024; Safavi et al., 2014). These findings suggest that
child-like speaker differentiation is not only an applied design problem, but also a scientific and
methodological problem.

A key issue is that speaker identity is multidimensional. Fundamental frequency is important, but
pitch alone does not fully determine whether two voices are heard as the same or different speaker.
Timbre, formant structure, and spectral-envelope properties also contribute to perceived voice identity
(Pernet and Belin, 2012; Xu et al., 2013; Kagomiya and Nakagawa, 2009). This is particularly
relevant for child-like voices, where broad pitch differences may not be sufficient to create stable and
distinguishable speaker identities.

Studying speaker differentiation in natural child speech is methodologically difficult. Natural child
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corpora are scarce, and they rarely provide full control over speaker identity, linguistic content, record-
ing conditions, age, speaking style, and number of available utterances. For a speaker-differentiation
experiment, this lack of control matters, if two children say different sentences in different recording
conditions, it becomes difficult to determine whether listeners are responding to speaker identity,
linguistic content, recording quality, prosody, or other uncontrolled factors.

In a voice-conversion pipeline, a source utterance can provide the linguistic content, while a target
reference voice provides target voice characteristics. This makes it possible to generate matched or
comparable utterances across target voices. In the present thesis, a TTS + Seed-VC pipeline is used
to construct a controlled synthetic child-like voice space. This pipeline is treated as an experimental
method rather than simply an engineering product: it creates the conditions under which speaker
differentiation and acoustic cue structure can be studied more systematically.

However, synthetic child-like speech also introduces its own risks. Converted voices may contain
artifacts, target-speaker characteristics may not be preserved consistently, and automatic speaker-
similarity metrics may not align with human perception. For this reason, the listening test serves as
perceptual validation of the generated voice space while the acoustic and computational analyses
examine which cue areas appear to structure the observed separation.

The aim of this study is to investigate how controlled synthetic child-like speech can be used to
study speaker differentiation, and which acoustic cues appear to support separation among synthetic
child-like target voices.

The main research question is:

How can controlled synthetic child-like speech be used to investigate speaker differ-
entiation, and which acoustic cues appear to support separation among synthetic
child-like target voices?

This question is addressed through four sub-questions. First, can the generated synthetic child-like
voice space be perceptually validated for speaker-differentiation research through same/different
listening judgments? Second, which acoustic cue areas, especially F0 and vowel/formant structure, are
informative for target separation within the synthetic child-like voice space? Third, do computational
speaker-similarity measures support or qualify the perceptual and acoustic evidence? Fourth, what
does the TTS + Seed-VC pipeline reveal about the usefulness and limitations of synthetic child-like
speech as controlled experimental material?

The study was guided by several expectations rather than by a fully predetermined cue-
manipulation design. If the conversion pipeline preserved target-speaker information, different
synthetic target voices should be distinguishable in a same/different listening task. Same-gender
different-target comparisons are central to this logic, because they test whether speaker separation
extends beyond a broad intended F/M-label contrast.

Acoustically, F0 was expected to be relevant, but insufficient on its own. Previous work suggests
that voice identity depends on multiple cues, including formant and timbre-related structure (Pernet
and Belin, 2012; Xu et al., 2013). The acoustic analyses therefore examine both broad source-related
measures and vowel/formant structure.

The UW focus should be understood within this broader vowel/formant logic. High-back /u:/-like
vowel contexts provide a useful exploratory site for examining F2, F3, and upper-formant spacing,
but they are not treated as a predetermined or universal explanation of speaker identity. In this study,
UW-related formant structure is therefore framed as a hypothesis-generating cue area; it may reveal
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interpretable target-relevant acoustic structure, but it does not by itself prove which cues listeners
used in the same/different task.

This distinction also motivates the use of complementary computational analyses. ECAPA speaker
embeddings and MFCC features can show whether target-related information is recoverable from the
signal, but they are not equivalent to human perceptual judgment. For that reason, the listening test
remains the main perceptual validation step, while the acoustic embedding, MFCC, and adult-control
analyses provide supporting and boundary-setting evidence.

The present study offers four contributions. First, it provides perceptual evidence that a controlled
set of synthetic child-like voices can be used for speaker-differentiation research. Second, it identifies
UW-related structure, especially F2, F3, and ∆F2–F3, as a promising and interpretable candidate cue
area for speaker separation in this dataset, while leaving the perceptual role of these cues for future
direct testing. Third, it demonstrates a mixed-evidence evaluation pipeline combining perceptual
validation, acoustic analysis, ECAPA speaker embeddings, MFCC exploratory support, and adult-
control validation. Fourth, it offers a practical contribution for VR classroom development by showing
that a controlled TTS + Seed-VC pipeline can generate child-like synthetic voices that human listeners
can distinguish. This provides a flexible and scalable starting point for avatar voice generation and a
pilot basis for future work toward more reliable, context-specific systems, including Dutch child-like
voices.

The remainder of this thesis is organized as follows. Chapter 2 reviews literature on children’s
acoustic development, child speaker differentiation, acoustic cues to speaker identity, perceptual
speaker similarity, automatic speaker-similarity evaluation, and synthetic speech as controlled material.
Chapter 3 describes the methods used to generate the stimuli, design the listening test, and conduct the
acoustic, embedding, MFCC, and adult-control analyses. Chapter 4 reports the perceptual, acoustic,
and supporting results. Chapter 5 discusses the findings in relation to perceptual validation, UW-
related formant structure, and the methodological value and limits of synthetic child-like speech.
Chapter 6 concludes the thesis and outlines directions for future work.
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2 Literature Review

2.1 Acoustic development of children’s speech
Children’s speech is acoustically and developmentally distinct from adult speech. As children grow,
the vocal tract lengthens, speech motor control develops, and temporal and spectral properties of
speech gradually change. These developmental changes affect both source-related properties, such
as fundamental frequency, and filter-related properties, such as formant frequencies and vowel-
space organization. This developmental perspective matters here because speaker differentiation
in a child-like voice space cannot be assumed to follow the same cue structure as adult speaker
differentiation.

Lee et al. (1999) provide a key developmental-acoustic foundation for this argument. Their
work on children’s speech shows that temporal and spectral parameters change with age, including
duration, F0, formants, and spectral-envelope properties. Gerosa et al. (2009) similarly review how
developmental changes introduce age-dependent spectral and temporal variability in children’s speech,
creating challenges for automatic recognition and spoken-dialogue systems. These findings support a
core assumption of the present thesis: child-like speech could not be treated simply as adult speech
with a higher pitch.

Vowel production is especially relevant because vowels provide a structured way to study vocal-
tract filtering. Vorperian and Kent (2007) synthesize acoustic and anatomical evidence on vowel
acoustic space development and show that F1–F2 and F1–F3 vowel spaces change across childhood.
This makes formants theoretically meaningful for the present thesis. F1, F2, and F3 are not only acous-
tic measurements; they are linked to the filtering properties of the vocal tract and to developmental
change in vowel production.

This developmental background also helps motivate cautious interpretation of F/M-labelled child-
like voices. In adult speech, broad male/female differences in F0 and formants are often clearer, but
child speech occupies a developing acoustic space in which such distinctions may be less stable. The
present thesis does not analyse natural child speech as its final stimulus material. Instead, it uses
synthetic child-like voices. Nevertheless, the child-speech development literature motivates why a
child-like synthetic voice space should be evaluated in terms of multiple acoustic dimensions rather
than assumed to behave like adult speech.

2.2 Child speaker differentiation and speech technology
Children’s speech presents challenges for speech technology because systems trained or optimized
for adult speech do not necessarily generalize to children. Potamianos and Narayanan (2003)
showed that robust recognition of children’s speech requires special consideration because of acoustic
differences between children and adults. Gerosa et al. (2009) review related challenges, including
higher fundamental and formant frequencies, greater spectral variability, and age-dependent temporal
differences in children’s speech.

These challenges extend beyond speech recognition to speaker verification and speaker recognition.
Safavi et al. (2014) compared speaker-verification performance for adult and child speech and showed
that child speech is substantially harder for speaker verification. This suggests that child speaker
differentiation is not only a practical data problem, but also a theoretical problem: children’s speech
contains speaker information, but that information may be more difficult to model or separate reliably.
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More recent work with deep speaker embeddings supports this view. Alsalihi and Sztahó (2024)
show that modern embedding methods, including ECAPA-TDNN-based systems, can be applied to
children’s speaker verification, but performance remains sensitive to speaker age, model type, and
training or fine-tuning conditions. This is relevant to the present thesis because ECAPA embeddings
are used as supporting evidence, not as the main perceptual outcome. The child speaker-verification
literature justifies using embeddings as a useful tool while also motivating caution about treating
automatic similarity as equivalent to human perception.

In this thesis, child-like speaker differentiation is therefore treated as both an acoustic and
methodological problem. Previous work has shown that children’s speech is difficult for ASR and
speaker verification, but these difficulties do not by themselves identify which acoustic cues support
separation among child-like voices.

2.3 Acoustic cues to speaker identity: beyond F0
A central question in speaker-identity research is whether voices are distinguished primarily by pitch
or by a broader combination of acoustic cues. The literature supports a multidimensional view. F0 is
important, but it is not sufficient as a complete explanation of voice identity.

Pernet and Belin (2012) showed that voice gender categorization cannot be reduced to pitch alone.
Timbre-related information becomes important, especially when pitch is ambiguous or insufficiently
diagnostic. Xu et al. (2013) similarly argued that both fundamental frequency and formant structure
contribute to the recognition of self-voice and other-voice. Kagomiya and Nakagawa (2009) also found
that both F0 and formant-space size affect speaker discrimination. Together, these studies support a
source-filter account of voice identity in which source-related cues such as F0 and filter-related cues
such as formants jointly shape perceived voice differences.

This literature frames the acoustic logic of the study. The original proposal considered F0 and
formant-related structure as possible acoustic dimensions for speaker differentiation. In the final
design, the planned direct manipulation of F0 and formants was refined into acoustic cue analysis.
The study does not claim to experimentally manipulate F0 and formants; instead, it asks whether F0
alone is sufficient to explain speaker separation and whether vowel-level formant structure provides a
more interpretable cue area.

F0 should therefore not be dismissed as irrelevant. It remains a central acoustic dimension of
voice. At the same time, the literature suggests that speaker identity and voice categorization are not
reducible to pitch. The acoustic analysis consequently focuses on formant/timbre-related measures,
especially F2, F3, and ∆F2–F3 in UW-like vowel contexts.

2.4 Vowel/formant structure as a candidate cue area
Formant structure is a theoretically motivated candidate area for speaker differentiation because it
reflects vocal-tract filtering and vowel articulation. In the context of child speech, vowel formants are
especially relevant because vowel-space organization changes with development. Vorperian and Kent
(2007) show that children’s vowel acoustic space develops across age and that the first three formants
provide useful information about this development. Gerosa et al. (2009) also describe age-dependent
formant scaling and changes in vowel-space organization in children’s speech.

This developmental and phonetic background motivates
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vowel/formant analysis in the present study. If a child-like voice cannot be distinguished by pitch
alone, then filter-related acoustic structure provides an important additional area to examine. Formant
measures are also useful because they are more interpretable than broad spectral or embedding-based
features: F1, F2, and F3 can be discussed in relation to vowel articulation, vocal-tract filtering, and
timbre-related voice quality.

Within this broader vowel/formant framework, high-back /u:/-like vowel contexts provide a
plausible exploratory site for examining F2, F3, and upper-formant spacing. This focus is not
treated as a predetermined explanation of speaker identity, but as a targeted way to examine whether
interpretable formant structure can reveal target-relevant acoustic differences in the synthetic child-like
voice space.

Perceptual research also supports attention to formant-related differences. Cleary et al. (2005)
studied talker discrimination in children using controlled differences in average fundamental and
formant frequencies. Their work shows that acoustic similarity along F0 and formant dimensions
can influence whether listeners perceive voices as coming from the same or different talkers. This
provides an important bridge between the acoustic and perceptual parts of the present thesis. If
formant-related differences can affect talker discrimination, then vowel-level formant analysis is a
reasonable way to search for interpretable acoustic structure in synthetic child-like speaker separation.

2.5 Perceptual speaker similarity and same/different judgments
Perceptual evaluation is necessary because acoustic differences do not automatically imply perceived
speaker differences. Human listeners do not have direct access to acoustic measurements; they make
judgments based on perceptual representations of voice similarity. This is especially important in
synthetic speech, where acoustic artifacts may affect listener judgments in ways that are not fully
captured by acoustic or automatic similarity measures.

Same/different speaker judgments are well suited to the present thesis because they directly
operationalize the question of speaker differentiation. Cleary et al. (2005) used talker-discrimination
methods to examine how voice similarity affects children’s ability to judge whether two utterances
came from the same or different talkers. Their work is relevant not only because it involves children’s
talker discrimination, but also because it highlights the distinction between acoustic similarity, within-
talker variation, and between-talker differences.

Wester and Karhila (2011) provide a synthetic-speech evaluation precedent. They used a speaker-
discrimination experiment in which listeners judged whether natural and synthetic speech stimuli
were spoken by the same person. Their work also notes limitations of mean opinion scores for
similarity when speech types differ, supporting the use of a same/different discrimination task for
synthetic or converted voices.

In the present thesis, the listening test is therefore used as perceptual validation of the synthetic
child-like voice space. It tests whether listeners can use the generated stimuli to make same/different
speaker judgments. It is not treated as a naturalness test, and it is not treated as proof of individual
speaker recognition. The acoustic question—what cue area supports target separation—is addressed
separately through vowel/formant analysis.

This hierarchy matters for the overall argument. The listening test establishes that the synthetic
voice space is perceptually usable for speaker-differentiation research, while the UW vowel/formant
analysis provides the main acoustic cue discovery.
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2.6 Automatic speaker similarity and embedding-based evaluation
Automatic speaker-similarity measures are useful because they provide scalable ways to compare
speaker-related structure across many files. Modern speaker-recognition systems commonly represent
utterances as fixed-dimensional embeddings and compare those embeddings using scoring methods
such as cosine similarity. ECAPA-TDNN is one influential speaker-verification architecture. Desplan-
ques et al. (2020) proposed ECAPA-TDNN as an enhanced TDNN-based speaker-verification system
using channel attention, propagation, and aggregation mechanisms.

For child speech, embedding-based methods are promising but must be interpreted carefully.
Alsalihi and Sztahó (2024) show that deep speaker embeddings can be applied to speaker verification
of children, but they also show that child speaker verification remains sensitive to age and model
conditions. This supports the use of ECAPA embeddings in the present thesis as supporting evidence
for target structure, while also reinforcing the need for perceptual validation.

The relationship between automatic similarity and human perception is not straightforward. Liu
et al. (2024) compared acoustic similarity, human perceptual similarity, and DNN speaker-verification
similarity. They found that verification similarity correlated with acoustic similarity, but not with
human perceptual similarity when talker-pair effects were controlled. This suggests that automatic
systems and listeners may agree at a broad level when voices are clearly similar or clearly different,
but may diverge when fine phonetic detail matters. This is directly relevant to the present thesis, where
ECAPA embeddings are used to triangulate target structure but not to replace listener judgments.

MFCC-based analyses occupy a different role. MFCCs are standard short-term spectral features
in speech and speaker-recognition work and can capture broad spectral-envelope patterns related to
speaker information. Kinnunen and Li (2010) review speaker-recognition feature categories, including
short-term spectral features, source features, spectro-temporal features, prosodic features, and high-
level features. In the present thesis, MFCCs are therefore useful for asking whether target information
is recoverable from the signal. However, they are less directly interpretable than vowel-level formants.
For that reason, MFCC analyses are treated as exploratory support, while UW-related F2/F3 structure
is treated as the main interpretable acoustic finding.

Overall, the literature supports a mixed evaluation framework. Human perception, acoustic
analysis, ECAPA embeddings, and MFCC classification each provide different kinds of evidence.
They should be interpreted together, but not treated as interchangeable.

2.7 Synthetic speech and voice conversion as controlled material
A major obstacle in child speaker-differentiation research is the difficulty of obtaining controlled
natural child speech. Natural child corpora often vary in recording conditions, lexical content, age
range, speaking style, task, and speaker availability. It is difficult to collect the same sentence material
from multiple child speakers under comparable conditions, especially when speaker identity and
acoustic cue structure are the main research interests.

Large child-speech corpora are valuable, but they do not automatically solve this control problem.
For example, Pradhan et al. (2024) describe the My Science Tutor corpus as a large collection of
children’s conversational speech, containing approximately 400 hours of speech from roughly 1,300
third, fourth, and fifth-grade students. Such corpora are important for child ASR and broader child-
speech research, but the present thesis does not use MyST as final data. Its relevance here is mainly
background: it shows that natural child-speech resources exist, but are not designed for controlled
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same-sentence speaker-differentiation studies, while suggesting future possibilities for scaling up the
study designed here.

Synthetic speech and voice conversion offer a different route. Voice conversion aims to transform
a source utterance so that it sounds as if it were spoken by a target speaker while preserving the
linguistic content. Liu (2024) describes Seed-VC as a zero-shot voice-conversion framework designed
to address timbre leakage, insufficient timbre representation, and training-inference mismatch. Seed-
VC is relevant to the present thesis because it supports the methodological idea that source content and
target voice characteristics can be separated, allowing controlled child-like stimuli to be generated.

Voice conversion has also been used in child speaker-verification contexts. Shahnawazuddin
et al. (2021) studied children’s speaker verification in low- and zero-resource conditions, showing
how synthetic or converted speech can be useful in settings where child speaker data are limited.
This supports the broader methodological value of synthetic speech, although the present thesis uses
converted speech for controlled experimental analysis rather than for training a speaker-verification
system.

However, converted voices can contain artifacts, may not preserve target identity consistently, and
may not be perceived in the same way as natural speech. Deja et al. (2022) emphasize that automatic
evaluation of speaker similarity is useful but should not replace perceptual evaluation. Wester and
Karhila (2011) also show that listener performance can change when natural and synthetic speech
types are compared. Therefore, the present thesis treats synthetic child-like speech as controlled
material requiring perceptual validation, not as a substitute for natural child speech.

2.8 Synthesis
The literature reviewed in this chapter motivates the present study in four connected ways.

First, research on children’s speech development shows that child speech differs from adult
speech in F0, formant structure, vowel-space organization, timing, and variability (Lee et al., 1999;
Potamianos and Narayanan, 2003; Vorperian and Kent, 2007; Gerosa et al., 2009). These develop-
mental properties also affect speech technology: child speech is more difficult for speaker-verification
systems than adult speech, and modern speaker-embedding approaches remain sensitive to speaker
age, model type, and training conditions (Safavi et al., 2014; Alsalihi and Sztahó, 2024). Together,
these findings make child-like speaker differentiation a multidimensional problem rather than a simple
matter of raising or lowering pitch.

Second, work on speaker perception and speaker discrimination supports a multi-cue view of
voice identity. F0 is an important cue, but it is not sufficient on its own. Formants, timbre, and
spectral-envelope structure also contribute to voice perception (Pernet and Belin, 2012; Xu et al.,
2013; Kagomiya and Nakagawa, 2009). This motivates acoustic analyses that include vowel/formant
structure alongside broader source-related measures.

Third, the literature on synthetic speech and voice conversion shows why controlled generated
material is useful but also why it requires validation. Voice conversion can separate linguistic content
from target-voice characteristics, making it possible to generate comparable utterances across target
voices (Liu, 2024). At the same time, converted voices may contain artifacts, may not preserve target
identity consistently, and may not be perceived in the same way as natural speech. This motivates
human same/different listening judgments as a perceptual validation step (Wester and Karhila, 2011;
Deja et al., 2022)
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Fourth, automatic speaker-similarity methods provide useful but limited supporting evidence.
ECAPA speaker embeddings and MFCC-based features can indicate whether target-related infor-
mation is recoverable from the signal, but they do not directly measure human perceptual similarity
(Desplanques et al., 2020; Kinnunen and Li, 2010; Liu et al., 2024). This motivates a mixed-evidence
framework in which human perception, interpretable acoustic analysis, and computational measures
are interpreted together rather than treated as interchangeable.

Together, these bodies of work motivate the design of the present study: a controlled TTS +
Seed-VC pipeline is used to generate synthetic child-like voices. A same/different listening test
evaluates perceptual separability; broad acoustic and UW-focused vowel/formant analyses examine
interpretable cue structure; ECAPA and MFCC analyses provide supporting computational evidence.
The resulting design is exploratory and hypothesis-generating: it evaluates whether a controlled
synthetic child-like voice space can support speaker-differentiation research and whether interpretable
acoustic cue areas can be identified for further testing.
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3 Methods

3.1 Overall study design
A mixed-method design was used to investigate speaker differentiation in synthetic child-like speech.
The final design did not analyse natural child recordings as the perceptual stimuli. Instead, synthetic
child-like voice samples were generated through a controlled text-to-speech and voice-conversion
pipeline, then evaluated using human listening judgments, acoustic analysis, and automatic speaker-
similarity measures.

The primary perceptual question was whether listeners judged two synthetic child-like voice
samples as sounding like the same child or like different children. This same/different task was
treated as the main perceptual outcome because it directly targeted speaker differentiation rather than
general naturalness or child-likeness. Acoustic analysis then asked whether vowel-level formant
structure could explain the observed target separation. ECAPA speaker embeddings, MFCC-based
classification, and an adult-control experiment were included as supporting analyses. These automatic
measures were used to assess whether target-speaker information was recoverable from the converted
signal, but they were not treated as replacements for human perceptual judgments.

The final synthetic child-like stimulus set consisted of 35 wav files, constructed from five source
sentence IDs and seven target voices. A subset of these stimuli was used in an online Qualtrics
listening test. The final perceptual analysis included 32 complete-case participants and 384 main-trial
responses. The listening test contained 12 main trials, divided into three conditions with four trials
per condition: same_speaker, different_speaker_same_gender, and different_gender.

The same_speaker condition tested whether a synthetic target voice remained recognizable
across different utterances. The two different-speaker conditions tested whether different syn-
thetic target voices were perceptually separable when the utterance was held constant. The dif-
ferent_speaker_same_gender condition was included to test whether listeners could distinguish target
voices without relying only on a broad intended F/M-label contrast.

3.2 Stimulus generation pipeline
The stimulus-generation pipeline separated linguistic content from target voice characteristics. Source
utterances supplied the linguistic content, while target reference voices supplied the voice charac-
teristics toward which the source speech was converted. This made it possible to create synthetic
child-like samples in which the same sentence could be compared across different target voices.

Voice conversion was performed using Seed-VC, a zero-shot voice-conversion system (Liu, 2024).
The converted outputs are referred to throughout as synthetic child-like voices.

Earlier pilot work informed the final pipeline but is not treated as final thesis evidence. In
particular, pilot tests showed that very short prompts and unsuitable child-reference material produced
unstable or perceptually weak outputs. The final design therefore used controlled sentence-like source
material and a curated set of target voices.

Across the conversion scripts and manifests, the practical Seed-VC settings repeatedly used for
the final and related analyses were: diffusion steps = 10, length adjustment = 1.0, intelligibility-CFG
rate = 0.7, similarity-CFG rate = 0.7, top-p = 0.9, temperature = 1.0, and repetition penalty = 1.05.
These values are reported for reproducibility, but they should not be interpreted as globally optimized
settings for synthetic child-like voice generation.
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3.3 Source sentences, source voices, and target voices
The final stimulus set was constructed by combining controlled TTS source utterances with child
target-reference voices from the Zenodo children’s speech dataset. The source utterances supplied the
linguistic content, while the Zenodo child recordings supplied the target voice characteristics used
during Seed-VC conversion. This separation was important because the study required comparable
utterances across target voices: the same linguistic material could be converted toward different child
target voices and then compared perceptually and acoustically.

3.3.1 Source sentence design

Five fixed source sentence IDs were used for the final listening-test stimulus set. The source sentences
were constructed rather than taken from a natural corpus so that the linguistic material could be
controlled across target voices. They were designed to be short enough for a listening test, natural
enough for TTS generation, and phonetically varied enough to include multiple vowel-bearing words
for acoustic analysis.

Sentence ID Source sentence
S1 Ben packed two blue toys and took a big red kite.
S2 The small green frog jumped under the wooden bridge.
S3 She found three shiny coins beside the quiet yellow boat.
S4 Tom called the dog, but the bird stayed near the tall tree.
S5 A boy saw five brown leaves falling into the cool pond.

These five sentences were used to generate the final 35 converted listening-test files. They also
provided enough vowel-bearing material for an initial broad vowel-level analysis of the final listening-
test stimuli, reported separately in Section 3.9. However, they were not the full basis of the later
focused UW analysis. After the broad acoustic analysis indicated that UW-like vowel contexts might
contain informative target-related formant differences, a separate UW-rich probe set was created for
the focused acoustic sub-study described in Section 3.10.

3.3.2 TTS source voice generation

The source utterances were generated with Parler-TTS before voice conversion. The final recovered
source-generation script used the Hugging Face model parler-tts/parler-tts-mini-v1, loaded with
ParlerTTSForConditionalGeneration, together with the corresponding tokenizer. The model was run
on CUDA, and generated audio was written as WAV files using soundfile. The output sampling rate
was taken from model.config.sampling_rate.

Two controlled TTS source-voice descriptions were used in the final recovered generation script.
The F-labelled source family used the female_gentle description:

“Laura's voice is clear, natural, and gentle, with a slightly higher pitch, moderate speaking
speed, steady intonation, and a very close-up recording.”
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The M-labelled source family used the male_controlled description:

“Gary's voice is clear and natural, with a slightly lower pitch, moderate speaking speed,
steady intonation, and a very close-up recording.”

These two source styles were mapped to the final source prefixes fg and mprobe, respectively.

Source style Voice-description role Final source prefix

female_gentle
Clear, natural, gentle, slightly higher-pitched
source voice fg

male_controlled Clear, natural, slightly lower-pitched source voice mprobe

3.3.3 Source–target F/M-label pairing

Pilot conversions showed that the relation between the TTS source voice and the child target-reference
voice affected the quality and consistency of the converted outputs. Matched conversions, in which
female source files were paired with F-labelled child targets and male source files were paired with M-
labelled child targets, were judged clearer and more stable than unmatched conversions. Unmatched
pairings introduced additional source-side variation and sometimes weakened the intended F/M-label
consistency of the converted output. For the final stimulus-generation design, source–target pairing
was therefore fixed by intended F/M label: fg source files were paired with F-labelled targets, and
mprobe source files were paired with M-labelled targets. This decision reduced unnecessary variation
in the final synthetic child-like voice set and helped keep the conversion design controlled.

In the final 35-file listening-test stimulus set, 20 files used the fg source prefix and 15 files used
the mprobe source prefix.

3.3.4 Zenodo child target-reference dataset

The target-reference voices were selected from the Zenodo dataset Children speech recording (English,
spontaneous speech + pre-defined sentences). This dataset contains lossless WAV recordings of 11
young children, with a reported mean age of 4.9 years, including 5 female and 6 male participants.
The dataset contains English recordings from both native and non-native speakers, including free
speech, five pre-defined short sentences, and counting from 1 to 10. Recordings were made using
multiple microphones, including a studio-grade microphone, a Zoom H1 portable recorder, and NAO
robot microphones. The dataset was therefore suitable as a child target-reference pool because it
provided multiple young child voices with available audio and file-level metadata.

Candidate target clips from this dataset were screened before inclusion. The screening considered
practical duration, recording clarity, conversion usability, and informal listening-based suitability.
Clips that were too short, too long, unclear, or produced unstable converted outputs were not retained.
The final target selection was therefore not random: it was a curated subset chosen to provide clear,
usable, and perceptually distinguishable child-like target references for the controlled conversion
experiment.
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3.3.5 Final target voices

The final listening-test target set contained seven target voices: four F-labelled targets and three
M-labelled targets. Two poor M-labelled targets were dropped during the target-selection process
because they consistently produced weak or unsuitable outputs. The final target set was slightly
imbalanced at the underlying target level, but the listening-test trial design balanced exposure in terms
of F-labelled and M-labelled clips.

Target ID File-level label
zenlong_02_M_nonNative M-labelled, non-native label
zenlong_03_F_native F-labelled, native label
zenlong_04_M_nonNative M-labelled, non-native label
zenlong_07_F_native F-labelled, native label
zenlong_08_F_nonNative F-labelled, non-native label
zenlong_09_F_nonNative F-labelled, non-native label
zenlong_11_M_native M-labelled, native label

The labels F and M are treated as verified biological sex categories. Likewise, the native/non-
native descriptors are treated as target-file labels and but not analysed as primary experimental
factors in this thesis. The labels were used for stimulus organization, source–target pairing, and
same/different trial construction.

A balanced subset of six Zenodo targets was later used for the focused UW acoustic probe: three
F-labelled targets (zenlong_03_F_native, zenlong_07_F_native, zenlong_08_F_nonNative) and three
M-labelled targets (zenlong_02_M_nonNative, zenlong_04_M_nonNative, zenlong_11_M_native).
This subset allowed the UW analysis to compare F-labelled and M-labelled target groups under a
more balanced target structure.

3.4 Final synthetic child-like stimulus set
The final synthetic child-like dataset consisted of 35 wav files, corresponding to five source sentence
IDs converted to seven target voices. The files were generated as mono audio at 22.05 kHz. The
duration range was 2.41–3.34 s, with a mean duration of 3.0017 s.

3.5 Listening-test stimulus-pair design
The listening test used 12 main stimulus pairs, divided into three conditions with four trials per
condition:
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Condition Trials Relation between clips Sentence relation
same_speaker T01–T04 Same target voice Different source sentences

different_speaker_same_genderT05–T08
Different target voices with
same intended F/M label Same source sentence

different_gender T09–T12
Different target voices with
different intended F/M labels Same source sentence

The same_speaker trials tested whether listeners perceived a target voice as the same across
different source sentences. The different-speaker trials tested whether listeners perceived a difference
between two target voices when the sentence was held constant. This design allowed the listening test
to separate cross-utterance target consistency from different-speaker separability.

The full trial-level stimulus table, including target IDs, source sentence IDs, and audio filenames
for Audio A and Audio B, is provided in the appendix.

3.6 Qualtrics listening-test procedure
The listening test was implemented in Qualtrics. The final survey contained an information and
consent section, task instructions, one practice trial, 12 main listening trials, and a final comment
question. Although the stimulus-preparation materials included two practice-pair rows, the final
analysed survey structure contained one practice trial followed by the 12 main trials.

The audio pairs were originally prepared as WAV files and then converted to MP3 for browser-
compatible playback in Qualtrics. The final survey used MP3 files uploaded to the Qualtrics media
library and embedded through Qualtrics file URLs. This conversion changed the delivery format
but not the stimulus-pair identities. Because MP3 conversion is lossy, it may have introduced
compression artifacts. In addition, Qualtrics streaming and browser playback are partly platform and
device dependent, and participant side listening conditions were not controlled. These factors are
common limitations of online listening experiments, but they should be considered when interpreting
fine-grained acoustic perceptual links, especially for formant-related analyses.

In each main trial, participants listened to Audio A and Audio B and answered a same/different
speaker question. They also provided a confidence rating and secondary ratings for perceived boy/girl
impression and child-likeness for each audio clip. The same/different question was the primary task.
The boy/girl impression and child-likeness ratings were included to contextualize the perceptual
status of the synthetic voices, not to replace the speaker-differentiation task.

3.7 Participants and response filtering
The Qualtrics export contained 45 response records after removing the two metadata rows included in
the export. Responses were excluded if they were survey-preview records, unfinished, or missing one
or more of the 12 main same/different responses.

The final filtering process was:
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Filtering stage Count
Response records after metadata removal 45
Survey-preview records 3
Non-preview records 42
Non-preview unfinished records 5
Finished, non-preview, consented records 34
Complete-case participants 32
Main-trial responses in final analysis 384

A complete-case criterion was used because the primary analysis compared accuracy across the
three listening-test conditions, with each participant contributing four trials per condition. Including
participants with missing main-trial responses would have made the already compact repeated-
measures design more unbalanced and would have complicated condition-level comparison. This
choice increased consistency of the main analysis but also means that partially completed responses
were not used.

3.8 Perceptual outcome measures
The primary perceptual outcome was same/different accuracy. For each trial, the participant’s response
was compared with the correct answer specified in the stimulus key. Responses were coded as binary
correctness values, with 1 indicating a correct same/different judgment and 0 indicating an incorrect
judgment.

Confidence ratings were collected for each main trial and analysed descriptively. They were used
to contextualize the same/different judgments, but they were not treated as the main outcome.

The survey also collected boy/girl categorization judgment and child-likeness ratings for Audio
A and Audio B. These were secondary perceptual measures. Boy/girl impression ratings described
how listeners perceived the intended F/M-labelled target voices. Child-likeness ratings provided a
limited indication of whether the generated voices sounded child-like to listeners. Child-likeness was
not treated as equivalent to naturalness. The survey did not include a separate naturalness or realism
rating, so the generated voices are not validated here as natural child speech.

A final free-text comment box allowed participants to report impressions about the listening task
or audio quality. These comments were used descriptively when interpreting limitations such as
synthetic artifacts or perceived unnaturalness.

3.9 Broad acoustic analysis
A broad acoustic analysis was first conducted on the final 35 synthetic child-like listening-test files.
This analysis served two purposes. First, it provided a general acoustic description of the stimulus set
used in the perceptual experiment. Second, it helped identify whether any vowel-level patterns were
strong enough to motivate a more focused follow-up analysis.

For each of the 35 final wav files, whole-file acoustic measures were extracted, including duration,
mean F0, F0 standard deviation, harmonic-to-noise ratio, jitter, and shimmer. These measures were
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used as descriptive acoustic context rather than as the primary explanation of speaker differentiation.
They allowed the final stimulus set to be characterized in terms of broad source-related and voice-
quality measures, while the main interpretable acoustic analysis was reserved for vowel/formant
structure.

For vowel-level analysis, the 35 final listening-test files were prepared for forced alignment with
Montreal Forced Aligner using the english_us_arpa acoustic model and dictionary (McAuliffe et al.,
2017). Alignment produced 35 TextGrid files from 35 wav/lab pairs, with no missing TextGrids
reported. Vowel midpoint measures were then extracted from the aligned TextGrids. The broad
vowel-level analysis produced 427 raw vowel midpoint rows, of which 425 were retained after filtering
and 2 were dropped.

This broad analysis was exploratory and contextual. It was not designed to provide a confirmatory
test of a single vowel category. Instead, it was used to inspect whether any vowel-level patterns
appeared informative enough to motivate a more focused acoustic probe.

On that basis, UW-like contexts were selected for separate exploratory, hypothesis-generating
analysis described in Section 3.10. The UW analysis should therefore be interpreted as a focused
follow-up within an exploratory design, not as a pre-registered or fully confirmatory test of a
predetermined cue.

3.10 UW vowel/formant analysis
Following the broad acoustic analysis of the 35 final listening-test stimuli, a focused UW
vowel/formant analysis was conducted as the main interpretable acoustic analysis. The broad analysis
suggested that UW-like vowel contexts might contain informative target-related formant differences,
but the original listening-test sentences were not designed as a balanced UW-specific test set. For
that reason, a separate UW-rich probe set was created to examine whether target-related patterns in
high-back vowel contexts could be observed more systematically under controlled acoustic conditions.

The UW probe was designed to test whether target-related patterns in high-back vowel con-
texts could be observed more systematically under controlled conditions. Ten additional UW-
rich source sentences were generated, yielding 20 source TTS files: 10 using the fg source
family and 10 using the mprobe source family. These source files were then converted using
Seed-VC to a matched six-target subset. The subset contained three F-labelled targets (zen-
long_03_F_native, zenlong_07_F_native, zenlong_08_F_nonNative) and three M-labelled targets
(zenlong_02_M_nonNative, zenlong_04_M_nonNative, zenlong_11_M_native). As in the final
listening-test stimulus design, source–target pairing was fixed by the intended F/M label: fg source
files were paired with F-labelled targets, and mprobe source files were paired with M-labelled targets.

This procedure produced 60 converted UW probe files. The UW-focused analysis therefore used
a separate acoustic probe set, not the same five-sentence set used in the listening test. This distinction
is important because the listening-test stimuli were designed for perceptual same/different evaluation,
whereas the UW probe was designed specifically for acoustic analysis of vowel/formant structure.

The UW analysis focused on five UW-bearing words: two, flew, blue, sue, and clue. For each
target token, vowel midpoint formant measures were extracted using Parselmouth/Praat Burg formant
tracking (Jadoul et al., 2018). The extraction settings were: time step = 0.005 s, maximum number of
formants = 5, maximum formant = 6000 Hz, window length = 0.025 s, and pre-emphasis from 50 Hz.

Tokens were retained only if they met the following filtering criteria: vowel duration ≥ 0.05 s, F1
between 200 and 900 Hz, F2 between 800 and 3500 Hz, F3 between 2500 and 5000 Hz, and ∆F2–F3
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> 0. The UW probe produced 183 raw vowel-token rows, of which 160 were retained after filtering
and 23 were excluded. The main measures of interest were F2, F3, and ∆F2–F3, where ∆F2–F3 was
calculated as the distance between F2 and F3. These measures were selected because they provide an
interpretable way to examine upper-formant spacing in a vowel context that appeared promising in
the broad acoustic analysis.

A target-ID classification check was also used as a diagnostic separability test. This was not a
standalone speaker-recognition model, but a small supervised check asking whether UW formant-
duration features could predict the target voice ID above chance. The features were F1, F2, F3,
∆F2–F3, and vowel duration, and performance was evaluated with 5-fold token-level cross-validation.
Additional subset checks were run for F-labelled and M-labelled targets separately, with an F/M-label
classification check included as a comparison.

3.11 Speaker-embedding analysis
Speaker-embedding analyses were used as supporting evidence for whether target-speaker structure
was present in the converted files. Embeddings were extracted using SpeechBrain’s ECAPA-TDNN
model, speechbrain/spkrec-ecapa-voxceleb (Desplanques et al., 2020; Ravanelli et al., 2021). The
pretrained model was used without task-specific fine-tuning. Cosine similarity was used to compare
converted samples.

For the UW probe, pairwise cosine similarities were summarized for three pair types: same-target
pairs, different-target pairs with the same intended F/M label, and different-target pairs with different
intended F/M labels. A separate comparison evaluated whether converted outputs were closer to their
own target reference than to other target references.

The ECAPA analysis is interpreted cautiously because the model was trained for automatic
speaker recognition, not specifically for synthetic child-like voice evaluation. Higher cosine similarity
therefore indicates greater embedding-level similarity under this pretrained model, but it does not
directly prove perceptual identity or natural child-speaker similarity.

3.12 MFCC exploratory analysis
The MFCC analyses extended the target-ID classification logic described in Section 3.10 by replacing
the interpretable UW formant-duration feature set with richer cepstral feature sets. These MFCC
analyses were exploratory because they tested whether broader spectral information improved target
recoverability, but they were less directly interpretable than the formant-duration measures. The
recovered analysis summary distinguished three feature sets: UW formants plus duration, UW-
segment MFCC2–13 mean and standard deviation, and whole-sentence MFCC2–13 mean and
standard deviation.

The main task was target-ID classification. Additional classification of intended F/M target label
and source-voice type was used as diagnostic evidence, because the final stimulus-generation design
deliberately aligned source and target by intended F/M label. UW-segment analyses used 5-fold token-
level cross-validation. Whole-sentence analyses used leave-one-sentence-out validation to reduce
the risk that classification accuracy was driven only by sentence content rather than target-related
acoustic structure.

Within-F-labelled and within-M-labelled target-ID analyses were also used as robustness checks,
because source voice type was constant within each subset. These checks helped test whether target
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identity remained recoverable when broad F/M-label and source-family differences were reduced.
The MFCC analyses are therefore interpreted as supporting evidence that target-related acoustic
information was present in the signal, not as the primary explanation of which specific acoustic cue
supported perceptual speaker differentiation.

3.13 Adult-control validation
An adult-control validation analysis was included as a boundary check on the conversion and
embedding-evaluation pipeline. Its purpose was not to provide a fully matched adult–child compar-
ison, but to test whether the same broad procedure could recover target-speaker structure under a
simpler and more favourable adult-target condition. The adult-control analysis was therefore treated
as a validation check on the pipeline under favourable conditions, not as proof that weaker child-like
structure is caused specifically by child voice identity.

The logic of this control was as follows. If converted files targeting adult speakers showed clear
target-speaker structure, this would indicate that the TTS + Seed-VC conversion procedure, was
capable of recovering target-related information when target references were relatively clean and
adult-like. If the child-like condition showed weaker or less stable structure, that pattern could reflect
the greater acoustic similarity and developmental variability of young child voices, but it could also
reflect target-recording quality, the amount and quality of reference material, differences in target-set
size, or the fact that the ECAPA model was trained primarily for adult speaker recognition.

Adult target speakers were selected from the VCTK corpus to provide a compact and balanced
adult-target comparison. Four English-accented speakers were used: two F-labelled speakers, p225
and p228, and two M-labelled speakers, p226 and p232. These speakers were selected because they
had sufficient available mic1 recordings and provided a small balanced set for testing whether the
pipeline could preserve target-speaker structure under adult-target conditions.

The adult target-reference utterance was VCTK sentence 002, “Ask her to bring these things
with her from the store.” The same sentence ID was used for all four adult targets so that the target-
reference content was controlled across speakers. This sentence was selected because it was short
enough for the control task and sounded clear during listening-based screening.

The adult-control conversion manifest contained 20 planned converted outputs: five fg source
utterances converted toward two F-labelled adult targets, and five mprobe source utterances converted
toward two M-labelled adult targets. This preserved the same source–target F/M-label matching logic
used in the child-like stimulus generation. The adult-control conversions used Seed-VC with diffusion
steps = 10, length adjustment = 1.0, and similarity-CFG rate = 0.7. The converted adult-control files
were then analysed with the same ECAPA speaker-embedding model used for the UW child-like
probe analysis.

Two adult-control comparisons were calculated. First, pairwise cosine similarities among con-
verted files were grouped according to whether the files shared the same target speaker, had different
target speakers with the same F/M label, or had different F/M labels. This tested whether converted
outputs were more similar when they shared the same intended adult target. Second, each converted
file was compared with its own adult target-reference recording and with the other adult target-
reference recordings. This tested whether each converted output was closest to its intended adult
target reference.

Together, these comparisons were used to determine whether the conversion and embedding
pipeline produced interpretable target-speaker structure in the adult-control condition. The adult
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control therefore served as a boundary-setting validation step. It tested whether the pipeline could
behave as expected under favourable adult-reference conditions, while clarifying that any contrast with
the child-like condition would require cautious interpretation because age, recording quality, reference
material, target-set size, and embedding-model suitability were not independently controlled.

3.14 Statistical analysis
The primary perceptual outcome was binary same/different accuracy. Each main-trial response was
coded as correct or incorrect according to whether the participant’s same/different judgment matched
the trial condition. Descriptive summaries were first calculated for overall accuracy, condition-level
accuracy, trial-level accuracy, and mean confidence. Because trial-level inspection showed that
T01 had unusually low same-speaker accuracy and may have been affected by first-trial order or
task-familiarization effects, a sensitivity analysis excluding T01 was also planned using the same
mixed-effects logistic-regression structure.

The main inferential analysis used a mixed-effects logistic regression model. The dependent
variable was response correctness. Condition was included as a fixed effect, with three levels:
same_speaker, different_speaker_same_gender, and different_gender. Participant and trial were
included as random intercepts to account for repeated responses from the same participants and
repeated observations of the same trials. The model formula was:

correct ~ condition + (1 | participant_id) + (1 | trial_id)

The model input was the long-format main-trial response table, with one row per participant-by-
trial response. The dependent variable correct was coded as 1 when the participant’s same/different
judgment matched the trial key and 0 otherwise. Participant IDs and trial IDs were treated as factors.

The model was fitted in R (R Core Team, 2026, version 4.6.0) using glmer from the lme4 package
with a binomial family (Bates et al., 2015). The optimizer was set to bobyqa, with maxfun = 2e5.
Estimated marginal means were calculated using emmeans (Lenth, 2026, version 2.0.3), and pairwise
contrasts between conditions were adjusted using Tukey correction.

The analysis script saved the full model summary, fixed-effect odds ratios, estimated marginal
means by condition, and Tukey-adjusted pairwise contrasts as separate output files for reproducibility.
Secondary perceptual measures, including confidence, boy/girl impression, child-likeness ratings,
and final free-text comments, were analysed descriptively only. These secondary measures were used
to contextualize the listening-test results, not as primary inferential outcomes.

3.15 Power analysis and listening-test design sensitivity
A simulation-based power analysis was conducted during study planning to evaluate whether the
compact repeated-measures listening-test design was likely to detect condition-level differences in
same/different accuracy. The power analysis was used as a design-support step. It helped assess
whether the planned number of trials and target number of participants were appropriate for the main
perceptual validation task.

The listening-test design was constrained by the need to keep the online task short enough
for participants while still covering the three main trial conditions: same_speaker, differ-
ent_speaker_same_gender, and different_gender. The final design used 12 main trials per participant,
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with four trials per condition. Because the outcome was binary, the design included repeated responses
from participants, and trial difficulty could vary across items, a simple analytic power calculation
was not appropriate. A simulation-based approach was therefore used to match the planned analysis
structure more closely.

The simulation generated trial-level binary response data with the same basic structure as the
planned listening test. Each simulated dataset contained 12 items distributed across the three con-
ditions, with random intercepts for participants and items. The simulated data were analysed using
a mixed-effects logistic regression model comparing a full model with condition as a fixed effect
against a null model without condition. Power was estimated as the proportion of simulations in
which the condition effect was detected at α = .05.

Three response-pattern scenarios were considered. The strong scenario assumed relatively
large condition differences, with expected accuracy of 0.80 for same_speaker, 0.60 for differ-
ent_speaker_same_gender, and 0.90 for different_gender. The medium scenario assumed 0.75,
0.65, and 0.85, respectively, and was treated as the most defensible working assumption during
planning. The weak scenario assumed smaller differences, with expected accuracy of 0.72, 0.68, and
0.78. Each scenario was simulated across participant sample sizes of 10, 15, 20, 25, 30, and 40, using
200 simulations per scenario and sample size.

The results indicated that the same/different listening-test design was mainly sensitive to large
condition differences. Under the recovered planning summary, same/different power was approxi-
mately 53% at N = 20 and approximately 67% at N = 25. The weak scenario did not reach adequate
power even at N = 40. These results showed that the compact design was not well powered for weak
or subtle differences, especially because each participant completed only four trials per condition.
Consequently, the listening-test results are interpreted as strongest when they show large and con-
sistent patterns, such as high different-speaker accuracy, and more cautiously when they concern
small condition differences, item-level variation, or secondary measures. Secondary measures, in-
cluding confidence ratings, boy/girl categorization, child-likeness ratings, and free-text comments,
are therefore interpreted descriptively and should be treated as contextual evidence rather than as
independently powered outcomes. The analysis therefore supported recruiting at least 25 complete
participants and up to approximately 30 if feasible, while also motivating cautious interpretation of
small or null effects.

The power analysis also influenced the final analytical strategy. Because there were only four
trials per condition, participant-level condition averages were considered too coarse and noisy. The
final analysis therefore used trial-level mixed-effects logistic regression with random intercepts for
participant and trial. This allowed all individual responses to be analysed while accounting for listener
variability and item difficulty.

The power analysis was limited to the primary same/different outcome. Secondary measures such
as confidence, boy/girl impression, child-likeness, and free-text comments were treated descriptively
and were not used as the basis for the main power calculation. Earlier consideration of combining
multiple outcomes was rejected because the outcomes were collected from the same participants and
stimuli and could not be treated as independent tests. The power analysis is therefore reported as
methodological justification for the listening-test design and as a basis for interpreting its sensitivity
limits.
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3.16 Ethics, consent, and data handling
Participants were presented with an online information and consent page before the listening task.
Participation was voluntary, and only consenting responses were included in the analysis. The
survey informed participants that responses were anonymous and that, because the survey was
fully anonymous, individual responses could not be identified or withdrawn after submission. Non-
consenting participants could not continue to the listening task. The data were handled as anonymous
survey data for the purposes of the thesis analysis.

The study also raises broader ethical considerations, because it involves child speech, voice
conversion, and synthetic child-like voices, Although no real child participated in the listening test,
the target audio was from an open source dataset, and the pipeline was designed to generate new child-
like speech from those reference voices. This means that the generated stimuli should not be treated
as ordinary audio files for freely reusable technical outputs. They are ethically sensitive materials
and are produced through a process related to voice cloning. Possible risks include inappropriate
reuse of generated child-like voices, misleading claims about the identity or naturalness of the voices,
use outside the educational or research context, and uncontrolled public distribution of synthetic
child-like audio.

For this reason, access to the reproducibility materials and generated audio should be restricted. In
the present project, the GitHub repository containing materials needed to reproduce the study was kept
private, with access limited to supervisors, project members, and examination-related reviewers. This
restriction was intended to support transparency and reproducibility within the academic assessment
context while reducing the risk that the pipeline or generated child-like voices could be copied,
redistributed, or reused outside the intended purpose. The synthetic audio and pipeline outputs should
not be publicly released without a separate ethical review and a clear data-governance plan.

These considerations should inform how the pipeline and its outputs are used in subsequent
work. In future VR classroom development, synthetic child-like voices should be treated not only
as technical assets, but also as ethically sensitive research materials. Responsible use requires
restricted access, transparent documentation, avoidance of public release, non-commercial use, and
context-specific evaluation before deployment in educational settings.

3.17 Reproducibility and appendix materials
Detailed reproducibility materials are provided in the appendix and in the accompanying GitHub
repository to keep the main Methods chapter focused on the final study design. The repository is
available at https://github.com/ygao34-gif/synthetic-child-like-voice-thesis-demo.
It reconstructs the key components of the thesis workflow, including source sentence design, source
TTS generation with Parler-TTS Mini, voice conversion with Seed-VC, construction of the final
synthetic child-like voice set, listening-test stimulus design, selected acoustic and perceptual analysis
summaries, and adult-control validation of the conversion pipeline.

Pilot materials are included only as methodological background. They document why the
final pipeline used controlled sentence-like source material, curated target voices, and a mixed
perceptual/acoustic/computational evaluation approach. Pilot outputs are not treated as final thesis
evidence.

https://github.com/ygao34-gif/synthetic-child-like-voice-thesis-demo
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4 Results
This chapter reports the final empirical findings according to their role in the overall argument. The
same/different listening test provides the primary perceptual evidence, while the UW vowel/formant
analysis provides the primary interpretable acoustic evidence. Broad acoustic measures provide
context, and ECAPA, MFCC, and adult-control analyses are treated as supporting and boundary-
setting evidence.

4.1 Same/different accuracy by condition
The primary perceptual outcome was same/different accuracy. Across all 384 main-trial responses,
overall accuracy was 85.9%.

Accuracy differed by condition. The same-speaker condition had the lowest accuracy, at 65.6%.
In this condition, both clips were generated from the same target voice but used different source
sentences. Accuracy was higher in both different-speaker conditions. The different-speaker same-
label condition reached 96.1% accuracy, and the different-gender condition also reached 96.1%
accuracy.

Table 4.1. Same/different accuracy and confidence by condition

Condition
Main-trial
responses Participants

Mean
accuracy SD accuracy

Mean
confidence

same-speaker 128 32 0.65625 0.476825 3.429688
different-speaker
same-label 128 32 0.960938 0.194505 3.84252
different-gender 128 32 0.960938 0.194505 3.937008

Taken together, these results indicate that participants were highly accurate when judging different-
target pairs as different, including when the two target voices had the same intended F/M label.
Judgments were less accurate when the task required treating two different utterances as coming from
the same synthetic target voice.

4.2 Trial-level same/different results
Trial-level accuracy is reported to show how the condition-level results were distributed across the
12 main trials. In the same-speaker condition, accuracy ranged from 40.6% to 75.0%. T01 was the
lowest-accuracy trial, at 40.6%. The other same-speaker trials were higher: T02 and T03 were both
75.0%, and T04 was 71.9%.

The different-speaker trials were generally close to ceiling. In the different-speaker same-label
condition, T05, T06, and T08 reached 100.0% accuracy, while T07 reached 84.4%. In the different-
gender condition, T09, T10, and T11 each reached 96.9%, and T12 reached 93.8%.

Table 4.2. Trial-level same/different accuracy
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Trial Condition Target voices Sentences Accuracy
T01 same-speaker zenlong_03_F_native / same S1/S4 40.60%
T02 same-speaker zenlong_09_F_nonNative / same S2/S5 75.00%
T03 same-speaker zenlong_11_M_native / same S1/S4 75.00%
T04 same-speaker zenlong_02_M_nonNative / same S2/S5 71.90%

T05 different-speaker same-label
zenlong_03_F_native /
zenlong_07_F_native S1/S1 100.00%

T06 different-speaker same-label
zenlong_08_F_nonNative /
zenlong_09_F_nonNative S3/S3 100.00%

T07 different-speaker same-label
zenlong_02_M_nonNative /
zenlong_11_M_native S1/S1 84.40%

T08 different-speaker same-label
zenlong_04_M_nonNative /
zenlong_11_M_native S4/S4 100.00%

T09 different-gender
zenlong_11_M_native /
zenlong_03_F_native S2/S2 96.90%

T10 different-gender
zenlong_02_M_nonNative /
zenlong_07_F_native S3/S3 96.90%

T11 different-gender
zenlong_11_M_native /
zenlong_08_F_nonNative S4/S4 96.90%

T12 different-gender
zenlong_04_M_nonNative /
zenlong_09_F_nonNative S5/S5 93.80%

The trial-level results are consistent with the condition-level pattern: different-speaker trials were
generally identified accurately, while same-speaker trials were more variable. T01 was the clearest
outlier in the same-speaker condition, with accuracy of 40.6%. The other same-speaker trials were
higher, at 75.0%, 75.0%, and 71.9%. Excluding T01 descriptively, same-speaker accuracy across
T02–T04 was approximately 74.0% rather than 65.6%. This does not remove the same-speaker
instability issue, but it shows that the condition-level mean was strongly influenced by one unusually
difficult first same-speaker trial.

4.3 Mixed-effects logistic regression
A mixed-effects logistic regression was fitted to the trial-level binary correctness outcome. The model
included condition as a fixed effect and random intercepts for participant and trial:

correct ~ condition + (1 | participant_id) + (1 | trial_id)
The model-estimated probability of a correct response was 0.6798 for same-speaker, 0.9765 for

different-speaker same-label, and 0.9717 for different-gender.
Table 4.3. Model-estimated probability of a correct same/different response
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Condition Probability correct SE 95% CI
same-speaker 0.6798 0.093 0.4789–0.8306
different-speaker same-label 0.9765 0.0165 0.9106–0.9941
different-gender 0.9717 0.0174 0.9086–0.9916

The fixed-effects odds ratios showed higher odds of a correct response in both different-speaker
conditions relative to the same-speaker reference condition. For different-speaker same-label, the
odds ratio was 19.552, 95% CI 4.060–94.156, p = 0.0002097. For different-gender, the odds ratio
was 16.174, 95% CI 3.850–67.948, p = 0.0001443.

Pairwise contrasts showed that accuracy was significantly higher for different-speaker same-
label than for same-speaker, p = 0.000614, and significantly higher for different-gender than for
same-speaker, p = 0.000424. The two different-speaker conditions did not differ significantly, p =
0.974538.

Table 4.4. Pairwise contrasts between listening-test conditions

Contrast Odds ratio p-value
same-speaker / different-speaker
same-label 0.0511 0.000614
same-speaker / different-gender 0.0618 0.000424
different-speaker same-label /
different-gender 1.2088 0.974538

The model results confirm the descriptive condition-level pattern: both different-speaker condi-
tions had higher accuracy than the same-speaker condition, and the two different-speaker conditions
were statistically similar.

4.4 Secondary perceptual measures
Secondary perceptual measures were collected to contextualize the same/different responses. These
measures were not treated as primary evidence for speaker differentiation.

4.4.1 Confidence ratings

Mean confidence was lowest in the same-speaker condition and higher in the two different-speaker
conditions. The mean confidence ratings were 3.43 for same-speaker, 3.84 for different-speaker
same-label, and 3.94 for different-gender.

These values are reported descriptively and are included in Table 4.2.

4.4.2 Boy/girl categorization judgments

Boy/girl categorization judgments were collected for Audio A and Audio B in each main trial. These
ratings are reported with respect to the intended F/M file labels. They are not treated as biological sex
verification or as the main perceptual outcome.
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Across the voice-level ratings, F-labelled voices were more often judged as female than male.
For F-labelled voices, 296 ratings were “female” and 88 were “male”, out of 384 total ratings. For
M-labelled voices, the ratings were evenly split: 192 “female” and 192 “male”, out of 384 total
ratings.

Table 4.5. Boy/girl categorization by intended target label

Intended label Perceived female Perceived male Total
F-labelled 296 88 384
M-labelled 192 192 384
All 488 280 768

This descriptive result indicates that F-labelled voices were more consistently perceived as female
than M-labelled voices were perceived as male.

4.4.3 Child-likeness ratings

Child-likeness was also rated for Audio A and Audio B in each main trial. The overall mean child-
likeness score was 3.0977. By intended target label, F-labelled voices had a mean rating of 3.0755
with SD 1.2504, while M-labelled voices had a mean of 3.1198 with SD 1.1747.

Table 4.6. Child-likeness ratings by intended target label

Intended label n Mean child-likeness SD
F-labelled 384 3.0755 1.2504
M-labelled 384 3.1198 1.1747

The child-likeness rating distribution was as follows:
Table 4.7. Child-likeness rating distribution

Rating Count
Not child-like at all 102
Slightly child-like 143
Moderately child-like 182
Very child-like 260
Extremely child-like 81

These ratings suggest that many samples were perceived as child-like, but they should not be
interpreted as a naturalness measure. The survey did not include a separate naturalness or realism
rating.
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4.4.4 Free-text comments

Participants could provide final comments about the listening experience. The comments were
used descriptively to identify possible issues such as synthetic quality, noise, robotic voice quality,
unnatural words, and difficulty judging boy/girl categorization. Because the comments were optional
and qualitative, they are summarized in the Discussion and appendix rather than analysed as a main
result.

4.5 Broad acoustic context
A broad acoustic analysis was conducted on the final set of 35 synthetic child-like listening-test wav
files. This analysis provided acoustic context for the perceptual stimulus set and helped motivate the
more focused UW analysis reported in Section 4.7. It should therefore be interpreted as contextual
evidence, not as the main acoustic test of speaker separation.

Whole-file measures included duration, mean F0, F0 standard deviation, harmonics-to-noise ratio,
jitter, and shimmer. The final acoustic manifest contained 35 rows, with source-prefix counts of 20 for
fg and 15 for mprobe. Across the full set, the mean file duration was approximately 3.00 s. Whole-file
mean F0 ranged from 252.62 Hz to 353.88 Hz, with an overall mean of 294.30 Hz.

Mean F0 differed by source-side label. Files with the F-labelled source had a mean F0 of 310.45
Hz, while files with the M-labelled source had a mean F0 of 272.76 Hz. Other broad acoustic
measures showed smaller differences between source groups. These source-related F0 differences
provide useful context, but they do not by themselves explain the speaker-differentiation pattern in
the listening test.

Table 4.8. Whole-file acoustic summary by source label

Source
label n

Mean
duration
(s)

Mean F0
(Hz)

F0 SD
(Hz)

Mean
HNR
(dB)

Jitter
local

Shimmer
local

F-labelled
source 20 2.9118 310.4456 100.2401 13.4431 0.0314 0.1025
M-
labelled
source 15 3.1231 272.7613 102.4654 13.2105 0.0293 0.1044

The forced-alignment and vowel midpoint workflow produced 427 raw vowel midpoint rows.
After filtering, 425 rows were retained and 2 were dropped. The extracted vowel-level features
included duration, F1, F2, F3, and ∆F2–F3. This broad vowel analysis showed that the final listening-
test stimuli contained enough vowel-level material for acoustic inspection. However, because the final
five listening-test sentences were not designed as a balanced test of one vowel category, the focused
UW analysis used a separate UW-rich probe set.

4.6 Primary acoustic findings
The UW-focused analysis was the main interpretable acoustic analysis in the Results chapter. It was
conducted on the separate UW-rich probe set described in Section 3.10, not on the 35 listening-test
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files. The probe contained 60 converted UW files. The extraction produced 183 raw /u:/-like midpoint
rows. After filtering, 160 rows were retained and 23 were excluded. The main word-level analysis
focused on two, flew, blue, sue, and clue.

4.6.1 Word-level F/M-labelled formant pattern

Across the five focus words, M-labelled targets generally showed lower F2 than F-labelled targets.
The largest M–F F2 differences were observed for blue (-442.0 Hz), flew (-414.2 Hz), and two (-330.1
Hz). The direction of F3 differences varied across words. Therefore, the clearest word-level pattern
was in ∆F2–F3 rather than in F3 alone.

Table 4.9. UW word-level F2, F3, and ∆F2–F3 differences

Word n_F n_M M–F F2 (Hz) M–F F3 (Hz) M–F ∆F2–F3 (Hz)
two 9 9 -330.1 89.3 419.4
flew 6 6 -414.2 -131.5 282.7
blue 22 24 -442.0 -171.0 271
sue 6 5 -129.2 93.6 222.7
clue 5 6 -158.1 -115.3 42.8

The largest M–F ∆F2–F3 difference was observed for two, at +419.4 Hz. The words flew, blue,
and sue also showed positive M–F ∆F2–F3 differences. The word clue showed a much smaller
difference, +42.8 Hz. This table therefore shows a clear F/M-labelled upper-formant pattern in several
UW-like words. However, this result alone should not be treated as direct evidence of individual
speaker separation, because it compares target groups by intended F/M label.

A leave-one-target-out robustness analysis was conducted for the same five words. The M–F
∆F2–F3 difference remained positive for two, flew, blue, and sue across leave-one-target-out checks.
For clue, the range crossed zero.

Table 4.10. Leave-one-target-out robustness for UW ∆F2–F3

Word
n leave-one-out
checks

Min M–F
∆F2–F3 (Hz)

Max M–F ∆F2–F3
(Hz)

Mean M–F ∆F2–F3
(Hz)

two 6 213.8 678.1 419.4
flew 6 156.1 362.1 282.7
blue 6 135.6 420.4 272.6
sue 6 116.2 350 225.9
clue 6 -152.3 203.1 41.4

The leave-one-target-out analysis shows that the F/M-labelled ∆F2–F3 pattern was not driven by
one extreme target voice for two, flew, blue, and sue. At the same time, the weak and unstable result
for clue shows that the pattern was word-dependent.
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4.6.2 Target-level UW formant-duration classification

Because F/M-labelled group differences do not by themselves demonstrate speaker separation, a
target-level classification check was also conducted using interpretable UW formant-duration features.
The feature set included F1, F2, F3, ∆F2–F3, and vowel duration. The main task was six-way
target-ID classification across the retained UW tokens.

Table 4.11. UW formant-duration classification results

Feature set Subset Task Rows Classes Chance Accuracy
UW
formants +
duration All targets Target ID 160 6 0.167 0.356
UW
formants +
duration

F-labelled
targets only Target ID 80 3 0.333 0.638

UW
formants +
duration

M-labelled
targets only Target ID 80 3 0.333 0.312

UW
formants +
duration All targets F/M label 160 2 0.5 0.669

The all-target target-ID classifier reached 0.356 accuracy against a chance level of 0.167. This
indicates that the interpretable UW formant-duration feature set carried some target-level information.
The result was not strong enough to treat UW formants as a complete speaker identifier, but it was
above chance and therefore supports the claim that UW contained target-relevant acoustic structure.

The subset analyses showed that this target-level information was uneven across the target set. For
F-labelled targets only, target-ID accuracy was 0.638 against a chance level of 0.333. For M-labelled
targets only, accuracy was 0.312, slightly below the 0.333 chance level. Therefore, the target-level
formant-duration evidence was stronger for the F-labelled subset than for the M-labelled subset.
The F/M-label classification accuracy of 0.669 also confirms that part of the UW formant-duration
structure reflected broad F/M-labelled group separation.

The weak M-labelled target-ID result is consistent with informal listening observations made
during stimulus screening and pilot conversion. Across the experiment, M-labelled child target
conversions were generally less stable and more difficult to separate than F-labelled conversions. In
several cases, converted boy-like voices shifted toward a more girl-like or higher-pitched child-like
quality after Seed-VC conversion, making individual M-labelled synthetic voices less acoustically
distinct. This pattern suggests that the below-chance M-labelled classifier result should not be treated
simply as random failure. Rather, it points to a technical limitation of the present child-like voice
conversion setup.

4.6.3 Same-target versus different-target UW acoustic distance

A second target-level check compared acoustic distances between same-target and different-target
pairs within the UW focus words. This analysis asked whether tokens associated with the same target
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voice were acoustically closer than tokens associated with different target voices. The clearest pattern
appeared in F2.

Table 4.12. Same-target versus different-target mean absolute F2 differences in UW focus
words

Word
Same-target mean absolute F2
difference (Hz)

Different-target mean absolute F2
difference (Hz)

blue 327.9 446.32
clue 257.76 268.97
flew 188.79 313.05
sue 160.44 246.51
two 465.15 570.66

For all five focus words, same-target pairs showed smaller mean absolute F2 differences than
different-target pairs. This pattern is important because it directly relates the UW analysis to target-
level separation rather than only to F/M-labelled group differences. The strongest same-target
advantage in F2 appeared for flew, blue, sue, and two, while clue showed only a small difference.
This suggests that UW-region F2 carried some target-consistency information across the probe set.

The same-target versus different-target pattern was less consistent for F3 and ∆F2–F3 than for
F2, so the distance analysis should be interpreted cautiously. It supports UW F2 as a target-relevant
acoustic cue, but it does not show that UW formants alone are sufficient for stable individual speaker
identification.

4.6.4 Summary of the UW acoustic evidence

Taken together, the UW results provide the strongest interpretable acoustic evidence in the thesis. The
F/M-labelled word-level analysis showed a clear upper-formant pattern: M-labelled targets generally
had lower F2 and larger ∆F2–F3 than F-labelled targets across several UW-like words. This pattern
was robust to leaving out individual targets for two, flew, blue, and sue, but it was weak for clue.

More importantly for the speaker-differentiation aim, the target-level analyses showed that the UW
formant-duration features carried some individual target information. The six-way target-ID classifier
performed above chance, and same-target pairs showed smaller F2 differences than different-target
pairs in all five focus words. These results support the interpretation that UW-like vowel contexts are
a useful acoustic cue area for synthetic child-like speaker separation. The claim remains cautious:
UW formants provide interpretable target-relevant evidence, but they are not a standalone or universal
individual-speaker identifier.

4.7 ECAPA speaker-embedding results
ECAPA speaker embeddings were used as supporting evidence for target-speaker structure in the
converted UW probe files. These results are reported as automatic speaker-similarity evidence, not as
human perceptual evidence.

Same-target pairs had a mean cosine similarity of 0.514531. Different-target same-gender pairs
had a lower mean similarity of 0.361723, and different-gender pairs had a similar mean of 0.364821.
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Table 4.13. UW ECAPA cosine similarities by pair type

Pair type Count Mean cosine SD Min Max
Same target 270 0.514531 0.096813 0.157314 0.690678
Different target,
same intended
label 600 0.361723 0.10886 0.026962 0.650927
Different target,
different
intended label 900 0.364821 0.101829 0.047316 0.666937

Converted-to-reference comparisons showed that converted outputs were more similar to their
own target reference than to other references. The mean cosine was 0.471608 for own-reference
comparisons and 0.319653 for other-reference comparisons.

Table 4.14. UW converted-to-reference ECAPA cosine similarities

Same reference
target? Count Mean cosine SD Min Max
FALSE 300 0.319653 0.095144 0.030244 0.566511
TRUE 60 0.471608 0.102717 0.182898 0.649737

The ECAPA results show higher similarity for same-target comparisons than for different-target
comparisons. The two different-target categories had similar means, however, so the ECAPA results
did not show a clear broad difference between same-gender and different-gender target pairs.

4.8 Adult-control validation results
The adult-control analysis was included as a validation/control analysis for the conversion and
embedding-evaluation pipeline. It used adult VCTK target speakers rather than child-like target
voices.

The adult-control set contained 20 converted adult-control samples. In the ECAPA pairwise
analysis, same-target adult converted pairs had a mean cosine similarity of 0.746630. Different-target
same-gender pairs had a mean of 0.218845, and different-gender pairs had a mean of 0.183982.

Table 4.15. Adult-control ECAPA cosine similarities by pair type
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Pair type Count Mean cosine SD Min Max
Same target
speaker 40 0.74663 0.054316 0.611504 0.852158
Different
target, same
gender 50 0.218845 0.057347 0.114834 0.340777
Different
gender 100 0.183982 0.056748 0.066464 0.295124

The converted-to-reference comparison showed the same pattern. Converted adult-control outputs
had a mean cosine similarity of 0.606929 to their own target reference and 0.073902 to other
references.

Table 4.16. Adult-control converted-to-reference cosine similarities

Same reference
target? Count Mean cosine SD Min Max
FALSE 60 0.073902 0.062675 -0.053378 0.23303
TRUE 20 0.606929 0.058156 0.491317 0.73178

Together, these results show that the conversion and ECAPA embedding-evaluation pipeline
produced clear target-speaker structure under adult-target conditions. Converted outputs were much
more similar to other outputs generated toward the same adult target than to outputs generated toward
different adult targets. They were also much more similar to their own adult target reference than
to other adult references. This confirms that the pipeline can recover target-speaker structure in the
adult-control condition.

4.9 MFCC exploratory results
MFCC analyses were included as exploratory support for whether target-related information was
recoverable from the converted acoustic signal. These analyses are reported separately from the main
perceptual and UW formant results because MFCCs are less directly interpretable in phonetic terms
and were not treated as primary evidence.

For all-target target-ID classification, the UW formants-plus-duration feature set reached 0.356
accuracy against a chance level of 0.167. The UW MFCC2–13 feature set reached 0.869, and the
whole-sentence MFCC2–13 feature set reached 0.983.

Table 4.17. Exploratory MFCC and formant-based target-ID classification



Section 4 RESULTS 41

Feature set Task Accuracy Chance
UW formants +
duration Target ID 0.356 0.167
UW MFCC2–13 Target ID 0.869 0.167
Whole-sentence
MFCC2–13 Target ID 0.983 0.167

A permutation check for the UW MFCC2–13 target-ID analysis reported real accuracy 0.8688, per-
mutation mean 0.1613, permutation maximum 0.2375, and p = 0.005. Additional word-generalization
checks reported leave-one-word-out target-ID accuracy of 0.879.

The MFCC results show that target information was recoverable from broader cepstral representa-
tions. Because MFCC features are less interpretable than the UW formant measures, and because
the full final scripts were not completely recovered, these analyses are treated as exploratory support
rather than as the main acoustic explanation.

4.10 Results summary
The results show that the synthetic child-like voices were perceptually separable, but same-target
consistency across utterances was weaker. Overall accuracy was 85.9%. Both different-speaker
conditions reached 96.1%, while same-speaker accuracy was 65.6%. The mixed-effects model
confirmed that both different-speaker conditions were more accurate than the same-speaker condition.

The broad acoustic analysis provided context, especially showing source-family F0 differences,
but it did not explain speaker separation on its own. The focused UW analysis provided the main
interpretable acoustic evidence. M-labelled targets generally showed lower F2 and larger ∆F2–F3
than F-labelled targets, and this pattern was not driven by a single target for most focus words.

Crucially, UW also showed target-level relevance. UW formants plus duration classified six target
IDs above chance, and same-target pairs had smaller F2 differences than different-target pairs across
all five UW focus words. This supports UW-like vowels as a useful acoustic cue area for synthetic
child-like speaker separation, but not as a standalone speaker identifier.

ECAPA, MFCC, and adult-control analyses supported this interpretation. ECAPA showed same-
target clustering, MFCCs showed stronger target-ID recoverability from richer spectral features, and
the adult-control analysis showed clearer target preservation under adult-target conditions. Overall,
the results support UW-like vowel contexts as a promising interpretable cue area, alongside perceptual
and computational evidence.
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5 Discussion

5.1 Overview
This chapter discusses the findings in relation to the central aim of the thesis: to investigate whether
controlled synthetic child-like speech can be used to study speaker differentiation, and which acoustic
cue areas appear to support separation among synthetic child-like target voices. The discussion
first considers the perceptual validation of the synthetic voice space, then interprets the UW-related
acoustic evidence, the role of F0 and computational measures, the adult-control analysis, and the
methodological value and limitations of the pipeline.

5.2 Perceptual validation of the synthetic child-like voice space
The same/different listening test should be interpreted primarily as a perceptual validation of the
synthetic child-like voice space. Across 384 main-trial responses from 32 complete-case participants,
overall accuracy was 85.9%. Accuracy was especially high in the two different-speaker conditions:
both different_speaker_same_gender and different_gender reached 96.1%. The mixed-effects model
confirmed this descriptive pattern. Both different-speaker conditions had significantly higher accuracy
than the same_speaker condition, while the two different-speaker conditions did not differ from each
other.

This result validates the final stimulus set in a specific sense: listeners could hear differences
between synthetic target voices and use those differences to make same/different judgments. Because
the acoustic cue analysis depends on the synthetic child-like voices being perceptually usable, this
validation step is central to the thesis logic. Rather than leaving the generated voice space as an
untested assumption, the listening test showed that it contained perceptually accessible differences.

The same-gender different-speaker result is especially informative. The differ-
ent_speaker_same_gender condition reached the same accuracy as the different_gender condition.
This means that the different-speaker judgments were not limited to a broad perceived contrast
between F-labelled and M-labelled voices. Listeners were able to separate target voices even when
the intended F/M labels were the same.

The result still needs careful framing. The listening task does not show that listeners recognized
individual speakers, because participants were not asked to identify named voices or learn individual
identities across many trials. It also does not validate the generated voices as natural child speech. Its
contribution is more specific: it validates perceptual separability within the synthetic child-like voice
space used in the study.

This interpretation fits previous work on talker discrimination. Cleary et al. (2005) framed talker
discrimination as the listener’s problem of deciding whether acoustic differences reflect ordinary
within-talker variation or a change in talker identity. They also showed that sentence variability
can matter: performance may be worse when linguistic material varies between study and test than
when it is fixed. The final listening design reflects this distinction. Different-speaker trials used the
same sentence in both clips, while same-speaker trials used different sentences. Therefore, the high
different-speaker accuracy validates target separability under matched-content conditions, while the
lower same-speaker accuracy reflects a more difficult cross-utterance generalization problem.
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5.3 UW-related formant structure as the main acoustic cue finding
The UW vowel/formant analysis provides the main acoustic finding of the thesis. The broad acoustic
results showed that whole-file F0 differed by source label, but the most interpretable target-related
pattern emerged in the UW-focused formant analysis. Across several UW-like words, M-labelled
targets showed lower F2 and larger ∆F2–F3 values than F-labelled targets. The strongest M–F
∆F2–F3 difference was found for two (+419.4 Hz), followed by flew (+282.7 Hz), blue (+271.0
Hz), and sue (+222.7 Hz). The word clue showed a much smaller difference (+42.8 Hz), and the
leave-one-target-out analysis for clue crossed zero. The UW formants-plus-duration classification
check showed above-chance six-way target-ID accuracy, indicating that interpretable UW features
carried some target-relevant information. The same-target versus different-target distance analysis
also showed that same-target pairs had smaller F2 differences than different-target pairs across all five
UW focus words. These results connect the UW finding more directly to the speaker-differentiation
aim of the thesis. The correct interpretation is therefore not that UW is a universal speaker-identity
cue, but that UW-related F2/F3 structure is a promising and interpretable cue area in this synthetic
child-like voice space.

F2 and F3 are formant measures and therefore reflect filter-related properties of the vocal tract and
articulation. In a source-filter view of speech, F0 is primarily source-related, while formants reflect
resonances shaped by the vocal tract. Speaker identity and perceived voice quality are not expected
to depend only on pitch; formant and timbre-related information are also relevant. Pernet and Belin
(2012) showed that pitch and timbre both contribute to voice gender categorization, and that timbre
can support perceptual distinctions even when pitch is controlled. Xu et al. (2013) similarly treated
self-voice and other-voice recognition as relying on acoustic cues beyond F0 alone. The present UW
result therefore fits a broader literature in which speaker-related voice perception is multidimensional.

The UW finding is also relevant because children’s vowel spaces are developmentally structured.
Vorperian and Kent (2007) synthesized developmental evidence showing that vowel acoustic space
changes across childhood and that F1, F2, and F3 are informative for understanding the relationship
between acoustic measures and vocal-tract development. They also emphasized that children’s
speech acoustics reflect multiple concurrent developmental processes, including vocal-tract growth,
speech motor control, and convergence toward adult phonetic patterns. In that context, the thesis’s
focus on vowel-level formants is well motivated. It treats the synthetic child-like voice space as a
formant-structured acoustic space rather than as a set of voices separable only by pitch.

High-back vowel contexts may be especially informative because they can be sensitive to differ-
ences in F2 and upper-formant spacing. In the final UW analysis, F2 carried much of the observed
difference: M-labelled targets generally had lower F2 than F-labelled targets in the analysed UW-like
words. However, the most interpretable summary was ∆F2–F3, because it captured the spacing
between the second and third formants. This spacing can be understood as part of the timbre/formant
structure of the voice, rather than as a simple pitch effect.

The word-dependence of the effect is crucial. The pattern was not equally strong for all UW-like
contexts. The result for the clue was weak and not robust under leave-one-target-out checking,
which prevents a universal claim. This boundary is scientifically useful because it indicates that
the acoustic cue pattern may depend on linguistic context, target composition, token distribution, or
formant-estimation stability. The appropriate conclusion is that UW-related upper-formant spacing is
a promising cue area for speaker separation in the synthetic child-like voice space, not that UW alone
explains speaker identity.
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This is where the final study most directly fulfils the acoustic aim of the original proposal. The
proposal aimed to identify acoustic dimensions that support speaker differentiation in a controlled
child-like voice space. The UW result meets that aim at a cautious level: it identifies a candidate cue
area, not a complete causal explanation.

The UW analysis therefore provides interpretable target-relevant acoustic evidence, but it should
be read as a candidate cue finding rather than as direct evidence of the cues listeners used in the
same/different task.

5.4 Why F0 alone was insufficient
The broad acoustic analysis showed source-related F0 differences: F-labelled source files had a higher
mean F0 than M-labelled source files. However, F0 alone did not provide a sufficient explanation of
the final speaker-differentiation pattern.

The acoustic results point in the same direction. The clearest interpretable acoustic pattern was
not a whole-file F0 difference but a vowel-level formant pattern in UW-like contexts. M-labelled
targets showed lower F2 and larger ∆F2–F3 values in several UW words. This suggests that target
separation in the synthetic child-like voice space was structured by formant/timbre-related cues as
well as, or more clearly than, source-level pitch.

This does not mean that F0 was irrelevant. Pitch is a major acoustic property of voice and is
often involved in perceived age, gender, and speaker differences. However, the literature does not
support a pitch-only account of voice perception. Pernet and Belin (2012) showed that pitch and
timbre interact in voice gender categorization and that timbre can play a central role. Kagomiya and
Nakagawa (2009) also treated fundamental frequency and formant space as separable dimensions
relevant to speaker discrimination. In addition, Cleary et al. (2005) examined how differences in F0
and spectral/formant properties affected talker discrimination, showing that talker perception depends
on acoustic distance across multiple voice dimensions.

The strongest interpretation is therefore that F0 provided acoustic context, while the explanatory
cue pattern lay in formant-related structure. This strengthens the thesis contribution by moving the
analysis beyond the most obvious cue and suggesting that even in a synthetic child-like voice space,
speaker separation may depend on more subtle filter-related differences.

5.5 Speaker separation versus same-target identity consistency
One of the most important boundary findings is the difference between target separation and same-
target consistency. The listening test showed very high accuracy for different-speaker pairs, but
lower accuracy for same-speaker pairs. The same_speaker condition reached 65.6%, while both
different-speaker conditions reached 96.1%. This shows that generating voices that are distinguishable
from one another is not the same as generating a target voice that remains consistently recognizable
across different utterances.

In the different-speaker conditions, both clips used the same sentence. This made the task more
directly about whether the target voices sounded different. In the same_speaker condition, the two
clips came from the same target voice but used different source sentences. This created a harder
test: listeners had to judge sameness across utterance differences. Cleary et al. (2005) noted that
talker discrimination depends on the listener’s ability to distinguish within-talker variation from
between-talker variation. Prior work reviewed in that paper also found that varied-sentence conditions
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can be more difficult than fixed-sentence conditions. The current same-speaker result is consistent
with that general problem.

For the present thesis, same-speaker instability should not be interpreted simply as failure. It
clarifies the limits of the synthetic voice space. The pipeline generated target voices that were
perceptually separable, but the same target was not always perceived as stable across different
sentences. This may reflect source-sentence effects, cross-utterance prosodic differences, conversion
variability, or synthetic artifacts. It may also reflect the difficulty of preserving identity in a child-like
target space, where voices can be acoustically close and developmental cues may be less stable than
in adult speech.

This distinction has methodological consequences. Same-sentence different-target pairs are useful
when the aim is to test whether voices are distinguishable. Stable synthetic speaker identity, however,
requires more same-target cross-utterance trials. Speaker separation and identity consistency should
therefore be treated as related but separate dimensions of synthetic child-like voice evaluation.

5.6 Relationship between perceptual, acoustic, ECAPA, and MFCC evidence
The perceptual, acoustic, ECAPA, and MFCC analyses all indicated that target-related structure was
present in the generated materials, but they did so at different levels and should not be treated as
interchangeable.

The listening test provides the primary perceptual validation. It shows that human listeners could
distinguish different target voices in the final task. The UW formant analysis provides the main
interpretable acoustic evidence. It identifies a specific acoustic region—UW-related F2 and ∆F2–
F3—that appears to structure some of the target separation. ECAPA embeddings provide automatic
speaker-similarity support: same-target pairs had higher cosine similarity than different-target pairs,
and converted outputs were closer to their own target reference than to other references. MFCC
results showed even stronger target-ID classification, with UW MFCC2–13 reaching 0.869 and
whole-sentence MFCC2–13 reaching 0.983.

The difference between these evidence streams is central to the thesis. The contrast between
MFCC and UW results illustrates an important methodological point in this thesis: classification
strength and interpretability are not the same kind of evidence. MFCC features showed stronger
target-ID classification than the UW formant-duration features, which indicates that broad spectral
information carried substantial target-related structure. However, MFCCs do not explain in a phonetic
or developmental way which cue is responsible. The UW formant analysis was less powerful as a
classification feature set, but it was more interpretable because F2, F3, and ∆F2–F3 can be related to
vowel space, vocal-tract filtering, and timbre.

ECAPA evidence also requires caution. ECAPA same-target similarity was higher than different-
target similarity, which supports target structure. However, ECAPA did not show a strong distinction
between different-target same-gender and different-gender pairs. This matters because automatic
speaker similarity is not the same as perceptual speaker similarity. Deja et al. (2022) argued that
speaker-similarity evaluation in synthetic speech often requires perceptual evaluation, because au-
tomatic metrics may not fully capture listener judgments and speaker leakage remains a concern.
Liu et al. (2024) also directly address the possibility that acoustic, perceptual, and DNN speaker-
verification measures do not align perfectly.

The speaker-embedding literature supports the use of ECAPA but also supports caution. Desplan-
ques et al. (2020) introduced ECAPA-TDNN as a strong speaker-verification architecture. Alsalihi
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and Sztahó (2024) showed that deep speaker embeddings, including ECAPA-TDNN, can be used for
child speaker verification, but they also found that children’s speaker verification remains sensitive to
model choice, fine-tuning, and age-related performance differences. Therefore, ECAPA is useful in
this thesis as supporting evidence for target clustering, but not as a substitute for listening data.

The strongest interpretation is a triangulated one. Perception showed the voices were usable
for speaker-differentiation judgments. UW formants identified an interpretable cue area. ECAPA
supported target-related structure. MFCC showed strong acoustic separability. Together, these
analyses support the conclusion that the synthetic voice space contained target-related differences,
while also showing that different evaluation methods capture different aspects of speaker similarity.

5.7 Adult-control validation and pipeline implications
The adult-control analysis provides an important sanity check and boundary condition for interpreting
the synthetic child-like results. This control tested whether the same conversion and embedding-
evaluation pipeline could recover target-speaker structure under adult-target conditions. This step
was necessary because, without an adult-control comparison, weak or unstable structure in the child-
like UW analysis would be difficult to localize: it could reflect the synthetic child-like targets, the
conversion model, the ECAPA embedding model, or the evaluation procedure more generally.

In the adult-control condition, ECAPA similarity showed clear target-speaker clustering. Adult
same-target converted pairs had a mean cosine similarity of 0.7466, while different-target same-gender
pairs averaged 0.2188 and different-gender pairs averaged 0.1840. Converted adult-control outputs
were also much closer to their own target reference than to other references, with own-reference
similarity of 0.6069 compared with 0.0739 for other references.

This result shows that the conversion and embedding-evaluation pipeline can recover target-
speaker structure clearly under adult-target conditions. It does not prove that child-like conversion is
solved, nor does it validate the synthetic child-like voices as natural child voices. Instead, it helps
localize the interpretation of the child-like results. Because the pipeline behaved as expected with
adult targets, the weaker and more complex structure observed in the synthetic child-like condition
is less likely to reflect a complete or generic pipeline failure. Rather, the synthetic child-like target
space appears more difficult for identity preservation and automatic similarity evaluation than the
adult target space.

This interpretation is consistent with child speaker-verification literature. Safavi et al. (2014)
compared adult and child speaker-verification performance and reported poorer performance for
children’s speech. Shahnawazuddin et al. (2021) emphasized that automatic speaker verification
for child speakers is challenging in low- and zero-resource conditions and that adult-child acoustic
mismatch can be severe. Alsalihi and Sztahó (2024) likewise noted that speaker-embedding systems
have been studied much more extensively for adults than for children, and that younger child speakers
are less accurately handled by pre-trained models without appropriate adaptation.

The adult-control result therefore strengthens the methodological interpretation of the thesis. It
shows that the pipeline is not simply unable to preserve or recover target-speaker identity. Rather, it
preserves identity more clearly when the target space is adult-like. The weaker and more complex
child-like pattern should therefore be interpreted as a meaningful limitation of synthetic child-like
voice generation and evaluation, while still leaving open whether this limitation arises from the
conversion model, the ECAPA embedding model, the synthetic child-like targets, or their interaction.
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5.8 Synthetic child-like speech as a controlled but limited research tool
The final design demonstrates that synthetic child-like speech can be useful as controlled research
material, but it also shows why such material must be interpreted cautiously. The advantage of the
TTS → Seed-VC pipeline is control. It allowed the same or comparable sentence material to be
generated across target voices, which is difficult to achieve with natural child corpora. This control
was essential for the listening-test design and the UW acoustic analysis.

This controlled approach is aligned with the original proposal’s motivation. Natural child speech
is difficult to compare across speakers because utterances, recording conditions, speaking style, and
speaker availability are rarely matched. Synthetic conversion makes it possible to create a more
controlled stimulus space. Similar motivations appear in voice-conversion and synthetic-speech
evaluation work, where synthetic systems are used to manipulate or transfer speaker characteristics,
but must then be evaluated for speaker similarity and artifacts (Deja et al., 2022; Liu, 2024; Wester
and Karhila, 2011).

However, synthetic control comes with limitations. The generated voices should not be treated as
natural child voices. The survey included child-likeness ratings, but it did not include a separate natu-
ralness rating. Child-likeness ratings therefore provide contextual evidence that many voices sounded
child-like, but they do not validate naturalness or realism. Participant comments also suggested that
some voices had synthetic or robotic qualities, which may have influenced same/different judgments.

The final stimulus set is best described as a controlled synthetic child-like voice space. That
phrase captures both its strengths and its limits. The voices were controlled enough and perceptually
separable enough to support speaker-differentiation research, but they remain generated stimuli, and
the results should not be generalized directly to natural child speaker identity.

5.9 Limitations
The limitations of this study inform the scope of the conclusions and also point to the next steps
needed for more reliable synthetic child-like voice generation. They should therefore be understood
as boundaries of the present design rather than as reasons to dismiss the findings.

First, the stimuli were synthetic child-like voices, not natural child recordings. This limits
generalizability to natural child speech. The study shows what can be learned from a controlled
synthetic child-like voice space, rather than offering a full account of natural child speaker identity.

Second, the study used English-like speech, while the applied motivation comes from a Dutch
VR classroom context. This limits the transferability of the findings to Dutch child-avatar voices.
Vowel systems, phoneme distributions, word positions, stress patterns, and child directed classroom
language differ between English and Dutch. A Dutch-specific follow up study would be needed
before translating the acoustic findings into practical recommendations for Dutch avatar voices.

Third, the study was motivated by VR classroom development, but the listening test was conducted
as an isolated online audio-pair task rather than inside the VR classroom environment. Participants
did not hear the voices together with visual avatars, spatialized classroom sound, background noise,
turn-talking, or classroom-management context. As a result, the study validates perceptual separability
under controlled listening conditions, but it does not yet show how well distinguishable child-like
voices function during actual VR classroom interaction.

Fourth, naturalness was not measured separately. The survey included child-likeness ratings, and
many ratings fell in the moderately to very child-like range, but child-likeness is not the same as
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naturalness, realism, or suitability for deployment in a VR classroom. Some participant comments also
indicated synthetic, robotic, or unnatural qualities in the audio. These qualities may have influenced
same/different judgments, boy/girl categorization, and perceived child-likeness. The present study
therefore validates perceptual separability, but it does not validate the stimuli as natural or fully
realistic child voices.

Fifth, the listening-test design was compact. Participants completed only 12 main trials and
four trials per condition. This design was sufficient to show strong different-speaker separability,
but it limits fine-grained interpretation of item-level effects. Confidence, boy/girl categorization,
child-likeness ratings, and free-text comments should therefore be interpreted descriptively and as
contextual evidence rather than as independently powered outcomes.

Sixth, the same_speaker condition was more difficult by design because it used different utter-
ances. This means that the lower same-speaker accuracy cannot be attributed only to weak identity
preservation; it may reflect utterance differences, sentence-specific prosody, lexical content, vowel
distribution, or synthetic artifacts that varied across sentences. Because same-target trials always
require cross-utterance comparison, sentence-level differences and target-identity stability were partly
confounded. The result is still informative because VR avatar voices need to remain recognizable
across different utterances, but the present design cannot fully separate identity instability from
sentence effects.

Seventh, the five listening test source sentences were designed primarily for phonetic coverage
and controlled comparison rather than for natural classroom interaction. Although this helped ensure
useful vowel-bearing material for acoustic analysis, the sentences were not optimized for everyday
naturalness, child-directed content, or classroom plausibility. Some sentences may sound less regular,
less logical, or less familiar than utterances listeners would normally hear in a classroom context. This
may have made the same/different task harder, because listeners were judging speaker identity from
utterances that were controlled for phonetic content rather than designed for natural communication.

This sentence-construction issue may also have affected the voice-conversion output itself. TTS
and voice conversion systems are typically trained on natural and coherent speech material. When
source sentences are phonetically useful but less natural or less contextually predictable, the generated
prosody, rhythm, word emphasis, and segment quality may become less stable. Such instability could
introduce artifacts or make the converted voice sound less natural, which in turn may affect listener
judgments and acoustic measurements.

Eighth, the perceptual listening test and the UW acoustic analysis were not directly linked at
the trial level. The listening test showed that participants could distinguish different synthetic target
voices, and the UW analysis showed that UW-related formant measures carried target-relevant acoustic
structure. However, the study did not test whether trials with larger UW-related F2 and F3 differences
led to higher same/different accuracy, nor whether listeners who performed better were relying on
UW-related cues.

Ninth, the UW analysis was focused and informative but narrow. It analysed a constrained set of
UW-like words, and the clearest pattern was word-dependent. The weaker result for clue prevents a
universal claim about UW as a speaker-identity cue. Future work needs more balanced token counts,
more vowels, more target voices, and direct manipulation or modelling of F2/F3 spacing.

Tenth, broad acoustic extraction and formant estimation have technical limits. Formant tracking
in synthetic child-like speech can be affected by voice quality, artifacts, high F0, and model-generated
spectral structure. Parselmouth provides a reproducible Python interface to Praat for acoustic analysis
(Jadoul et al., 2018), but the interpretation of formant estimates still depends on extraction settings
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and filtering decisions.
Eleventh, the conversion pipeline appeared to handle F-labelled and M-labelled child target voices

unevenly. In the listening and acoustic results, F-labelled voices were generally more stable, while
M-labelled young child targets were less consistently preserved and were more often perceived or
acoustically represented as closer to F-like child voices. This pattern is consistent with informal
observations during stimulus screening and pilot conversion, where M-labelled child-like outputs
were often harder to distinguish. It may reflect the acoustic closeness of young children’s voice
before puberty, limitations of the target-reference recordings, the amount and quality of available
child speech, or biases in the voice-conversion and speaker-embedding models. Informal trials with
clearer, louder, and somewhat older child target recordings produced more stable outputs, suggesting
that target reference quality and developmental stage may be important factors. However, because
these factors were not systematically manipulated, this remains a limitation and important direction
for future work rather than a definitive gender-based conclusion.

Twelfth, the adult-control analysis should also be interpreted cautiously. It showed the pipeline
could recover target speaker structure under favourable adult-reference conditions, but it was not a
fully matched comparison to the child-like probe. The adult control condition used fewer targets and
fewer converted files, and the VCTK adult references were high-quality studio recordings, whereas
the Zenodo child references were more variable recordings of young children. In addition the ECAPA
embedding model was developed primarily for adult speaker recognition. Therefore, weaker or more
complex structure in the child-like condition cannot be attributed uniquely to child voice identity. It
may reflect a combination of child-voice acoustics, recording quality, reference-material limitations,
target-set differences, conversion behaviour, and embedding-model bias.

Thirteenth, automatic speaker-similarity evidence should not be treated as ground truth. ECAPA
and MFCC analyses provided useful support, but they do not measure human perception directly.
MFCCs showed strong separability but limited interpretability. ECAPA showed target structure but
did not reproduce all aspects of the perceptual pattern. This is consistent with the broader warning that
automatic speaker-similarity tools can support evaluation but should not replace perceptual evidence
(Deja et al., 2022).

Finally, the online listening-test format introduced audio-delivery limitations. The original WAV
stimuli were converted to MP3 for browser-compatible playback in Qualtrics. This conversion is lossy,
and the exact delivery bitrate after upload and playback could not be verified. Qualtrics streaming,
browser decoding, participant devices, headphone or speaker use, and playback volume were also
uncontrolled. These factors are common in online listening studies, but they may affect fine-grained
acoustic-perceptual interpretation, especially where formant-related or high-frequency spectral detail
is relevant.

Taken together, these limitations show that the present study should be interpreted as a controlled
pilot and methodological validation step rather than as a final solution for child-avatar voice generation.

5.10 Future work
The most direct future step is to test the UW/formant finding more explicitly. The present study
identified UW-related F2 and ∆F2–F3 as a promising cue area, but it did not manipulate those
cues directly. Future studies could generate controlled variants in which F2, F3, or ∆F2–F3 are
systematically shifted while other properties are held constant. This would test whether listeners
actually use these differences in same/different judgments.



Section 5 DISCUSSION 51

Beyond this focused test, the vowel analysis should be expanded beyond UW. The final broad
acoustic analysis suggested that other vowels, including AA, EH, AY, and OY, may also contain
relevant spread. A larger study could compare multiple vowel classes and determine whether UW
is uniquely informative or simply one of several vowel contexts where target separation becomes
visible.

A broader perceptual design would also be needed to improve same-target cross-utterance testing.
The present study included seven target voices and four same-speaker trials. A larger design should
include more targets, more sentences per target, and more same-target trials to separate identity
preservation from sentence effects.

Finally, future work should move the evaluation closer to the VR classroom application. The
future work should test whether the findings transfer to Dutch child-like avatar voices in a classroom
relevant setting. This would require Dutch target material, natural classroom-like utterances, and
listening tasks that connect acoustic differences more directly to perception, for example by testing
whether UW-related or Dutch-specific vowel differences predict same/different accuracy.
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6 Conclusion
This thesis investigated how controlled synthetic child-like speech can be used to study speaker
differentiation, and which acoustic cue areas appear to support separation among synthetic child-like
target voices. The study was motivated by both a practical need for distinguishable child-avatar voices
in VR classroom contexts and a scientific question about how speaker separation can be examined in
a child-like acoustic space.

The main empirical finding is that the generated synthetic child-like voices were perceptually
separable. In the same/different listening test, participants were highly accurate when judging different
target voices as different, including different voices within the same intended F/M-label category.
This shows that the generated voice space contained perceptually accessible differences between
target voices. At the same time, same-target identity consistency across different utterances was
weaker. This distinction is important: generating voices that are distinguishable from one another is
not the same as generating voices that remain consistently recognizable across sentences.

The main acoustic finding is that UW-related formant structure provided the clearest interpretable
cue area in this dataset. F2, F3, and especially ∆F2–F3 showed target-relevant structure in several
UW-like words. This supports a multi-cue view of child-like speaker differentiation, in which pitch
alone is not sufficient and vowel/formant structure can provide useful explanatory evidence.

Methodologically, the study demonstrates a mixed-evidence pipeline for evaluating synthetic
child-like voices. The TTS + Seed-VC pipeline generated controlled child-like stimuli; the listening
test provided human perceptual validation; the UW analysis provided interpretable acoustic evidence;
and ECAPA, MFCC, and adult-control analyses supplied supporting and boundary-setting evidence.

The findings also have applied relevance for VR classroom development. The study suggests that
synthetic child-like voices can be generated in a way that human listeners can distinguish, which
provides a flexible and scalable starting point for avatar voice generation. However, the current study
remains a controlled pilot rather than a finished implementation guideline.

Overall, the thesis provides empirical, acoustic, methodological, and practical contributions. It
validates a controlled synthetic child-like voice space as usable for speaker-differentiation research,
identifies UW-related formant structure as a promising interpretable cue area, and demonstrates a
cautious evaluation framework for studying synthetic child-like speaker separation. The next step is
to move from this proof-of-concept toward more natural, Dutch-relevant, perceptually grounded, and
ethically controlled systems for distinguishable child-like avatar voices.
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Appendix: Supplementary materials
The full reproducibility materials for this thesis is maintained in the accompanying GitHub repository:

https://github.com/ygao34-gif/synthetic-child-like-voice-thesis-demo

The repository documents the main workflow used in the thesis and includes reconstructed key
components for:

• source sentence design;

• source TTS generation with Parler-TTS Mini;

• voice conversion with Seed-VC;

• construction of the final synthetic child-like voice set;

• listening-test stimulus design;

• selected acoustic and perceptual analysis summaries;

• adult-control validation of the conversion pipeline.

The repository is kept as the primary location for detailed appendix-style materials because it can
preserve the study structure, manifests, analysis summaries, and reproducibility notes more clearly
than a long static appendix table in the thesis document. The generated synthetic child-like audio
should remain under restricted access and should not be publicly redistributed without separate ethical
review and a clear data-governance plan.

https://github.com/ygao34-gif/synthetic-child-like-voice-thesis-demo
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