University of Groningen

Campus Fryslan

An empirical comparison of SHAP and LIME consistency
for XGBoost-based extreme precipitation prediction in the

Netherlands

Bachelor’s Thesis

BSc Data Science and Society

Jens Lucas de Boer
S4939255
J.K. (Joshua) Schiuble

Academic Year 2025-2026



Abstract

Post-hoc explanation methods are commonly used to interpret machine learning models, but
people often use them without checking if the explanations make sense or are reliable. This
thesis looks at how SHAP and LIME fare when explaining an XGBoost classifier. The classifier
is based on fifteen years of hourly ERAS data and predicts extreme precipitation (above the 99th
percentile) in De Bilt, the Netherlands. It focuses on whether the methods give consistent results,

compared to each other.

To test this, the study uses top-ten overlap and Spearman rank correlation to evaluate
explanations for four different situations from the confusion matrix. SHAP and LIME end up
agreeing a lot about the top features, mainly one-hour-lagged precipitation, though they differ

once you get past the top five rankings.
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1. Introduction

Climate change has resulted in an increase in the frequency and intensity of extreme weather
occurrences such as heavy precipitation. This is a major threat to low-lying nations such as the
Netherlands. National climate projections suggest that extreme rainfall events will become
heavier and more frequent in the upcoming decades. It results in direct implications for flood

management and organisation (van Dorland et al., 2023)

In view of such emerging climate-related issues, machine learning models have been
increasingly used for weather and climate prediction tasks, as they can effectively capture
complex relationships among variables in high-dimensional climate data. Among such models,
tree-based ensemble models such as XGBoost have proven especially well-suited to tabular
environmental data and are more often used and a common choice for prediction (Dong et al.,

2023).

The accuracy of prediction, however, comes at the cost of transparency. Although machine
learning models have been shown to produce excellent results in weather and precipitation
prediction, models of this kind operate like “black boxes.” This is because they do not allow for
transparency regarding their decision-making mechanisms. This is a serious limitation in critical
areas such as climate risk management. In view of this problem, Explainable Artificial

Intelligence (XAI) has introduced post-hoc interpretation models.

Two of the most commonly used XAI techniques are SHAP and LIME (Ribeiro et al., 2016;
Lundberg & Lee, 2017). These approaches are based on quantifying the contribution of different

features to a predictive model’s output. Though both methods are widely used now, they often



get treated more like tools than subjects of close study. Many analyses share SHAP attributions
while neglecting to explore other explanation methods or to check whether those explanations
hold up. This oversight matters because recent studies show that different methods can yield very
different explanations for the same prediction, and that individual methods might be unstable

when repeated, according to Slack et al. (2020).

Nevertheless, this problem is of significant value in predictive models related to climate issues
because reliability plays an important role in interpreting the results of these predictive models.
Despite the widespread use of XAl methods in various types of predictive models, there is little
research regarding how consistent and reliable these XAl methods are in predicting the climate
using models. Gaps like these motivate a systematic comparison of the consistency and
reliability. Therefore, it raises the question of the extent to which SHAP and LIME provide
consistent and reliable feature attributions when explaining XGBoost predictions of hourly

extreme precipitation in the Netherlands



2. Literature Review

2.1 Predicting Hourly Extreme Precipitation Using Tree-based Models

In particular, within the domain of machine learning, the method of gradient-boosted decision
tree ensemble, such as that implemented by XGBoost (Chen & Guestrin, 2016), could be
especially relevant. After all, reanalysis data, such as ERAS data, represent a spatio-temporal
grid. Yet, after being reduced to a single point and engineered through feature engineering in
order to create lagged and rolling features, the output is the feature matrix that can be applied to
the decision tree algorithm (Dong et al., 2023; Islam et al., 2025). In addition, such models can
tackle the problem of imbalanced classes related to rare event prediction. This is why they are
widely used for precipitation and rain detection (Islam et al., 2025). This approach, however, is
non-transparent because an XGBoost model, having several hundred trees, cannot explain its

decisions.

2.2 The Need for Post-hoc Explanation

However, as predictive models improve in accuracy, they generally lose out in terms of
interpretability, and in risk-oriented contexts, this lack of transparency poses a serious issue, as
decisions on flood risks made using black box models are hard to assess, validate and trust
(Adadi & Berrada, 2018; Molnar, 2022). As a result, explainable artificial intelligence (XAI) was
introduced as a solution through post-hoc methods of explanation, which enable the

interpretation of a complicated model without changing its architecture.



This answer has been challenged. According to Rudin (2019), black box models should never be
used in situations where important decisions need to be made, with inherent models being
preferable due to the fact that post hoc explanations are only approximations and may deceive. It
is against this background of disagreement that the current study takes place. When conducting
applied environmental studies, as well as applied earth science research, post-hoc eXplainable
Artificial Intelligence (XAI) and SHAP have become standard practice in model interpretation
(Aderemi et al., 2025; Dikshit & Pradhan, 2021). However, in many cases, the choice of the
explanation tool is instrumental, meaning that one such tool is used without comparing it to

others and without checking if the interpretation itself holds true.

2.3 SHAP and LIME

The most popular post-hoc techniques today are SHAP and LIME, but while both of these
methods provide feature importance explanations for each prediction, their approaches to doing
so differ in nature mathematically. SHAP values are based on a concept from cooperative game
theory called Shapley values, providing each feature in an additive manner, ensuring useful
characteristics like local accuracy and consistency. SHAP values may be calculated exactly and
without any sampling variance when dealing with tree ensembles using the TreeSHAP algorithm
by Lundberg et al. (2019). On the other hand, the LIME technique uses perturbation to create a
neighbourhood around an input and then fits a sparse linear model to approximate the function in

question.

Since both approaches are based on different principles and computational methods, it is not
guaranteed that their results will be aligned, even when interpreting the same prediction from the

same model. While SHAP assigns a value larger than zero to every predictor, LIME chooses a



limited number of rules explicitly; while the SHAP approach for tree models is deterministic,
LIME is stochastic because of a certain random sampling procedure, as well as other parameters
such as hyperparameters and discretisation techniques, known to influence the explanation

generated by LIME.

2.4 Reliability and Consistency Challenges

In case two principles yield differing results, then one cannot assume the reliability of the single
result obtained. It must be tested. There are at least three different ways through which a
post-hoc explanation might not be reliable, and these correspond to the three tests carried out in
this paper.

Disagreement between methods is the first possible reason. The disagreement problem occurs
when there is no consistency between explanations generated by different methods. This is a
fairly recent finding and has been formally described by Krishna et al. (2022). It states that
multiple explanation methods often generate feature attributions that conflict with each other. In

case this happens, the analyst's understanding of the model's behaviour becomes subjective.

Secondly, there is instability when re-explained. Due to its nature involving random perturbation
and surrogate model fitting, explanations generated by LIME for the same data point may differ
between attempts; Visani et al. (2022) have presented specialised indices for statistical evaluation
of the degree of instability in such explanations, showing how re-computation of the explanation
under the same conditions may generate a different explanation. The instability of an explanation

when re-computed reduces its usefulness for diagnostic purposes.



2.5 Research Gap

The existing literature has indicated the existence of a significant gap in the evaluation of the
consistency of explanation in the context of climate prediction. To begin with, there is a scarcity
of comparative studies that utilise SHAP and LIME approaches with the same model and data
set. Moreover, the consistency of explanation with the feature space has not been explored
adequately. Additionally, the consistency of explanation with existing meteorological knowledge
has not been adequately explored. Lastly, there is a scarcity of studies conducted in the

Netherlands.

To begin with, it is imperative to evaluate the consistency and reliability of the XAl approaches
in the context of decision-making in the field of climate prediction. Therefore, the study aims to
conduct a structured comparative analysis of the consistency and reliability of SHAP and LIME

approaches.



3. Methodology

3.1 Research Design

This research project involves a quantitative experiment using a binary classification tree to
detect hourly extreme-precipitation events at a single ERAS grid point. This classifier is trained
based on fifteen years’ worth of hourly ERAS reanalysis data at one particular point on a Dutch
grid, and then the classifier is analysed using two post-hoc explanation tools. The unit of analysis
is a single hourly prediction, while the research question relates to the extent of similarity

between the explanations produced by SHAP and LIME.

There are three aspects in which the design decisions have been made. By focusing on a single
location as well as a single criterion of definition in regard to meteorology, the meteorological
context becomes understandable. Since the model does not change after it has been trained, any
variation between SHAP and LIME must be related to the method used rather than the model
itself. The assessment process takes into account both a global perspective that applies to the test
set as well as a local perspective regarding four diagnostic cases based on the four parts of the

confusion matrix.



3.2 Dataset and Variables

The data is sourced from the ERAS reanalysis provided by the European Centre for
Medium-Range Weather Forecasts, which is considered to be one of the most commonly referred
datasets in climate studies in Europe (Hersbach et al., 2020). One grid point was selected at
coordinates 52.00 N; 5.25 E, which corresponds to the location of De Bilt, the reference station
of the Royal Netherlands Meteorological Institute (in Dutch KNMI). The time span includes
dates from 1 January 2010 to 31 December 2024, and the number of valid observations amounts

to 131,496.

In its raw format, the NetCDF file has eight meteorological variables, namely, 10-meter eastward
(ul0) and 10-meter northward (v10) wind components, two-meter dew point temperature (d2m),
two-meter air temperature (t2m), mean sea level pressure (msl), surface pressure (sp), total cloud
cover (tcc) and total precipitation (tp) all measured in scientific units. It was found during a

preliminary validation that there were no gaps in the series.

The response variable represents whether an extreme precipitation event occurs on an hourly
basis. Precipitation in the Netherlands is highly right-skewed, and half of all hours contain no
precipitation at all; therefore, a relative measure is preferable to an absolute measure in terms of
millimetres (Yang et al., 2024). The 99th percentile of the empirical distribution of the training
set was used in this study as the threshold, having a value of 1.59 mm per hour. A threshold

derived from training data only avoids leakage of the test set. The proportion of positive



instances in this case amounts to roughly one percent, which is a realistic figure but implies

significant class imbalance.

3.3 Data Preprocessing

The original NetCDF file was transformed into a table using valid time as an index. The values
of all features were expressed in natural units, because the interpretability of future
interpretations relies on the meaningfulness of features for domain experts: temperature and dew
point measured in degrees Celsius, pressure in hectopascals, and precipitation in millimetres. In
addition, horizontal wind speed was calculated from two components using Pythagoras’s

theorem.

Three classes of features based on the temporal context were included in the dataset. First,
calendar features like month, day of year, hour and season were obtained from the timestamp,
with the additional encoding of month and hour as sine-cosine pairs. Second, lags with the
horizon one, three, six, twelve and twenty-four hours were created for all the base meteorological
features, as well as for precipitation. Third, rolling features with the corresponding horizons were
calculated. Rolling means were taken for the meteorological features, rolling maxima for the
wind speed feature, and rolling sums for precipitation. The calculations were performed with a
lag of one hour to avoid contamination between the target and predictors. All instances with

missing lag/rolling features were removed, so there were 131,472 fully-formed rows left.

The data was split based on the timeline of the period of time in which the first 80% (January
2010 - early January 2022) comprised the training set while the rest (early January 2022 -

December 2024) comprised the holdout test set. The use of chronological splits is crucial in cases



involving temporal environmental data due to the fact that, with random splits, the model will be

able to see the future before making the prediction (Schultz et al., 2021).

3.4 Feature Configurations

Three sets of features have been considered, which are presented in Appendix A (Table 6). The
basic set consists of 15 instantaneous weather and time-of-year features. The chosen set includes
an additional 19 lagged and rolling features such as lags of precipitation at one, three, and six
hours, lags of dew point temperature, cloud cover, and mean sea level pressure at six hours,
6-hour and 24-hour rolling sum of precipitation, six-hour rolling average of dew point
temperature, cloud cover, mean sea level pressure, and wind speed with all calculations lagged
by one hour to avoid target leakage. The final set of 92 features includes even more lagged and

rolling features calculated for all meteorological features.

3.5 XGBoost model

The classification algorithm used is XGBoost, which is a gradient boosted decision tree model
(Chen & Guestrin, 2016). It was selected due to its performance on tabular meteorological
datasets (Islam et al., 2025). TreeSHAP is an option that made it suitable and efficient as well.

The data was split into two segments, with the first 80 percent being used in the training set
while the last 20 percent was reserved for testing purposes. The training set was again split
according to a chronological approach, whereby the first 80 percent would form the model

training set while the last 20 percent would be a validation set for hyperparameter analysis. For



each combination of features, three possible hyperparameter combinations were tested:
max_depth=2, eta=0.05; max_depth=3, eta=0.03; max_depth=4, eta=0.03. All models had the
same setup for the binary logistic objective function, AUCPR metric, subsample rate,
colsample bytree rate, tree method, and maximum number of boosting iterations of six hundred,
with early stopping after twenty-five iterations. Scale pos weight was set to the ratio between
non-extreme hours and extreme hours. The best performing configuration was selected using
average precision scores on the validation set. Then the model was refit on the full training set
before tuning the decision threshold to maximise F1-score on the validation set, in steps of 0.05
between 0.05 and 0.95. The chosen threshold value is 0.95. The decision rule is extreme
prediction if the predicted probability exceeds 0.95. Consequently, an observation with a

predicted probability of exactly 0.950 is considered to be non-extreme

Average Precision is the main evaluation metric because, in the case of severe class imbalance, it
provides much more meaningful results than the ROC area (Davis & Goadrich, 2006). Precision,
recall, F1 score, accuracy, and confusion matrix are additionally given along with it. The history

model with a depth of four was used throughout all further explanations.

3.6 SHAP and LIME

There were two post-hoc explanation approaches applied to the trained model. SHAP is an
approach for feature attribution based on cooperative game theory, where the contribution of
features towards the prediction is measured as Shapley values (Lundberg & Lee, 2017).

TreeSHAP is a deterministic closed-form solution to SHAP for tree-based models with a



computational complexity of polynomial time (Lundberg et al., 2019). All SHAP values were
calculated using the TreeSHAP algorithm. Mean absolute SHAP value across the test set is the
measure of global feature importance, while SHAP values for individual features represent local

explanations.

LIME estimates a local approximation by sampling the perturbed instances around a specific
instance, weighted based on their proximity, and fitting a sparse linear regression of the predicted
values (Ribeiro et al., 2016). LIME algorithm, LimeTabularExplainer, was applied with the
continuous features discretised. This resulted in binarising the features based on the intervals
between quartiles, then fitting the linear surrogate model. The surrogate model was set to use the

top ten rules, and five thousand perturbed samples were used for generating each explanation.

Explanations based on local data were produced for four examples from the set of four
diagnoses, namely those that belong to each cell of the confusion matrix. True positives and false
positives correspond to the examples whose probability values are the highest within their
respective categories, while false negatives correspond to the example whose probability is the

highest amongst all false negatives.

3.7 Consistency Evaluation

Consistency was examined in two ways: consistency of results between SHAP and LIME for the
same prediction and consistency within each technique over multiple runs. The consistency

between SHAP and LIME with regard to the same prediction was determined based on two



factors. First, the number of shared features between the top ten features for each approach was
taken into account. Second, Spearman’s rank correlation over the entire feature ranking was used
to measure consistency on a larger scale. This measure is more preferable than Pearson
correlation, as SHAP and LIME use different scales for calculating the weights. In order to
compare the discrete rule-based representation of LIME with SHAP's feature-based one, LIME

rules were traced back to their original features.

The stability test is done through the repetition of each of the models ten times under different
random numbers. For instance, LIME has natural random elements since the perturbation
samples used in each new run consist of five thousand samples. As to TreeSHAP, it is a model
based on deterministic processes; thus, any replication will always yield similar results. In order
to achieve a fair stability evaluation, each SHAP run was therefore calculated with the input
being slightly modified through the addition of Gaussian noise with intensity proportional to one
percent of the feature’s training standard deviation. This allows for the analysis of the
explanation stability at an infinitesimal difference of the input. The important thing to note about
this is that this design creates an important difference between the two: instability in LIME
corresponds to variance in the sampling, while instability in SHAP corresponds to sensitivity to
very small changes in the input variables, which does not correspond to variance in any way. For
each technique, each case thus results in forty-five pairwise comparisons between repetitions,
which then allows for calculation of mean and standard deviations of the two measures:
Spearman correlation coefficient and top-ten overlap, as described by Visani et al. (2022). Lastly,
the results obtained empirically were compared to expectations based on meteorological domain

knowledge about precipitation patterns in the Netherlands.



3.8 Reproducibility

All methods used in this study for data analysis, model development, experiments, and
comparisons are available in a public repository at

[https://github.com/Jensdeboerr/xai-shap-lime-thesis]. The repository is mainly available for

transparency and reproducibility. The raw ERAS data is not included because of size problems,

but it is available at the Copernicus Climate Data Store.


https://github.com/Jensdeboerr/xai-shap-lime-thesis

4. Results

4.1 Predictive Performance

The real improvement in the predictive performance was achieved by using historical
information. With the basic setup, the model had average precision and F1 scores of 0.132 and
0.208, respectively, when applied to the presented test dataset. The implementation of the
nineteen historical features yielded average precision and F1 scores of 0.491 and 0.512, also here
respectively. For the full ninety-two feature setup, the obtained scores were 0.450 and 0.472,
which are lower than the previously considered configuration, which was therefore retained as
the operational model. This results in the model detecting 187 of the 349 extreme hours (recall of

0.54), an average precision of 0.49, and last but not least an area under the ROC curve of 0.977.

For the local explanation analysis, four representative samples from the unseen test data set in
accordance with the cells of the confusion matrix. This approach allows explanations to include
both the correct and incorrect predictions, which is required to achieve a reliable analysis of a
model (Adadi & Berrada, 2018). The four selected cases, along with the observed precipitation,
the binary label, the predicted probability and the predicted class, are seen and presented in Table

1 below.

Table 1. Selected local cases used for SHAP and LIME explanations.

Case Valid time | Tp (mm) Extreme Label | Pred. prob. Pred.class

(UT1C)




True positive 2023-07-27 3.12 1 0.986 'l
05:00

False positive | 2023-10-20 1.53 0 0.985 1
11:00

False negative | 2022-06-19 3.06 1 0.950 0
00:00

True negative | 2022-12-17 0.00 0 0.004 0
22:00

Two aspects of Table 1 require emphasis. Both the true positive case and the false negative have
a very similar amount of rainfall (3.12 mm and 3.06 mm), but the predictions are completely
opposite, thereby making them a test of the confidence level that the model has at the operating
point in the absence of an accurate probability estimation. The false positive example, on the
other hand, has a predicted probability nearly identical to the true positive case (0.985 and

0.986), implying that the reason for the failure lies in the structure of the feature space itself.

4.2 SHAP Results

4.2.1 Global feature importance

The plot in Figure 1 depicts the global feature importance obtained through the mean absolute
SHAP value for each feature in the test set. As can be seen in the figure, the one-hour-lagged

precipitation variable tp mm_lagl leads in terms of the mean absolute SHAP value at 2.48,



which is about five times more important than the second most important feature, the six-hour
precipitation sum tp mm roll6_sum at 0.51. All other features exhibit a long-tailed feature
importance, where the most important ones after tp mm_lagl are the dew point temperature
d2m_c (0.27), total cloud cover tcc (0.24), mean sea-level pressure msl hpa (0.12) and
two-metre temperature t2m c (0.12). Wind variables, lagged precipitation values beyond 24

hours and cyclical time encodings are relatively unimportant for model predictions.

tp_mm_lagl
tp_mm_roll6_sum
d2m_c

tcc

msl_hpa

t2m_c
msl_hpa_lagl
hour_cos
d2m_c_lagl
sp_hpa
tp_mm_roll24_sum
tcc_roll6_mean
hour

month_cos

dayofyear

0.0 05 1.0 15 2.0 25
mean(|SHAP value|) (average impact on model output magnitude)

Figure 1. Global SHAP feature importance, expressed as the mean absolute SHAP value per feature on

the test set.



4.2.2 Local explanations

SHAP values of the four cases listed in Table 1 have been computed. In all four cases, the
one-hour lagged precipitation variable, tp mm_lagl, is the most influential feature. Its absolute
SHAP values are between 2.66 (for true negative) and 3.44 (for true positive). The positive or
negative sign indicates whether the prediction is correct or not, while the combination of the
second-level features differentiates between confident and doubtful predictions. Their top

contributions are listed in Table 2 below.

Table 2. Top three SHAP contributions per case, with feature values. Positive values push the prediction

towards the extreme class; negative values push it away.

Rank Feature TP FP FN TN

1 tp_mm_lagl + 344 + 343 + 3.08 - 2.66

2 tp_ mm_roll6_s + 040 + 041 + 032 - 0.65
um

3 tee + 0.14 + 023 - 024 - 048

The SHAP profile of both the true positive and false positive cases appears very similar to one
another. Both cases exhibit tp mm lagl values very close to +3.44, with the tp mm_roll6_sum
and the total cloud cover values complementing one another. Although the false positive case
recorded precipitation amounting to only 1.53 mm per hour, its value for the last hour amounted

to 2.43 mm, which was recognised as a clear indication of an ongoing extreme event.



But in this case, the false-negative example is the one that is diagnostically most useful out of all
four examples selected, and provides an example of how conflict between feature importance
causes the borderline misclassification and is presented in Figure 2. The precipitation level for
the past hour was 2.41 mm, and it gets confirmed via tp_ mm_lagl feature, which contributes
positively (+3.08), as well as tp mm roll6 sum (positive contribution of 0.32). But a
combination of other factors pulls in the opposite direction, namely the cloud cover (negative
contribution of —0.24; note that it is relatively high in absolute value at 0.92, but it is still not at
the saturated point like in the case of some other hours); hour cos at —0.14; tcc lagl at —0.13;
meridional wind v10 at —0.11, and the time of day at —0.09. And that makes the cumulative sum

enough to bring down the estimated probability to 0.950, close to the threshold of 0.95.

false_negative

tp_mm_lagl
to_mm_roll6_sum A
tp_mm_lag3 A
to_mm_roll24_sum -
d2m_c 1

hour

v10 A

tcc_lagl

hour_cos A

tcc 1

0.0 0.5 1.0 1.5 2.0 2.5 3.0
SHAP value

Figure 2. SHAP local explanation for the false negative case. Red bars indicate features pushing the

prediction towards the extreme class; blue bars indicate features pushing it away.



4.3 LIME Results

For these four samples, LIME explanations were calculated. In contrast to SHAP, LIME provides
weight values for discretised feature rules and not for the feature values directly (Ribeiro et al.,
2016), whereas the rules are formulated as inequalities (such as tp mm lagl > 0.04). The

contributions for each sample are presented in Table 3.

Table 3. Top five LIME rules per case, with weights. Positive weights support the extreme class; negative

weights support the non-extreme class.

# Rule P FP FN TN

Dominant rule |tp mm_lagl > | tp mm _lagl > | tp mm lagl > | tp_ mm lagl <
0.04: +0.302 0.04: +0.305 0.04: +0.311 0.00: —0.154

Second rule tp mm_roll6 s |tp mm roll6 s | tp mm roll6 s |d2m ¢ < 3.21:
um > 041: \um > 041: |\um > 0.41:|-0.042
+0.047 +0.042 +0.048

Third rule d2m_c > |tcc > 1.00: | t2m _c bin: | tcc < 0.39:
11.73: +0.037 | +0.025 +0.012 —0.033

Fourth rule msl_hpa < |sp_hpa <|tp_mm_lag3 tp_mm_roll6_s
1009.59: 1008.90: bin: +0.011 um < 0.00:
+0.026 +0.018 -0.023

Fifth rule msl_hpa _lagl |msl hpa lagl | month cos msl_hpa_lagl
< 1009.59: | < 1009.59: | bin: +0.011 > 1021.83:




+0.023 +0.018 -0.017

It is surprising how well the results align with SHAP at the top of each explanation list. Once
again, the profile of the true positive and the false positive looks exactly alike, with tp mm_lagl
> 0.04 contributing to their weight by 0.302 and 0.305, respectively, followed by the same
precipitation, cloud cover, and pressure rules. The explanations for the false positive and the true

positive offered by LIME, similar to SHAP, are almost the same.

In Figure 3, the false negative explanation is presented, and once again, it provides the most
insight into why this sample was classified incorrectly. tp mm lagl > 0.04 (0.311) and
tp_ mm_roll6_sum > 0.41 (0.048) positively contribute to the classification, while, in contrast to
SHAP, LIME does not provide the list of strong negative factors. Hour cos > 0.71 (—0.011) is the
only negatively weighted factor among the top ten, while the rest of the factors, including bin
10.58 < 2m ¢ < 15.62, 0.83 < tcc < 1.00, and 92 < dayofyear < 183, have a slightly positive

contribution (around 0.010).



false_negative

tp_mm_lagl > 0.04 A
tp_mm_roll6_sum > 0.41 ~
10.58 < t2m_c <= 15.62 4

0.00 < tp_mm_lag3 <= 0.04 1
month_cos <= -0.87 A

0.83 < tcc <= 1.00 ~

7.43 < d2m_c <=11.73 A
d2m_c_roll6_mean > 11.72 1
92.00 < dayofyear <= 183.00 -

hour_cos > 0.71 -

0.00 0.05 0.10 0.15 0.20 0.25 0.30
LIME weight for the extreme class

Figure 3. LIMFE local explanation for the false negative case. Bars represent the weights of the discretised
feature rules in the local linear surrogate; red indicates support for the extreme class and blue indicates

support for the non-extreme class.

The genuine negative example acts as a sanity test. The main rule is tp mm_lagl < 0.00 with a
highly negative importance of -0.154, followed by d2m c < 3.21 (-0.042), tcc < 0.39 (-0.033),
tp_ mm_roll6_sum < 0.00 (-0.023) and msl hpa lagl > 1021.83 (-0.017). All the most important
rules are shifting the model away from the extreme category, in close concordance with SHAP

for the same example.

What is interesting about LIME results is a sudden fall in weight importance for all but one rule.
For all four examples, the topmost rule has an order-of-magnitude higher importance than the
second-most important rule. In part, this is because of the discretisation of numerical features

performed by LIME, which makes an important continuous feature a binary rule, and in part, it



reflects the way the XGBoost model decision works, based on whether there was any
precipitation recently. The risk is that LIME might underestimate the effect of less important

features.

4.4 Consistency Comparison

4.4.1 Agreement between SHAP and LIME

The agreement between methods was determined using overlap and the Spearman correlation
coefficient on all feature variables. As seen in Table 4, the highest agreement (8 overlaps,
Spearman’s r of 0.73) occurs in the true positive condition, followed by the false positive (7,

0.64), true negative (7, 0.61), and false negative (6, 0.51) categories.

Table 4. Agreement between SHAP and LIME rankings per case.

Case

Top-10 overlap

Spearman p

True positive 8/10 0.73
False positive 7/10 0.64
True negative 7/10 0.61
False negative 6/10 0.51

In all four cases shown, the highest ranks are close to the line y=x, which indicates that both
models agree on the most critical features. Starting from rank five, the points scatter further away

from the diagonal. A horizontal band appears near LIME rank eleven, which corresponds to the



features that were not selected for LIME by its sparse LIME surrogate. As expected from the
different nature of the models described before, SHAP assigns non-zero values to all features
while LIME selects only a limited number of features (Lundberg & Lee, 2017; Ribeiro et al.,
2016). It seems, therefore, more reasonable to compare the rankings rather than their agreement.
The comparison of the absolute values also shows that the two approaches use different
numerical scales, although their rankings correlate. For instance, |SHAP| = approx. 3.4 for

tp_ mm_lagl compared to approx. 0.30 in the case of LIME.
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Figure 4. SHAP versus LIME rank scatter for the four cases. Points on the diagonal indicate identical
ranks; the horizontal band at LIME rank =~ 11 corresponds to features not retained by the LIME

surrogate.



4.4.2 Stability under repetition

Stability is determined by a different random seed, which is used ten times, where each
explanation is then calculated. This creates forty-five pairwise comparisons. The numbers for the

correlation and the average top-ten agreement are presented in Table 5 and Figure 5.

Table 5. Stability of SHAP and LIME explanations across ten repetitions per case (forty-five pairwise

comparisons).

Case p LIME p SHAP Top-10 LIME Top-10 SHAP
True positive 0.657 0.984 5.87 9.22
False positive 0.641 0.986 5.73 9.13
False negative 0.596 0.949 5.60 8.27
True negative 0.602 0.974 5.64 8.93

SHAP is also more robust than LIME with respect to the two measures and across all four cases.
In each case, the average pair-wise rank correlation among repeated SHAP explanations is higher
than 0.94, ranging from 0.949 to 0.986, while LIME does not reach above 0.66, ranging from
0.596 to 0.657. On SHAP repetition, the standard deviation is low, ranging from 0.01 to 0.03,
while on LIME repetitions, the standard deviation ranges between 0.22 to 0.27. Consistency in
terms of the top ten rules is even more pronounced, where 9.22 rules remain consistent out of 10
throughout all iterations of the true positive case, as opposed to only 5.87 in the case of LIME

explanations. The difference remains relatively constant among the other three cases as well. In



practice, an analyst who performs two iterations of a LIME explanation will observe that at least
four of the top ten rules have a different level of influence than before. On the contrary, the
SHAP approach is nearly deterministic. Naturally, SHAP provides a closed-form solution for
trees (Lundberg et al., 2019), while LIME performs sampling for approximating a linear fit

(Slack et al., 2020; Visani et al., 2022).
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Figure 5. Mean pairwise Spearman p (left) and mean top-10 overlap (right) across ten repetitions per

case for SHAP (red) and LIME (blue). Error bars represent one standard deviation.

4.5 Meteorological Plausibility

The last thing to consider is the consistency between the important variables found by the two
models and what we know about the physical properties of hourly extremes in the Netherlands.

This can be considered in terms of a good explanation, as explained by Rudin (2019). There are



three types of features that stand out from the global SHAP values and that are also confirmed by

local explanations in all four scenarios.

First, there 1is the class associated with precipitation time series (tp_mm lagl,
tp_ mm_roll6_sum). Indeed, the high level of autocorrelation of the hourly precipitation time
series is a well-known mesoscale feature of meteorology in the Netherlands (van Dorland et al.,
2023). This autocorrelation is detected by both approaches as the main feature of the data, which
is reasonable for the purposes of nowcasting. However, this may indicate one limitation since the
classifier based exclusively on recent precipitation data will perform poorly on events preceding
dry weather (Dong et al., 2023). Both algorithms attribute positive contributions to these features
in the true positive and false positive classes, whereas they give negative contributions to the true
negative class. The third category includes pressure features (msl hpa, sp hpa), where low
values result in positive contributions, while high values are negatively contributed to by these
features. Low surface pressure is typical for synoptic-scale low pressure, bringing about
stratiform and frontal rainfall in this region, and the very low 978 hPa value of msl hpa in the

false positive class clearly demonstrates an unusually strong depression.

The example of a false negative classification is the scenario when meteorological plausibility is
under the most strain. Although precipitation history suggests a severe weather event, and both
models classify the data accordingly, neither of the other features seems to support this
classification. There are high cloud cover levels without saturation, an average dew point, and no
strong depression in the surface pressure. As can be seen from the results presented by SHAP,
every non-precipitation feature in the top ten features list provides a negative impact on the

prediction. On the other hand, LIME finds just one such rule.



First, neither approach gives any importance to wind variables, although their significance in
mesoscale convective organisation processes due to low-level shear and convergence is well
known (Islam et al., 2025). This may be due to the use of the components of the ten-meter wind
field without its direction information. Secondly, the contributions of the cyclic encoding of time
are rather minor, and that is understandable for an hour-to-hour forecast, meaning that there is no
seasonal memory in the model. In sum, from the standpoint of meteorological plausibility

checks, both approaches can explain the three dominant classes in a domain-expert way.



5. Discussion

Generally speaking, the two explainable Al methods SHAP and LIME have similar traits in
identifying the most dominant feature across the model in all 4 scenarios (True Positive, False
Positive, False Negative, and True Negative). In all these scenarios, tp mm_lagl was found at
the top, meaning the models considered it the most dominant feature. The ranks began to diverge
at the Sth position in the feature importance ranking. It is the moment when the difference
between the game theory decomposition and the local linear segregation becomes visible. Across
repetitions, the findings show that SHAP is substantially more stable compared to LIME. The
specific false-negative scenario indicates that SHAP is able to dissect a limit value
misclassification in positive and negative contributions, while LIME did this differently. LIME
surfaced only one negative contributor. This outcome is consistent with the additive design from

SHAP.

The observation for recent precipitation (tp mm lagl) is across both methods the most
dominant. This means the model is predicting mainly recent rain as its main indicator,
independent of what XAI method is chosen. This evidence is converging and is reassuring to the
main claim. However, below rank number 5, this choice of choosing and concluding the most
dominant feature becomes material, meaning it does matter for conclusions. The methodological
choice is becoming a different story. It is not about detail anymore, but it has effects on the
interpretation. This is a meaningful result as it shows the importance of an empirical comparison.
The 5 false-negative contributors (tcc, hour cos, tcc lagl, v10, hour) SHAP is giving in

comparison to LIME, which is only giving 1, shows a significant difference. In this specific case,



a researcher who would only use LIME would receive the same most dominant feature but
would conclude and see not that much of the counter-evidence coming from the
misclassification, while SHAP visibly showed the competing contributions. That gives a faithful
overview of why the model produced its output. Overall, SHAP is distributing the total
prediction deviation across all features, so every feature is getting an assigned value (Lundberg
& Lee, 2017). LIME is fitting a local linear model and chooses, in a practical sense, a sparse
subset of features, which is not a lack of information but more a fundamental design choice
(Ribeiro et al., 2016). This structural difference is connected to an empirical observation behind

the methods of this theory.

So what does an average pairwise Spearman rank correlation of around 0.6 (computed across all
45 pairwise comparisons between 10 repetitions) mean? This means there is a moderate positive
correlation. Two different runs on the same case and scenario will result in rankings that are
related but seemingly not the same. In general, it would mean the top 1 and top 2 features might
remain the same because of their dominance, but features lower than those ranks might differ
substantially in position between runs. In contrast to SHAP, which has a Spearman rank
correlation of approximately 0.95, resulting in almost identical rankings across all features. As
SHAP provided the exact same output for the identical input, its robustness was determined
through slight alterations to the inputs, not through multiple runs of SHAP. The low difference in
its ranking (=0.95) makes it extremely robust. Practically, this can be seen as deterministic. An
analyst who is using LIME in this scenario would see noticeable differences from time to time.
From an academic perspective, replication is important; non-reproducible explanations are hard

to validate. TreeSHAP’s determinism is not random but flows from a closed solution for



tree-based models (Lundberg et al., 2019). While LIME’s instability flows from dependency
based of random sampling around the instance (Ribeiro et al., 2016), something that is

empirically shown to produce unstable explanations across runs (Visani et al., 2022).

A significant limitation for this study might be the location, De Bilt is just one climatic region, a
mid-latitude maritime climate. Results for completely opposite climates might be consistently
different, in the Mediterranean or tropical regions, for example. In a completely different
climatic region, extreme events are less autocorrelated. In addition, for this specific case study,
there is enough evidence and information for a comparison; however, not enough for statistical
claims on how SHAP and LIME differ in general. Visani et al. (2022) recommend more
repetitions for tight confidence intervals on the standard deviation. Ten repetitions are defensible,

but a tighter confidence interval might have been more informative.

Implications and future directions remain an interesting part. Based on this specific case-study,
practical implications for practitioners who use XGBoost on tabular climate data, the
recommendation is to use SHAP above LIME, unless there is a strong and specific reason to use
sparse rule-based explanations. For applications where the same predications repeatedly need to
be explained, it is most deterministic to use TreeSHAP because of its significance. The
false-negative diagnosis suggests that XAl methods need to specifically be tested on limit value

cascs.



6. Conclusion

The research aimed to compare SHAP and LIME explanations of an XGBoost classifier
predicting hourly extreme precipitation at De Bilt across four confusion matrices, agreement
between the two methods and stability under repetition. It can be concluded that SHAP and
LIME agree strongly at the top ranks, where both identified the feature tp mm_lagl, as well as
the other two features from the top three. However, agreement weakens strongly below rank five.

The agreement is conditional, not global.

Over ten reps, SHAP rankings barely budged, clocking in at 0.949 and 0.986, while LIME came
in at 0.596 and 0.657. This shows SHAP is nearly deterministic, whereas about 40% of a LIME
explanation could switch up on reruns. So, the difference is pretty decisive. The nearly
deterministic character of SHAP, on the other hand, is inherent to the closed-form solution of
TreeSHAP and not an insight gained from this analysis; what matters is the level of instability of

LIME.

In addition, agreement at the top of the ranking does not directly translate into equally
informative explanations. The false negative case in SHAP attributed negative contributions to
every feature that was not related to precipitation in its top 10, revealing the misleading evidence
causing the mistake. LIME only came up with a single negative rule. So while this shows SHAP
has an edge in figuring out why errors happen, it's just based on one instance and can't be used to

make broader claims about either method.



The results show that SHAP and LIME give consistent feature attributions mostly for the
top-ranked items, and SHAP does this reliably even with repeated tries. So, when explaining
XGBoost models for hourly extreme precipitation on tabular reanalysis data, SHAP is clearly the
better option. LIME might be used if you need a sparse, rule-based explanation. What remains
relevant for this study is the scope. The findings are based on a single location, a single model
and a limited number of repetitions. Results are of significant value, but are not a general

statistical claim about SHAP and LIME.
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Appendix A. Model selection

Table 6. Test-set performance for this study

Feature set No. Best variant Avg. F1 |[ROC-AUC | Threshold
features precision
Baseline (instantaneous 15 max_depth 4, 0.132 0.208 0.905 0.85
+ calendar) n 0.03
Selected history (+ 34 max_depth 4, 0.491 0.512 0.977 0.95
lagged/rolling) n 0.03
Full 92 max_depth 3, 0.450 0.472 0.973 0.90
n 0.03

Table 7. The hyperparameter combinations that are evaluated for each feature configuration.

Variant max_depth learning rate (1)
depth 2 2
depth 3 3
depth_4 4

Appendix B. Stability standard deviations

Table 8. Standard deviations of SHAP and LIME stability (for 10 repetitions)

Case SD p LIME SD p SHAP SD top-10 LIME | SD top-10 SHAP
True positive 0.216 0.011 0.93 0.55
False positive 0.228 0.008 1.02 0.65
False negative 0.262 0.025 0.80 0.65
True negative 0.266 0.012 0.95 0.68
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