7 university of campus fryslan
4&5 / groningen /

Integrating Host Metadata with Gut Microbiome
Abundance Data in Convolutional Neural Networks

for Inflammatory Bowel Disease Prediction

Bachelor’s thesis

Nika Varoscié

S5705606

Thesis supervisor: Dr. Noman Haleem

BSc Data Science and Society

Campus Fryslan, University of Groningen

June 5, 2026



Acknowledgements

I thank the Center for Information Technology of the University of Groningen for their support and for
providing access to the Habrok high performance computing cluster. I thank my supervisor, Dr. Noman
Haleem, for his guidance and feedback throughout this work. I also thank Nora Klees, whose parallel

work with the same data made this journey considerably less solitary.



Abstract

The human gut microbiome is closely tied to host health, and shifts in its composition accompany
many diseases, including inflammatory bowel disease (IBD). Advances in sequencing and machine
learning have made it feasible to predict diseases from microbiome profiles, yet such models are
usually trained on microbial abundance alone, even though host metadata shapes both the microbiome
and disease risk. Integrating demographic and lifestyle metadata is one way to improve these models,
but it remains underexplored, particularly for deep learning. In this thesis, a convolutional neural
network (CNN) pipeline was developed for IBD detection from American Gut Project profiles,
comparing an image-only CNN, a metadata-augmented CNN, and metadata-only baselines (multilayer
perceptron, random forest, and logistic regression) to assess the contribution of host metadata to
predictive performance. The results indicate that inclusion of host metadata can substantially improve
classification, raising held-out test AUC from .49—.64 to .76—.78, yet metadata alone performed as well
as the combined model, with antibiotic history, age, and body mass index carrying most of the signal.
Because these variables also define the healthy-control group, an analysis omitting the three variables
showed their contribution to be partly circular. Host metadata is therefore a valuable but confounded

component of microbiome-based prediction, underscoring the importance of careful cohort design.
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1 Introduction

The human gut microbiome plays a fundamental role in maintaining internal physiological balance,
influencing metabolic regulation, immune function, and host-microbe interactions. Alterations in
microbial composition have been associated with a wide spectrum of diseases, including cirrhosis,
inflammatory bowel disease (IBD), colorectal cancer, type 2 diabetes, and obesity (Bang et al., 2019;
Curry et al., 2021; Duvallet et al., 2017). As sequencing technologies continue to advance, large-scale
microbiome profiling has become increasingly feasible, enabling the identification of
disease-associated microbial patterns across diverse populations (Przymus et al., 2025). These
developments position the gut microbiome as a promising source of non-invasive biomarkers for early

disease detection, risk stratification, and personalised therapeutic strategies.

Microbiome-based disease prediction is formulated as a supervised classification problem in which
microbial abundance profiles serve as input features and disease status is the target variable.
Developing robust computational methods to accurately extract predictive signals from complex and
high-dimensional microbiome data is therefore of growing importance for clinical diagnostics and
precision medicine applications (Curry et al., 2021; Przymus et al., 2025). However, this task is
complicated by several properties of microbiome data, including its compositional nature, high
dimensionality and sparsity, limited sample sizes in individual studies, and systematic biases arising

from differences in sequencing protocols across cohorts (Papoutsoglou et al., 2023).

One strategy to improve predictive performance is the integration of host metadata alongside microbial
abundance profiles. Demographic and lifestyle factors such as age, biological sex, and diet are known
to shape microbiome composition and influence disease susceptibility and clinical variables such as

antibiotic use can substantially alter microbial community structure (Goncalves et al., 2026;



Monshizadeh et al., 2024; Vujkovic-Cvijin et al., 2020). Despite this, metadata remains underutilised
in microbiome machine learning (ML) research. Most studies train models on abundance data alone,
and when metadata is included, it is typically limited to a narrow set of demographic variables such as
age, sex, and geographic location, without systematic assessment of which variables are most
informative or how inclusion affects model performance (Goncalves et al., 2026, Kumar et al., 2024;

Papoutsoglou et al., 2023).

A separate but related gap concerns the class of model used. Classical approaches such as random
forest (RF) and support vector machines (SVMs) have dominated microbiome-based disease
prediction, but deep learning (DL) architectures, in particular convolutional neural networks (CNNs)
and graph convolutional networks (GCNs), have more recently demonstrated state-of-the-art
performance on this task (Hernandez Medina et al., 2022; Ivanov et al., 2026; Oshrit et al., 2022;
Shtossel et al., 2023; Wang et al., 2024). Despite this, the combination of CNNs with systematic

metadata integration has not been widely explored in the literature.

A recent study by Gongalves et al. (2026) examined the integration of a variety of host metadata with
traditional ML methods. They demonstrated that incorporating curated host and protocol metadata
improved disease classification performance, particularly at higher taxonomic levels such as Kingdom
and Phylum. However, their analysis was restricted to classical ML models, leaving the extension to
CNN architectures unexplored. Closer to the present work, the TaxoNN architecture integrated host
data directly into a neural model, but its use of host context was limited to two demographic variables,

age and sex, and was not the focus of a systematic assessment (Sharma et al., 2020).



Within this context, this thesis investigates to what extent incorporating demographic and lifestyle host
metadata alongside taxonomic abundance data from the American Gut Project (AGP) into a CNN
architecture influences IBD detection, compared to using abundance data alone. It was hypothesised
that adding host metadata would improve IBD detection relative to abundance alone, given the
established influence of host factors on both microbiome composition and disease risk (Goncalves et
al., 2026; Vujkovic-Cvijin et al., 2020). A secondary expectation was that the variables contributing
most to prediction would be those identified as most informative in comparable metadata-integration
studies (Goncalves et al., 2026) and those with documented links to IBD, such as antibiotic use and age

(Rimmer et al., 2026; Ungaro et al., 2014).

Using data from the AGP (McDonald et al., 2018), which is one of the largest publicly available
citizen-science microbiome datasets, with a rich set of self-reported host metadata extending beyond
the basic demographic variables typically considered, the study evaluates both the effect of metadata
integration on classification performance and feature importance of individual metadata variables in
distinguishing disease status. By examining which host-specific factors contribute most to predictive
accuracy, this study aims to provide insight into how ML approaches, especially CNNs, can be more

effectively adapted to the complex, high-dimensional nature of microbiome data.

The remainder of this thesis is structured as follows. Section 2 reviews the relevant literature on
microbiome-based disease prediction, ML approaches, and the role of host metadata. Section 3 gives
an overview of the AGP dataset, while Section 4 describes the data, preprocessing pipeline, model
architecture, and experimental design. Chapter 5 presents the results of the classification experiments,
while Chapter 6 discusses the findings in the context of existing literature and outlines directions for

future research. Finally, Chapter 7 concludes the thesis.



2 Literature review

2.1 The human gut microbiome and its relationship to disease

The human gut harbours a dense and diverse community of microorganisms, dominated by bacteria but
also including archaea, viruses, and fungi, that together contribute to digestion, immune development,
metabolic regulation, and resistance to pathogens. Although composition varies substantially between
individuals, the structure of a healthy adult gut microbiome tends to remain relatively stable over time,
and disruptions to this stability have been increasingly implicated in the onset and progression of
human disease (Curry et al., 2021). A recurring observation across the microbiome literature is that
reduced bacterial diversity and the depletion of beneficial taxa accompany a wide range of clinical
conditions, often together with the expansion of pro-inflammatory or opportunistic species (Duvallet et

al., 2017; Rimmer et al., 2026).

Such microbial alterations have been documented across multiple diseases. Liver cirrhosis, colorectal
cancer, type 2 diabetes, and obesity have all been linked to characteristic shifts in gut microbial
composition, with each condition associated with distinct depletions and enrichments of specific taxa
(Bang et al., 2019; Curry et al., 2021). Additionally, altered gut microbial structure has been proposed
to contribute to neuroinflammatory processes in Parkinson's and Alzheimer's disease through the
gut-brain axis (Caradonna et al., 2024). IBD is especially prominent in this field of research, both
because its pathology is directly gastrointestinal and because microbial dysbiosis is considered a
central contributor to its onset and progression (Li et al., 2015; Rimmer et al., 2026). Across these
diverse conditions, the gut microbiome has been positioned as a non-invasive and accessible source of

biomarkers for disease detection and risk stratification.



2.2 Inflammatory bowel disease

IBD is a group of chronic, immune-mediated inflammatory disorders of the gastrointestinal tract, with
Crohn's disease and ulcerative colitis as its two most common subtypes. The clinical course of IBD is
typically relapsing and remitting, frequently requires lifelong medical management, and can
necessitate surgical intervention. Global IBD prevalence exceeds 0.3% and is rising rapidly,
particularly in developing regions where its emergence has been linked to broader societal shifts
toward Western lifestyles. These trends have placed IBD among the more pressing chronic disease

burdens worldwide (Rimmer et al., 2026).

The aetiology of IBD is multifactorial. Genetic predisposition, intestinal barrier dysfunction, immune
dysregulation, environmental exposures, and disruption of the gut microbiota are all considered
contributing mechanisms (Li et al., 2015; Rimmer et al., 2026). Lifestyle and host-level factors play a
notable role as well. Dietary patterns, BMI, prior antibiotic use, age, and biological sex have all been
identified as relevant confounders in IBD-microbiome studies and have themselves been linked to

disease onset and severity (Rimmer et al., 2026).

The microbial signatures characteristic of IBD have been catalogued across many cohorts, although
individual studies have produced inconsistent results due to differences in sample collection,
sequencing, and analysis. A recent systematic review and unified reanalysis addressed this by applying
a single processing pipeline to 2,160 samples from 1,743 individuals across 11 countries, and found a
consistent depletion of obligate anaerobic bacteria and a reduction in faecal alpha diversity across both
Crohn's disease and ulcerative colitis (Rimmer et al., 2026). The reproducibility of these signatures,
once methodological differences are accounted for, makes IBD a well-suited target for ML

classification from microbial abundance data.



2.3 Microbiome data generation

Translating microbiome data into disease predictions requires methods that can extract informative
patterns from high-dimensional bacterial profiles. Microbiome composition is most commonly
characterised using 16S ribosomal RNA (rRNA) gene sequencing or whole-genome shotgun (WGS)
metagenomics. The former remains the dominant approach in large-scale studies due to its lower cost
and well-established protocols, while WGS additionally enables species- or strain-level profiling and

functional annotation (Curry et al., 2021).

In a typical 16S rRNA sequencing workflow, microbial DNA is extracted from a stool sample, and a
specific hypervariable region of the 16S rRNA gene, most commonly V4, is amplified using primers
that bind to flanking conserved regions present in nearly all bacteria. The amplified fragments are then
sequenced and compared against a reference taxonomy database, such as Greengenes, in which each
known bacterial taxon is associated with one or more reference 16S sequences (McDonald et al.,
2018). Through this matching step, each sequenced fragment is clustered into an operational
taxonomic unit (OTU) or amplicon sequence variant (ASV) and assigned a taxonomic identity,
typically resolved to genus or family level (Shtossel et al., 2023). The output is a high-dimensional
abundance table summarising the relative proportions of microbial taxa across samples, with hundreds

to thousands of features per sample.

2.4 Machine learning in gut microbiome research

Statistical machine learning
Classical ML methods have been widely applied to microbiome datasets for disease classification. RF

and SVMs, together with logistic regression and regularised linear models such as least absolute
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shrinkage and selection operator (LASSO) and elastic net, have demonstrated stable and competitive
performance across a range of microbiome studies (Bang et al., 2019; Curry et al., 2021). Among
these, RF has consistently emerged as the strongest performer. Early benchmarking work noted that RF
and sparse regression were the most successful techniques for omics prediction tasks in which the
number of features substantially exceeds the number of samples (Nguyen et al., 2017), and a recent
meta-analysis across 68 microbiome studies confirmed RF as the top-performing classifier, particularly
at coarser taxonomic levels where non-linear interactions between features are more relevant
(Goncalves et al., 2026). The advantage of RF in this domain likely reflects its capacity to handle
high-dimensional, sparse input and to focus on informative subsets of features without manual

selection.

The performance of these models is nevertheless constrained by structural properties of the data itself.
Microbiome datasets are characterised by a fundamental disproportion between features and samples.
Profiling typically yields measurements across hundreds to thousands of OTUs or ASVs, while clinical
cohorts often comprise only tens to a few hundred participants (Shtossel et al., 2023). This "p >> n"
configuration is a well-documented driver of overfitting and poor generalisation to unseen data (Curry
et al., 2021; Nguyen et al., 2017), and it is compounded by the highly sparse and zero-inflated nature
of abundance profiles, in which most ASVs are absent from the majority of samples (Shtossel et al.,
2023; Przymus et al., 2025). To work around this, classical pipelines commonly incorporate a feature
selection step prior to model training, using methods such as variance-based filtering, LASSO
regularisation, or recursive feature elimination to retain only the most informative taxa (Curry et al.,
2021). While necessary in many settings, this pre-selection introduces an irreversible loss of
information, since taxa that do not pass the threshold are permanently excluded from the model

regardless of any contextual relevance they may carry (Oshrit et al., 2022; Shtossel et al., 2023).
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Deep learning

DL methods, particularly CNNs and GCNs, have emerged in part as a response to these limitations.
They can handle the full set of microbial features without explicit pre-selection, model complex
non-linear relationships between taxa, and incorporate structural information such as the relatedness of
bacteria within a taxonomic or phylogenetic hierarchy (Nguyen et al., 2017; Reiman et al., 2020;
Sharma et al., 2020; Shtossel et al., 2023). CNNs in particular assume that neighbouring input units
share meaningful structure, which is not naturally satisfied by microbial taxa arranged in an arbitrary

order (Reiman et al., 2020; Wang et al., 2024).

To address this representational requirement, several structure-aware CNN approaches have been
developed. PopPhy-CNN embeds a phylogenetic tree into a two-dimensional matrix to preserve
hierarchical relationships among taxa (Reiman et al., 2020). TaxoNN stratifies OTUs by their
phylum-level taxonomy and applies an ensemble of one-dimensional CNNs across the resulting
clusters, ordering taxa within each cluster by correlation or distance to the cluster centre to enhance
local structure (Sharma et al., 2020). iMic translates the full taxonomic hierarchy into a
two-dimensional image in which each row corresponds to a taxonomic level, allowing all levels to be
processed jointly, and its graph-based counterpart gMic applies a GCN over the taxonomic tree
(Shtossel et al., 2023). PM-CNN combines phylogenetic clustering with a multi-path convolutional
architecture to capture microbial relationships across alternative paths (Wang et al., 2024). Across
these approaches, a shared premise emerges that CNN performance improves when microbiome data
are encoded in a form that reflects biological structure, rather than treated as an arbitrarily ordered

feature vector.
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2.5 The role of host metadata in disease prediction

The methodological developments described above have substantially improved how microbial
features are represented for classification, yet the input to nearly all of these models remains restricted
to microbiome abundance information. Host context, the set of demographic, clinical, and lifestyle
factors describing the individual from whom the sample originates, is rarely incorporated in a

systematic way.

Host factors shape the gut microbiome throughout life and are themselves independently associated
with disease risk. Microbial composition shifts systematically across the lifespan, with characteristic
changes in dominant taxa from infancy through old age (Odamaki et al., 2016; O'Toole and Jeffery,
2015). Biological sex influences immune-microbiome interactions and contributes to sex-specific
differences in microbial structure (Fransen et al., 2017). Antibiotic exposure disrupts microbial
communities and alters their composition for extended periods, while dietary patterns and other
lifestyle factors further modulate community structure (McDonald et al., 2018). These host factors are
themselves linked to disease risk. Antibiotic exposure, for example, has been associated with an
increased risk of developing Crohn's disease (Ungaro et al., 2014). Host metadata therefore carries
information that is both biologically meaningful and clinically relevant, and that is not fully captured

by abundance profiles alone.

Empirical evidence increasingly supports the inclusion of host metadata as model input. A systematic
analysis of classical ML models by Goncalves et al. (2026) showed that combining host metadata with
microbiome profiles improved classification performance relative to microbiome-only models. The
largest and most statistically significant gains were observed at coarser taxonomic levels and for

disease categories such as neurological conditions and cancer. RF benefited the most from metadata
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inclusion, consistent with its capacity to focus on informative subsets of features. Furthermore, Sharma
et al. (2020) reported modest but consistent improvements when age and sex were included alongside
OTU abundances in the TaxoNN, with area under the ROC curve (AUC) gains of approximately 0.017

and 0.009 on type 2 diabetes and cirrhosis datasets respectively.

Despite this evidence, the integration of host metadata into microbiome-based ML has remained
narrow. The variables considered in most studies are dominated by a small set of demographic factors,
primarily age, sex, and geographical location, while clinically richer variables such as medication
history, dietary intake, and other lifestyle factors are incorporated rarely (Goncalves et al., 2026;
Kumar et al., 2024; Papoutsoglou et al., 2023). Within the CNN literature specifically, spatially-aware
feature representations such as those proposed in PopPhy-CNN, iMic, and PM-CNN do not
incorporate host variables at all (Reiman et al., 2020; Shtossel et al., 2023; Wang et al., 2024), and
TaxoNN's inclusion of host data is restricted to two demographic features (Sharma et al., 2020). The
combination of richer host metadata with taxonomy-aware CNN representations therefore remains
largely unexplored. This thesis addresses this gap by extending a CNN architecture beyond abundance
and basic demographic information to include a broader set of host metadata variables, with the aim of

assessing whether more comprehensive host context improves classification of IBD from the AGP.

3 The American Gut Project

The data used in this study originated from the AGP, a large-scale citizen science initiative that
collected microbiome samples from volunteer participants. Individuals enrolled online, provided
informed consent, and completed questionnaires that collected self-reported metadata such as health
status, disease history, diet, and lifestyle factors. Participants collected stool samples at home using

standardised kits and returned them by mail to a central laboratory for processing. The microbial DNA
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from these samples was then sequenced using 16S rRNA V4 gene sequencing, and bioinformatics
pipelines were applied to generate microbial abundance tables and taxonomic classifications for each

sample (McDonald et al., 2018).

While participants were drawn from dozens of countries, the dataset predominantly reflected
populations from the United States, with smaller contributions from the United Kingdom, Australia,
and other countries. The authors noted that because the AGP was crowdsourced and self-selected, with
participants generally covering the cost of sample processing, the cohort exhibited a lower prevalence
of smoking and obesity, higher levels of education and income, and an underrepresentation of Hispanic
and African American communities. These sampling biases are an inherent limitation of citizen science
data and will be kept in mind when interpreting results. Additionally, since all survey questions were
optional, there is a relatively high proportion of missing data across metadata variables (McDonald et

al., 2018).

4 Methodology

For an overview of the filtering, preprocessing, and modelling steps see Appendix A.

4.1 Data filtering

Filtering for gut samples

The AGP dataset included 28,017 microbiome samples obtained from multiple body sites, including
oral, skin, and vaginal environments, whereas the present study focuses exclusively on the gut
microbiome. To identify gut samples reliably, a case-insensitive filter was applied to several body site
metadata attributes, including the environmental package, body habitat, body product, and sample type
variables (McDonald et al., 2018). Samples were retained when any of these fields indicated a gut or

stool origin, since labelling practices were inconsistent across submission batches and a strict
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requirement on a single field would have discarded many valid samples. For the list of attributes used

to filter gut samples see Appendix B.

Filtering for IBD and healthy samples

The second step was the definition of cases and controls for binary classification. The AGP
supplementary material (McDonald et al., 2018, Table S2) provided curated subset flags that marked
whether a sample qualified as a valid case or control for specific disease analyses. The healthy samples
were defined as participants aged between 20 and 69, with a BMI between 18.5 and 30, no antibiotic
use in the past year, and no reported IBD or diabetes diagnosis. For IBD, and type 2 diabetes, samples
were explicitly annotated based on the corresponding self-reported fields and on additional data quality
requirements. Filtering on these flags yielded more IBD samples than diabetes samples, which directly
motivated the choice of IBD as the binary classification target. This choice was further supported by
the existing literature, where IBD is among the most thoroughly characterised conditions in
microbiome research, with reproducible microbial perturbations identified across cohorts (Rimmer et
al., 2026) and a strong record of being used as a benchmark task in microbiome-based ML (Nguyen et

al., 2017; Sharma et al., 2020; Shtossel et al., 2023).

After filtering, the dataset consisted of 17,320 gut samples, from which 8,191 were labelled as either
healthy or IBD, with a class distribution of roughly 23% IBD cases and 77% healthy controls. The
resulting class imbalance was preserved rather than corrected by undersampling, both because it more
closely reflects real-world disease prevalence and because hard balancing would have discarded a
substantial portion of the data. Class weighting was instead applied during model training to
compensate for the imbalance (see Section 4.7). Before any preprocessing took place, the data were

divided into training and test sets using a stratified split that preserved this class distribution. Every
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subsequent preprocessing step, including imputation, encoding, and scaling for both the metadata and
the taxa images, estimated its parameters on the training set alone and applied them unchanged to the

test set, so that no test-set information could influence the model inputs.

4.2 Metadata preprocessing

Feature selection

Three criteria guided the final selection of the host metadata attributes. First, variables had to be
sufficiently populated in the gut-filtered AGP cohort, since fields with extremely high missingness
would have introduced more imputed than observed values. Second, preference was given to variables
that have previously been incorporated in microbiome-based predictive modelling, where age,
biological sex, and geographic location have been used most consistently (Sharma et al., 2020;
Goncalves et al., 2026). Third, variables with documented biological associations with IBD risk or
progression, such as antibiotic exposure, smoking, alcohol consumption, diet, physical activity, and
BMI, were favoured on the basis of the broader IBD epidemiological literature (Rimmer et al., 2026;
Ungaro et al., 2014; Zhang, 2014). Applying these criteria yielded 8,187 samples and a final feature set
comprising age, biological sex, race, geographic location, BMI category, alcohol consumption
frequency, sleep duration, exercise frequency, smoking frequency, and antibiotic history (for a detailed

list see Appendix C).

Imputation of missing values
The missing values ranged from roughly 2% for geographic location to over 5% for variables such as
age, exercise frequency, and antibiotic history. Crucially, missingness was not distributed uniformly

across classes. To address this, missing values were imputed using multivariate imputation by chained



equations (MICE), a well-established procedure that iteratively models each variable with missing
values as a function of the remaining variables through a series of conditional regressions (van Buuren
& Groothuis-Oudshoorn, 2011). MICE is particularly suitable for this setting because the selected host
metadata variables were interrelated, allowing missing values to be informed by patterns observed
across the rest of the feature vector. The imputation was implemented using the miceforest library,
which builds on gradient-boosted decision trees and natively supports mixed variable types, applying
classification models for nominal categorical variables and regression models for continuous and

integer-coded ordinal variables (Wilson, 2022).

Encoding

Encoding of the selected variables was tailored to their measurement scale and applied after MICE
imputation, so that all encoded inputs were complete. Age was kept as raw values at this stage, since it
was already numerical. Ordinal variables, including BMI category, alcohol frequency, sleep duration,
exercise frequency, smoking frequency, and antibiotic history, were retained at their integer-coded
ranks, which preserved the natural ordering of categories and provided a continuous representation
amenable to gradient-based learning. Nominal variables without an inherent order, namely biological
sex, race, and geographic location, were one-hot encoded. The resulting encoded host metadata vector

contained 20 features per sample.

4.3 Taxonomic abundance data preprocessing

Reshaping into 2D images
For each sample, the high-dimensional, sparse abundance feature vector (see Appendix D for an

excerpt from the taxonomic abundance table) was reshaped into a two-dimensional image, to make the
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representation suitable for input to a CNN, which is consistent with prior work in microbiome
CNN-based classification (Nguyen et al., 2017; Reiman et al., 2020; Shtossel et al., 2023). Each
sample's full taxonomic profile, comprising 6007 features, was sorted lexicographically by full lineage
string and zero-padded to the nearest perfect square before being reshaped into a 78x78 single-channel
image. Because lineage strings encode the taxonomic hierarchy from highest to lowest rank, this
ordering is equivalent to sorting taxa by superkingdom, phylum, class, order, family, genus, and
species, so that taxonomically related organisms occupy neighbouring pixels in the image. This allows
the convolutional filters to operate over locally coherent groups of related taxa rather than arbitrarily

ordered features (Reiman et al., 2020; Shtossel et al., 2023).

Transformation into pixel intensities

Beyond reshaping, three feature representations were evaluated to represent the abundance information
as pixel intensities, each capturing a different aspect of the abundance signal (see Appendix E).

1. Binary

The first was a binary representation, in which each pixel was set to one if the corresponding taxon
was present in the sample and zero otherwise. This representation isolates presence—absence
information and removes any influence of abundance magnitude, providing a baseline that tests how
much signal resides in microbial community membership alone.

2. Normalised

The second was a normalised relative abundance representation, in which raw counts were first
converted to relative abundances by normalising each sample to sum to one, correcting for differences
in sequencing depth across samples, and then globally min-max scaled to the range [0, 1] to map

directly onto greyscale pixel intensities.
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3. Log

The third was a log-transformed abundance representation, in which a small pseudocount (107°) was
added to the relative abundances as a floor to handle zero entries before applying a base-10 logarithm,
and then a global min-max rescaling to [0, 1] was applied. The log transformation compresses the
heavy-tailed distribution of microbial relative abundances and reduces the dominance of a small
number of highly abundant taxa, which has previously been observed to improve learnability for CNN

architectures (Nguyen et al., 2017).

4.4 Image-only modelling

The first model used the taxonomic abundance images as its only input. The base classifier was a CNN
operating on the 78x78 single-channel taxa images described in Section 4.3. The image branch
consisted of three sequential convolutional blocks with 32, 64, and 128 filters respectively, each using
3x3 kernels with same-padding. All three blocks followed the same pattern: a convolution, batch
normalisation, a rectified linear unit (ReLU) activation, 2x2 max pooling, and spatial dropout. The
output of the final convolutional block was flattened and passed through a fully connected layer with
256 units and ReLU activation, followed by a dropout layer, yielding the high-level image
representation. This 256-dimensional representation was passed to a classification head, a dense layer
of 64 ReLU units followed by a dropout layer and a single sigmoid unit, producing the binary IBD

probability.

4.5 Image and metadata modelling

The second model extended the image-only network with a dedicated branch for the host metadata,
sharing the same image branch and classification head as the image-only model. To incorporate host

metadata, a late-fusion strategy was adopted, following the architectural pattern used by iMic (Shtossel
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et al., 2023) and conceptually similar to the metadata integration employed in TaxoNN (Sharma et al.,
2020). Late fusion was chosen because the taxa image contains spatial structure that CNNs can exploit,
while the encoded metadata does not. Each modality was therefore processed by an independent
branch and combined only at the high-level feature representations. The metadata branch passed the
encoded metadata vector through three progressively narrowing dense layers of 128, 64, and 32 ReLU
units, with dropout applied between them, allowing the network to learn a compact representation of
the host context before fusion. The 256-dimensional image representation and the 32-dimensional
metadata representation were combined through concatenation, after which the fused vector was
passed through the shared classification head described in Section 4.4 to produce the binary IBD

probability.

4.6 Metadata-only modelling

The remaining models used only host metadata to assess its predictive value without taxa images. The
first was a multilayer perceptron (MLP) identical to the metadata branch of the combined model,
allowing differences in performance to be attributed to the input modality rather than network
architecture. The second was a RF, included as a strong non-neural baseline that has often achieved top
performance in microbiome-based prediction (Curry et al., 2021; Goncalves et al., 2026; Pasolli et al.,

2016). The third was logistic regression, used as a simple and interpretable linear reference.

Furthermore, a limited-feature analysis was included to assess how metadata performance changed
when variables used in defining the healthy control group were excluded. As described in Section 4.1,
samples were classified as healthy controls only if they met fixed criteria for age, BMI, and antibiotic
use. These variables were retained in the full metadata set because they are commonly included in

microbiome-based prediction studies and are biologically relevant to IBD risk (Goncalves et al., 2026;
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Rimmer et al., 2026; Ungaro et al., 2014; Vujkovic-Cvijin et al., 2020). However, because they also
contributed to the healthy control definition, they could provide direct information about group
assignment and potentially inflate performance of the models. To examine this effect, the combined
CNN and the three metadata-only models were re-trained using the remaining 17 encoded features.

The reduced-feature analysis was reported as a sensitivity check alongside the full 20-feature results.

4.7 Experimental setup

The pipeline below was run separately for each model. For taxonomic images it was repeated for the
three abundance representations, and for the metadata-only models it was run once. All models were
trained on the University of Groningen's Habrok high-performance computing cluster. The two CNNs
and the MLP were implemented in Keras (TensorFlow) and optimised with Adam under binary
cross-entropy, while the RF and logistic regression used their standard scikit-learn fitting. To mitigate
the residual effect of the IBD vs healthy class imbalance, class weights inversely proportional to class
frequency were applied during training, which assigned the IBD class approximately 3.4 times the
weight of the healthy class. For the neural models, training was monitored on the validation AUC
(used in place of area under the receiver operating characteristic curve (AUROC) throughout this

thesis) with early stopping and learning-rate reduction on plateau.

Nested validation procedure
Model selection and evaluation followed a three-phase nested procedure designed to separate

hyperparameter tuning from performance estimation.



1. Hyperparameter tuning

In the first phase, each model's hyperparameters were selected by a grid search under three-fold
stratified cross-validation (CV), with stratification preserving the approximately 23% IBD prevalence
in every fold. For every model, the configuration with the highest mean validation AUC was retained
for the subsequent phases. The full grids and the selected configurations for all models are reported in
Appendix F.

2. Five-fold cross-validation

In the second phrase, the selected configuration was evaluated by five-fold stratified CV to obtain
performance estimates with their variability. Within each fold, any feature scaling was fit on the
training portion alone to prevent leakage, class weights were recomputed, and the decision threshold
was tuned on the fold's validation data by maximizing the F2 score (phase 3) rather than using a fixed
0.5 cutoff. Results were summarized as the mean and standard deviation across the five folds. The
MICE imputer, however, was fit once on the full training set rather than per fold, so for the roughly
12% of training samples with missing entries the imputed values were not strictly isolated. Since most
samples were complete, the effect on the estimates was expected to be negligible.

3. Final model training and test evaluation

In the third phase, a final model was trained on 90% of the training set, with the remaining 10% held
out to tune the decision threshold and, for the neural models, to apply early stopping. Rather than a
fixed 0.5 cutoff, the threshold was chosen by sweeping values from 0.20 to 0.80 in steps of 0.01 and
keeping the one that maximized the F2 score on that held-out portion, then applied unchanged to the
test set. The F2 weights recall twice as heavily as precision, appropriate for disease detection where a
missed IBD case (a false negative) carries a greater cost than a false positive (Saito & Rehmsmeier,

2015).
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Test performance was reported with AUC as the primary measure, since it is threshold-independent
and therefore unaffected by the threshold tuning, complemented by accuracy, balanced accuracy,
precision, recall, and F1. Because standard accuracy is misleading under the class imbalance, balanced
accuracy, the mean of sensitivity and specificity, is the more meaningful accuracy-type figure (Saito &

Rehmsmeier, 2015). These same metrics were averaged across the folds in phase 2.

Metadata feature importance analysis
For the metadata CNN model and the RF, a further analysis examined how much each variable
contributed to the predictions. Permutation importance, applied to both models, served as the main

measure, complemented by a model-specific method for each.

Permutation importance shuffles a variable in the test set and records the drop in test AUC, repeated
ten times and averaged (Breiman, 2001; Molnar, 2025). For the one-hot encoded categorical variables
(sex, race, geographic location), all columns belonging to a variable were permuted together as a
group, giving one score per variable and avoiding the impossible feature combinations that arise when
correlated indicator columns are shuffled separately (Fisher et al., 2019). Because it ties importance
directly to lost predictive performance, it was the primary measure for both models and the basis for

comparing them.

Each model was then examined with a method matched to its structure. For the CNN, input x gradient
multiplied the gradient of the predicted probability for each input by that input's value, giving a signed,
per-sample contribution (computed for 100 IBD and 100 healthy samples) that reveals the direction

and size of each variable's effect rather than a global performance drop (Ancona et al., 2018). For the
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RF, the native Gini importance ranked variables by the total reduction in node impurity they produced

across the trees (Breiman, 2001).

5 Results

5.1 Taxonomic image-only

The image-only configuration served as the baseline for assessing the contribution of host metadata.
Each of the three abundance representations was evaluated separately. Performance metrics are
reported in Table 1. CV AUC ranged from .607 in the log representation to .624 in the normalised
representation, with the binary representation at .617. On the held-out test set, AUC was .618 for
binary, .643 for normalised, and .494 for log. CV F1 scores clustered around .37 across all
representations, and CV recall remained at .986 or above. Test precision ranged from .228 (log) to .231
(normalised), and test recall ranged from .968 (normalised) to .997 (log). The corresponding test-set
confusion-matrix counts across representations show that between 363 and 374 of the 375 positive
samples were correctly classified, while between 0 and 55 of the 1263 negative samples were correctly

classified, with balanced accuracy ranging from .499 (log) to .506 (normalised) (see table G1).

Table 1

Cross validation and test performance of the image-only CNN across three abundance representations

Representation CV AUC CVF1 CVrecall Test AUC TestF1 Test Test
precision recall
Binary .617+.010 .374+£.001 .989+.019 618 372 229 989
Normalised 624 £ .008 .374+.002 .986+.017 .643 373 231 968
Log 607 £.043 .373+£.001 997 +.004 494 372 228 997

Note. CV statistics are reported as mean + standard deviation over five folds; test statistics are computed on the

held-out test set. Leading zeros are omitted because the reported metrics cannot exceed 1.
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5.2 Image and metadata

The metadata configuration extended the image-only model with the host metadata branch described in
Section 4.5, and was evaluated under the same three abundance representations using all metadata
features. Performance metrics are reported in Table 2. CV AUC fell within a narrow range, from .847
(normalised) to .862 (log), with the binary representation at .859. Held-out test AUC was .782 for both
binary and log, and .760 for normalised. CV F1 ranged from .614 to .669 and CV recall from .728 to
.765. Test-set classification metrics varied more across representations. The binary representation
produced F1 .569 with precision .517 and recall .632, the normalised representation produced F1 .415
with precision .273 and recall .861, and the log representation produced F1 .416 with precision .273
and recall .872. The corresponding test-set confusion-matrix counts across representations show that
between 237 and 327 of the 375 positive samples were correctly classified, while between 394 and
1042 of the 1263 negative samples were correctly classified, with balanced accuracy ranging from .591

(normalised) to .729 (binary) (see table G2).

Table 2

Cross validation and test performance of the metadata CNN across three abundance representations

Representation CV AUC CVF1 CVrecall Test AUC  Test F1 Test Test
precision recall

Binary .859 + .669 £ 728 +.030 782 569 517 .632
011 .042

Normalised 847 £ 614 £ 760 +.068 .760 415 273 .861
.015 .066

Log .862 £ 654 £ 765 £ .064 782 416 273 .872
.014 .064

Note. CV statistics are reported as mean + standard deviation over five folds; test statistics are computed on the

held-out test set. Leading zeros are omitted because the reported metrics cannot exceed 1.
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5.3 Metadata-only

Performance metrics for the three metadata-only models (using all metadata features) are reported in
Table 3. CV AUC ranged from .771 for the logistic regression to .881 for the RF, with the MLP at .863.
On the held-out test set, the RF again ranked highest at .818, followed by the MLP at .776 and the
logistic regression at .714. CV FI1 ranged from .502 (logistic regression) to .731 (RF), and CV recall
from .715 (MLP) to .772 (logistic regression). On the test set, the RF produced F1 .627 with precision
.576 and recall .688, the MLP produced F1 .608 with precision .640 and recall .579, and the logistic
regression produced F1 .384 with precision .245 and recall .891. The corresponding test-set
confusion-matrix counts show that between 217 and 334 of the 375 positive samples were correctly
classified, while between 234 and 1,141 of the 1,263 negative samples were correctly classified, with

balanced accuracy ranging from .538 (logistic regression) to .769 (RF) (see Table G3).

Table 3

Cross validation and test performance of the metadata-only models (full metadata)

Model CV AUC CVF1 CV recall Test Test Test Test
AUC F1 precision  recall
MLP .863 £.010 J12+£.028  .715+.034 776 .608 .640 579
Random forest .881+£.014 J731+£.032 766 +.027 818 .627 576 .688
Logistic regression 771 +.009 502+.067 772 +£.104 714 .384 245 .891

Note. The MLP is the metadata branch of the combined CNN trained without the image branch. CV statistics are
reported as mean =+ standard deviation over five folds; test statistics are computed on the held-out test set.

Leading zeros are omitted because the reported metrics cannot exceed 1.

5.4 Model comparison

Differences in discriminative performance are reported in Table 4. The image-only CNN reached CV
AUCs of .607—.624 and test AUCs of .494—.643 across the three abundance representations. With the

metadata branch added, the CNN reached CV AUCs of .847-.862 and test AUCs of .760—.782. On the
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full metadata set, the metadata-only models reached test AUCs between .714 and .818, compared with
.760—.782 for the metadata CNN. The RF had a higher test AUC than the metadata CNN (.818), the
MLP had a comparable AUC (.776), and logistic regression AUC was lower (.714)..

Removing the three variables that defined the healthy samples (age, BMI category, and antibiotic
history) and re-training every metadata model on the remaining 17 features lowered discrimination
across all models. Held-out test AUC fell from .760-.782 to .618—-.623 for the metadata CNN, from
776 to .617 for the MLP, from .818 to .634 for the RF, and from .714 to .580 for the logistic
regression, with CV AUC declining comparably (Table 4). For detailed limited metadata results see

Tables H1 to H4.

Table 4

AUC across all model configurations with full and limited metadata

Model CV AUC (full) Test AUC (full) CV AUC Test AUC
(limited) (limited)
Image-only CNN .607-.624 494—-.643 — —
Metadata CNN (image + metadata) .847-.862 .760-.782 .703-.709 .618-.623
MLP (metadata only) .863 776 709 617
Random forest (metadata only) .881 818 723 .634
Logistic regression (metadata only) 71 714 .625 .580

Note. CV is reported as the mean over five folds. For the two CNN configurations, values are reported as the
range across the binary, normalised, and log abundance representations. “Full” uses all 20 metadata features;

“limited” removes the three variables related to the healthy-control definition (age, BMI, antibiotic history).

5.5 Metadata feature importance

Grouped permutation importance, the primary measure of each host variable's contribution, is reported
across the four model configurations in Table 5. In the full models, antibiotic history and age produced
the largest decreases in test AUC for both the metadata CNN and the RF (CNN .129 and .112; RF .105

and .164), followed by BMI category. With these three healthy-defining variables removed, exercise
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frequency, alcohol frequency, and sleep duration became the most important for both models (for
example, exercise frequency .090 for the CNN and .110 for the RF). The largest single importances
were higher in the full models, but every retained feature's importance rose in the limited models once
the dominant variables were excluded.

The RF’s native Gini importances, reported in Figures 11 and 12, gave the same top-ranked variables.
Input x gradient attributions for the metadata CNN in Figures J1 and J2 reproduced these rankings and
additionally indicated direction, with positive attributions pushing predictions toward IBD and
negative attributions toward healthy. In the full model, BMI and age pushed predictions toward IBD,
whereas antibiotic history, exercise frequency, and alcohol frequency pushed toward healthy. In the
limited model, exercise frequency again pushed toward healthy and sleep duration toward IBD, while

alcohol frequency was roughly neutral.

Table 5

Grouped permutation importance across models (mean decrease in test AUC)

Metadata feature (group) Metadata CNN  Random forest Metadata CNN  Random forest
(full) (full) (limited) (limited)

antibiotic_history 129 105 — —
age corrected 112 164 — —
exercise frequency .043 .035 .090 110
bmi_cat 044 060 — —
alcohol frequency .040 .045 064 .082
geographic location .018 .014 .029 .066
sleep duration .008 018 052 081
race .007 011 .007 .004
smoking_frequency .004 .003 .015 .015
sex .002 .020 .050 .050

Note. Values are the mean decrease in held-out test AUC when a feature group is permuted (one-hot columns of
each categorical variable permuted together). For the metadata CNN the value is the mean across the binary,
normalised, and log representations; the RF was trained once. The three highest values in each column are
shown in bold. Em dashes denote variables removed in the limited (17-feature) configuration. Leading zeros are

omitted because AUC decreases cannot exceed 1.
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6 Discussion

6.1 Analysis of results

The aim of this study was to determine to what extent integrating demographic and lifestyle host
metadata with taxonomic abundance data in a CNN influences IBD prediction, compared to using
abundance data alone. Adding a dedicated host-metadata branch improved discrimination substantially
and consistently, which is in line with the primary hypothesis. Held-out test AUC increased from a
range of .494 to .643 for the image-only model to a range of .760 to .782 for the combined CNN with
all metadata features across all three abundance representations, and CV AUC increased
correspondingly, from .607 to .624 up to .847 to .862 (Table 4). This direction of effect is consistent
with previous work reporting that the integration of host and protocol metadata enhances
microbiome-based disease prediction, although the gains reported are often modest (Goncalves et al.,
2026). The improvement observed here is also larger than the limited gains obtained when only age
and sex were added to abundance profiles in the TaxoNN architecture (Sharma et al., 2020), a
difference that reflects both the broader set of metadata variables used here and, as discussed below,

the way in which the cohort was defined.

Considered on its own, the image-only model had limited discriminative ability, and at the
recall-weighted F2 operating point it converged to a nearly constant positive prediction. In the log
representation, for example, it correctly classified 374 of the 375 IBD cases but none of the 1,263
healthy controls (Table G1). This is the expected behaviour of a recall-favouring threshold applied to a
model that ranks samples close to chance level, rather than a sign of failed training, since the same
criterion did not produce this pattern in the metadata model. Under this degree of class imbalance,

threshold-dependent measures such as precision and recall are only partial indicators of quality, so
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discrimination is most appropriately assessed using the threshold-independent AUC (Saito &

Rehmsmeier, 2015).

However, a weak abundance signal does not imply that microbial composition is uninformative for
IBD. Dysbiosis of the gut microbial community is well established as a feature of IBD and its
pathogenesis (Collij, 2021; Kim & Cheon, 2017), microbiome-only classifiers have reached AUC
values near .89 in curated clinical cohorts profiled by shotgun metagenomics (Pasolli et al., 2016;
Curry et al., 2021), and image-based and phylogeny-aware convolutional models have recovered
substantial microbial signal in other work (Nguyen et al., 2017; Reiman et al., 2020; Shtossel et al.,
2023; Wang et al., 2024; Oshrit et al., 2022). The weaker result obtained here is more plausibly
explained by the data and the representation than by an absence of signal. The AGP is a large
citizen-science cohort with self-reported diagnoses, with Crohn's disease and ulcerative colitis pooled
into a single category, and with considerable demographic and geographic variation between
participants (McDonald et al., 2018), all of which increase the variability within the case and control
groups. Cross-study analysis has further shown that much of the disease-associated signal in the gut is
non-specific and varies across cohorts (Duvallet et al., 2017; Rimmer et al., 2026). In addition, the
representation used here ordered taxa lexicographically rather than phylogenetically, since that
information was not available, and the architecture was kept compact for reasons of scope and
computational cost, so the abundance model was not given the most favourable conditions in which to

extract a signal.

This weak abundance signal raises a further question of whether the taxonomic images added any
predictive information beyond that carried by the metadata. This was assessed most directly through

the architecture-matched MLP, which was the metadata branch of the combined network trained
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without the image branch. The held-out test AUC of .776 for the full metadata MLP was comparable to
that of the full combined CNN, which ranged from .760 to .782, and this indicates that, in the present
setting, the taxonomic images did not improve discrimination beyond what the metadata alone
provided. RF reached a somewhat higher test AUC of .818 on the same metadata, which is consistent

with the host variables carrying most of the available predictive signal.

The grouped permutation analysis traced the metadata signal to a small number of variables. In line
with the secondary hypothesis, in the full models, with all metadata features included, the largest
decreases in test AUC came from antibiotic history, age, and BMI category for both the CNN and the
RF (Table 5). Since these are the same three variables that are used in the AGP to define a valid
healthy control, their prominence is partly a consequence of how the cohort was constructed, because a
model can recover part of the label from variables that were used to assign it, which is a recognised
form of target leakage (Kapoor & Narayanan, 2023). In practice, a participant outside the healthy age
(20—69), antibiotic history, or BMI range is pushed toward the IBD class partly by definition rather

than by genuine signal alone.

Removing these three variables and retraining every metadata model on the remaining 17 encoded
features reduced the held-out test AUC to a range of .58 to .63 (Table 4), close to the range obtained by
the abundance-only model. A weaker but genuine host signal nevertheless remained, in that exercise
frequency, alcohol frequency, and sleep duration became the most informative variables once the
label-defining variables were removed. These belong to the broader set of environmental and lifestyle
factors implicated in IBD, although their individual associations with the disease are less firmly
established than those of smoking, age, and antibiotic use (Zhang, 2014; Rimmer et al., 2026). The

high ranking of antibiotic history is biologically plausible, given its association with an increased risk
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of later developing Crohn's disease (Ungaro et al., 2014), but it cannot be read as a causal effect,
because patients already diagnosed with IBD also receive more antibiotics as treatment, so the
association is likely to operate partly in the reverse direction. The per-sample input % gradient
attributions reinforced this: antibiotic history almost never pushed a sample toward IBD, instead
contributing a near-uniform push toward the healthy class. Because the dominant "no recent
antibiotics" response is itself part of the healthy-control definition, the model reads the variable largely

as evidence for the healthy class — a further illustration of the leakage above.

The full and limited results are therefore best understood as two bounds on the contribution of host
metadata rather than as competing estimates. The full-metadata result is an upper bound, because it
combines a genuine host signal with the leakage described above and can only overstate the
independent value of the metadata. The limited-metadata result is a lower bound, because removing the
three variables eliminates the leakage but also discards the real predictive signal that age, BMI, and
antibiotic exposure carry as established IBD risk factors (Rimmer et al., 2026; Ungaro et al., 2014),
and can therefore only understate that value. The criteria that define a healthy control are, moreover,
thresholds rather than exact class boundaries, so the label cannot be recovered from these three
variables alone, and the model must still separate the many cases and controls that share the same age
and BMI ranges. The independent predictive value of host metadata most plausibly lies between these

two bounds.

Taken together, the clear contribution of host metadata supports a practical recommendation. A varied
set of demographic and lifestyle variables improved discrimination at little additional computational

cost, and such variables are increasingly recorded alongside sequencing data, so their systematic
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inclusion is likely to benefit microbiome-based disease prediction more broadly (Goncalves et al.,

2026; Curry et al., 2021; Monshizadeh et al., 2024).

6.2 Limitations

Several limitations qualify these findings. The most important of them, the overlap between the
variables used to define healthy controls and those that proved most predictive is the reason the
contribution of metadata is bracketed rather than estimated exactly. It reflects a broader issue, when
cases and controls differ in background characteristics such as age or BMI, a difference observed in the
microbiome cannot easily be separated from these underlying differences between the groups, and
unmatched population cohorts are known to be especially vulnerable to this form of confounding
(Vujkovic-Cvijin et al., 2020). The data impose further constraints. Host metadata in the AGP is
self-reported and incompletely populated, so the multiple imputation used to complete it (van Buuren
& Groothuis-Oudshoorn, 2011) adds a degree of noise to the variables that drive the metadata model,
and the cohort's uneven distribution across racial and geographic groups limits the extent to which the
learned associations can be expected to transfer to more diverse populations. Finally, the abundance
representations were intentionally simple and did not encode phylogenetic structure and the
architecture was compact, which constrains the image-only result, and several of the reported metrics,
including precision, recall, and F1, depend on the recall-weighted decision threshold and are therefore

difficult to compare directly with studies that adopt other operating points.

6.3 Future directions

These limitations point to several productive extensions. The clearest is to repeat the analysis on
clinically confirmed and demographically matched cohorts, in which healthy and diseased participants

are selected so that host characteristics such as age and BMI are similar from the outset. This is the



standard means of reducing the confounding described above, and it would give a cleaner estimate of
the contribution of the microbiome on its own (Vujkovic-Cvijin et al., 2020). Antibiotic history would
benefit in particular from temporal information, because distinguishing use that preceded diagnosis
from use that followed it would help to separate a genuine biological effect from one driven by
treatment. On the representational side, phylogeny-aware layouts that place related taxa next to one
another have improved performance in comparable architectures (Reiman et al., 2020; Shtossel et al.,
2023; Wang et al., 2024) and would allow the convolutional model to make use of the local structure
that it is designed to detect, while applying interpretability methods to the abundance branch, and not
only to the metadata branch, would make it possible to identify which specific taxa influence the
predictions. Finally, integrating harmonised data across multiple studies would increase the sample size
and improve the coverage of the geographic and lifestyle variables that are sparsely recorded in the
AGP (Goncalves et al., 2026), and extending the task to distinguish Crohn's disease from ulcerative
colitis would test whether subtype-specific microbial signatures are more separable than the pooled

phenotype examined here.

7 Conclusion

This study examined whether the integration of demographic and lifestyle host metadata with
taxonomic abundance data improves CNN-based prediction of IBD from AGP profiles. On their own,
the abundance images were only weakly discriminative, with held-out test AUC between .494 and
.643, whereas the addition of a host-metadata branch raised test AUC to between .760 and .782 across
all three representations for the full metadata model. The architecture-matched comparison showed that
the metadata accounted for almost all of this performance, and removing the three variables that define
the healthy-control group reduced every metadata model to a test AUC between .58 and .63. The

genuine contribution of host metadata therefore lies between these two bounds, and a meaningful part
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of its apparent strength is connected to the way the cohort was constructed. The weak abundance
signal, in turn, reflects the characteristics of a citizen-science cohort and the deliberate simplicity of the
representation, rather than an absence of microbial information, which the wider literature shows can
be considerable. Host metadata is thus a valuable and still underused source of information that can
strengthen microbiome-based classifiers at little additional cost. Ultimately, improving the predictive
value of microbiome data will require not just richer abundance representations, but carefully
constructed cohorts and rigorous confounding control that allow the independent contribution of the

microbiome to be distinguished from that of host context.
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Code and data availability

The exploratory data analysis script, preprocessing, feature engineering, model training and evaluation,
along with the access to the processed dataset used in this study, are openly available in a GitHub
repository at

https://github.com/n-varoscic/gut-microbiome-cnn-disease-classification.
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https://github.com/n-varoscic/gut-microbiome-cnn-disease-classification/tree/main
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Appendices

Appendix A: Filtering, preprocessing and modeling pipeline

Filtering
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Hyperparameter tuning
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Appendix B: Attributes and the corresponding criteria used to filter for gut microbiome

samples
Attribute Required value
description American Gut Project Stool Sample
environmental_package human-gut
environmental _medium feces
body habitat UBERON:feces
body product UBERON:feces
sample_type Stool OR feces

Note. Attribute names in italics reflect metadata field names as they appear in the AGP dataset. A sample was
retained as a gut microbiome sample if it satisfied any of the six criteria. OR denotes that a sample matching

either value was accepted.



Appendix C: Metadata attributes selected for analysis and modelling
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Attribute

Measurement
level

Description

Unique values (N = 8,187)

Encoding

age_corrected

sex

race

geographic_location

bmi_cat

alcohol frequency

sleep duration

Discrete

Nominal

Nominal

Nominal

Ordinal

Ordinal

Ordinal

Participant age in years, corrected
for implausible entries

Biological sex

Race/ethnicity category

Country of sample origin

WHO body mass index category,
derived from corrected BMI

Self-reported alcohol
consumption frequency

Typical nightly sleep duration

Range: 2—88 years (82 distinct values)

male (n = 4,135)
female (n = 4,052)

Caucasian (n=7,193)

Asian or Pacific Islander (n =471)
Other (n = 282)

Hispanic (n = 185)

African American (n = 56)

USA (n=5,323)

United Kingdom (n = 2,150)
Other (n =321)

Australia (n = 197)

Canada (n = 139)

Germany (n = 57)

Underweight (n = 180)
Normal (n = 5,457)
Overweight (n = 2,453)
Obese (n =97)

Never (n = 1,395)

Rarely — a few times/month (n = 2,064)
Occasionally — 1-2 times/week (n = 2,081)
Regularly — 3-5 times/week (n = 1,648)

Daily (n = 999)

Less than 5 hours (n = 111)
5-6 hours (n=751)

6—7 hours (n=2,711)

7-8 hours (n = 3,580)

None (already
numeric)

One-hot

One-hot

One-hot

Ordinal

Ordinal

Ordinal



Attribute Measurement Description Unique values (N = 8,187) Encoding

level

8 or more hours (n = 1,034)

exercise_frequency Ordinal Self-reported exercise frequency ~ Never (n = 193) Ordinal
Rarely — a few times/month (n = 817)
Occasionally — 1-2 times/week (n = 2,314)
Regularly — 3-5 times/week (n = 3,300)
Daily (n = 1,563)

smoking_frequency Ordinal Self-reported smoking frequency  Never (n=7,591) Ordinal
Rarely — a few times/month (n = 327)
Occasionally — 1-2 times/week (n = 88)
Regularly — 3-5 times/week (n = 60)
Daily (n=121)

antibiotic_history Ordinal Time elapsed since last antibiotic =~ Not in the past year (n = 7,575) Ordinal

dose Within the past year (n = 288)
Within the past 6 months (n =210)
Within the past month (n = 54)
Within the past week (n = 60)

Note. Variable names in italics reflect metadata column names as they appear in the dataset. Unique values are listed in ascending order for ordinal
variables and by descending frequency for nominal variables. Sample counts (n) reflect the post-processing dataset after removal or imputation of
missing values. Ordinal variables are encoded as integers (0, 1, 2, ...) following their natural order. Nominal variables are one-hot encoded, meaning

each category becomes a separate binary (0/1) column.



Appendix D: Excerpt from the taxonomic abundance table

Taxonomic lineage Sample1l Sample2 Sample3 Sample4 Sample$5
sk Archaea 0 0 0 0 0
sk Archaea;k ;p Euryarchaeota 0 0 0 0 0
sk _Bacteria;k_ ;p Firmicutes 13 5 12 11 9
sk Bacteria;k ;p Firmicutes;c Clostridia;o_ Clostri 4 3 6 4 6

diales;f Lachnospiraceae

sk Bacteria;k ;p Firmicutes;c Clostridia;o Clostri 2 0 0 3 0
diales;f Lachnospiraceae;g Roseburia

sk Bacteria;k ;p Bacteroidetes;c Bacteroidia;o Bac 0 1 4 0 7
teroidales;f Bacteroidaceae;g Bacteroides;s Bacteroi
des vulgatus

Note. Six taxonomic features were selected to illustrate the hierarchical lineage naming convention (sk = superkingdom; k = kingdom; p = phylum; ¢ =
class; o = order; f = family; g = genus; s = species) and the sparsity typical of raw abundance matrices. Values denote raw sequence counts and zeros

indicate the taxon was absent or below the detection threshold. Rows show representative values for illustration.



Appendix E: Image representations of taxonomic abundance data
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Appendix F: Hyperparameter grids and selected configurations

Table F1

Hyperparameter search grids per model

49

Model Hyperparameters searched Combinations
Image-only CNN Ir € {1x1073, 1x10™, 1x107°} 12
batch size = {32, 64}
convolutional dropout € {0.25, 0.35}
dense dropout = 0.5 (fixed)
Metadata CNN (full and limited) Identical to the image-only CNN grid 12
MLP (metadata-only) Ir € {1x1073, 1x10™*, 1x107°} 6
batch size € {32, 64}
dense dropout = 0.5 (fixed)
Random forest Number of trees € {200, 500} 6
maximum depth € {None, 10, 20}
class weight = balanced (fixed)
Logistic regression C € {0.01, 0.1, 1.0, 10.0} 4

class weight = balanced
maximum iterations = 1000 (fixed)

Note. Ir = learning rate.

Table F2

Selected configurations per model

Model

Run / representation

Selected configuration

Image-only CNN

Metadata CNN (full, 20 features)

Binary

Normalized

Log

Binary

Ir=1x10"

batch size = 32
convolutional dropout = 0.25
dense dropout = 0.5

Ir=1x107

batch size = 64
convolutional dropout = 0.25
dense dropout = 0.5

Ir=1x107

batch size = 32
convolutional dropout = 0.35
dense dropout = 0.5

Ir=1x107
batch size = 32
convolutional dropout = 0.35



Metadata CNN (limited, 17 features)

MLP (metadata-only)

Random forest

Logistic regression

Normalized

Log

Binary

Normalized

Log

Full (20 features)

Limited (17 features)

Full (20 features)

Limited (17 features)

Full (20 features)
Limited (17 features)

50

dense dropout = 0.5

Ir=1x107

batch size = 32
convolutional dropout = 0.25
dense dropout = 0.5

Ir=1x107

batch size = 32
convolutional dropout = 0.25
dense dropout = 0.5

Ir=1x1073

batch size = 64
convolutional dropout = 0.35
dense dropout = 0.5

Ir=1x107

batch size = 32
convolutional dropout = 0.35
dense dropout = 0.5

Ir=1x1073

batch size = 32
convolutional dropout = 0.35
dense dropout = 0.5
Ir=1x1073

batch size = 32

dense dropout = 0.5

Ir=1x107
batch size = 32
dense dropout = 0.5

number of trees = 200
maximum depth =20

number of trees = 200
maximum depth = 10

C=0.01
C=10.0

Note. Configurations were selected by highest mean validation AUC over three-fold stratified CV. Because

each model was tuned independently, the selected parameters can differ between runs.



Appendix G: Confusion matrices for full metadata models

Table G1

Test confusion matrix counts and accuracy for the image-only CNN

Representation TP TN FP FN Accuracy Balanced
accuracy
Binary 371 14 1,249 4 235 .500
Normalized 363 55 1,208 12 255 .506
Log 374 0 1,263 1 228 499
Table G2

Test confusion matrix counts and accuracy for the metadata CNN

Representation TP TN FP FN Accuracy Balanced
accuracy
Binary 237 1,042 221 138 781 729
Normalized 323 405 858 52 444 591
Log 327 394 869 48 440 592
Table G3

Test confusion matrix counts and accuracy for the metadata-only models (full metadata)

Model TP TN FP FN Accuracy Balanced
accuracy
MLP 217 1,141 122 158 .829 741
Random forest 258 1,073 190 117 813 .769
Logistic regression 334 234 1,029 41 347 538

Note. TP = true positives; TN = true negatives; FP = false positives; FN = false negatives; accuracy and
balanced accuracy are computed from the confusion matrix counts at the model's selected operating threshold.

The positive class denotes IBD. Leading zeros are omitted from accuracy and balanced accuracy because they

cannot exceed 1.
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Appendix H: Performance results for limited metadata models

Table H1

Cross validation and test performance for the metadata CNN (limited metadata)

Representation CV AUC CVF1 CVrecall Test AUC TestFl1 Test Test
precision recall
Binary 709 +.018  415+.015 .909 +.024 .623 373 235 .896
Normalized 703 +£.017 .406+.014 .932+.033 .618 375 235 .939
Log 707 +.015  410+.017 923 £.037 .619 372 231 .944
Table H2

Test confusion matrix counts and accuracy for the metadata CNN (limited metadata)

Representation TP TN FP FN Accuracy Balanced
accuracy
Binary 336 170 1,093 39 .309 515
Normalized 352 114 1,149 23 284 514
Log 354 87 1,176 21 .269 .506
Table H3

Cross validation and test performance of the metadata-only models (limited metadata)

Model CV AUC CV F1 CV recall Test Test F1 Test Test
AUC precision  recall
MLP 709 +.013 414 +£.025 908 +.055 617 374 243 .808
Random forest 723 +£.017 417+£.013  .908 +.017 .634 382 251 795
Logistic regression ~ .625+.010 .375+.003 .992+ .011 .580 373 230 992
Table H4

Test confusion matrix counts and accuracy for the metadata-only models (limited metadata)

Model TP TN FP FN Accuracy Balanced
accuracy
MLP 303 320 943 72 .380 531
Random forest 298 376 887 77 411 .546
Logistic regression 372 18 1,245 3 238 .503

Note. Limited metadata excludes age, BMI category, and antibiotic history. CV statistics are reported as mean
+ SD across five folds; test statistics are from the held-out set. TP = true positives; TN = true negatives; FP =

false positives; FN = false negatives. The positive class denotes IBD. Leading zeros are omitted.



Appendix [: Random forest feature importance
Figure I1

Gini impurity-based feature importance for the random forest full metadata model

RF feature importance - full metadata
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Figure 12

Gini impurity-based feature importance for the random forest limited metadata model

RF feature importance - limited metadata
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Note. Importance is the mean decrease in node impurity (Gini importance) summed across the trees of the RF.



Appendix J: Input % gradient attributions for the metadata CNN
Figure J1

Per-sample input x gradient attribution heatmap for the full metadata CNN (log representation)
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Figure J2

Per-sample input x gradient attribution heatmap for the limited metadata CNN (log representation)
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Note. Red denotes a positive attribution, pushing the prediction toward IBD; blue denotes a negative

attribution, toward the healthy class. Features are ordered top-to-bottom by permutation importance.
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