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Abstract

Music popularity prediction has been a point of interest for researchers and artists alike. In this
research paper, the predictive capabilities of a Convolutional Neural Network were combined
with the Free Music Archive in an attempt to research how successfully music popularity can be
predicted using deep learning models. Different features were extracted from the audio dataset,
like MFCC features, spectral contrast, and Chroma features. Different iterations of the model
were created, and both a 1-dimensional and 2-dimensional version were developed, to ensure the
maximum potential of the proposed model. Its performance is compared to basic machine
learning architectures, and put up against a more well-tuned Random Forest model. Ultimately,
the performance of the proposed model proved to be too insignificant to display any meaningful

predictive correlation, displaying limitations in the data’s capabilities.
Introduction
The possibility of predicting a hit song is the sort of trick that would have always been assumed

to be impossible. However, with modern developments in machine learning, human predictions

may be outperformed, and with previous research showing up to 83% precision in music



popularity prediction, researchers may be able to make steps towards this goal (Martin-Gutierrez
et al., 2020).

The goal is thus to build upon previous research, to see how improvements can be made, and
possibly reach higher accuracy than previously achieved. This will be attempted by using
improved models from previous research, and diversifying on potential data. The research
question thus states as follows: How successfully can you predict music popularity using deep
learning models based on audio features?

If the accuracy of the model proves to be successful, it could provide a helpful tool to musicians,
audio engineers and industry experts, to pre-emptively predict whether a song that is in the
making will be a success. This could help with the writing process, mixing and mastering, or to
decide a lead single for an upcoming album for example. Besides this, a successful popularity
prediction model could be key in the advancement of generative music, seeing as these
techniques could improve a self-generative model’s autonomy in creating and even publishing
popular music. Furthermore, since the current field of public access to copyrighted music is
quickly changing, as is explained further in the data section, re-assessing the power of alternative
sources in the field is just as important to be able to see what the future of this field of research

holds.

Literature review

Performance of popularity prediction
An important finding in literary research is that, while being limited, especially in recent

research, studies have been proving success with deep learning models, with precision going up

to 83% (Martin-Gutierrez et al., 2020). Another study has shown that analysing musical



complexity in combination with deep learning models can provide successful results as well (Lee
& Lee, 2018).

Modern research is showing more of a leniency towards music metadata and different audio
metrics besides self-sufficient audio analysis, instead relying for example more and more on
Spotify’s own Music Features database (Falah et al., 2025; Zhang et al., 2024). While, on a
positive note, this gives way to deep learning models that combine MFCC features with Spotify’s
own data for example, it has resulted in a lack of spectral analysis in recent years, which limits
our understanding of the subject.

As for determining the specific model, earlier research in music popularity specifically has not
greatly focused on the use of CNN’s. However, music analysis has broadly found success in
CNN’s, for example, being used for music classification (Costa et al., 2017). Therefore, this
thesis delves into the capabilities of this architecture in the realm of popularity prediction, as to
expand on the deep learning capabilities in the research field.

Lastly, while lyrical analysis or Spotify feature analysis can help mitigate this issue (Nunes et al.,
2015), explainability is a problem that is both infrequently mentioned in previous research, and
hard to achieve when one would use MFCC features in combination with a CNN model for
example. Since effectiveness of a proposed model is a larger focus than explainability, this will
not be delved into as expansively, but will be tackled to a degree in feature importance analysis.
Musical feature analysis in different applications

Similarly to the research in musical popularity, audio features in combination with deep learning
models have been a staple in classification research. High accuracy rates are for example
performed when combining a plethora of audio features, like MFCC, Chroma and spectral

features, to classify musical instrument emotion (Rajesh & Nalini, 2020). Furthermore, in genre


https://www.zotero.org/google-docs/?SO9guZ
https://www.zotero.org/google-docs/?J7SxU5

classification, MFCC features have been used to predict musical musical genres with up to 76%
accuracy (Vishnupriya & Meenakshi, 2018). Thus, while MFCC features and other assorted
audio features classically have a strong ground in medical- and speech-related applications, these
are still promising sources in the field of musical classification, which should translate to musical

popularity as well (Abdul & Al-Talabani, 2022).

CNN architecture

Multiple papers before this one have looked into the usage of a CNN architecture for musical
popularity prediction, with generally successful results. Yang et al. (2017) used a deep CNN
model with Western and Chinese pop songs to analyse model performance. Their deep models
outperformed shallow models, and SVM’s. Delbouys et al. (2018) used a CNN model on both
audio features and lyrics, ending up with a maximum R? value of 0.235. Furthermore, Choi et al.
(2017) made use of the Million Song Dataset in combination with a Convolutional Recurrent
Neural Network, finding that their proposed model effectively learns from a large number of
features.

The CNN architecture thus shows good prior results for predicting musical popularity. While
metadata analysis is more common in the research literature than audio feature usage, the
broader success of MFCC features within musical feature prediction shows promise for the
performance of the proposed model of this paper.

Music popularity as a social study

A point that is relevant to understanding the fundamentals of accurately predicting music
popularity is the social aspect. Tastes in music have a deep social root, and taking this into
account when trying to understand ‘hit prediction’ is fundamental to make a sufficient attempt at

predicting music popularity through deep learning (Bischoff et al., 2009). A person's liking
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towards a song is, for example, greatly influenced by their environment. Available information
about music popularity increases the streaming count of music by 12% on average, and seeing a
friend liking a song on a social online platform raises that number by 10.2% on average as well
(Dewan et al., 2017). Furthermore, music taste is not a set variable; it is a matter that changes
over time, with different musical styles achieving different popularity throughout the years
(Petitbon & Hitchcock, 2022). Thus, many social factors go into musical popularity, most of

which are not seen by a machine learning model.
Defining popularity

What has been missing in the literature is a clearly-defined metric of popularity. Certain papers
use the Billboard 100 as a guide for example, while others use Spotify’s data for example
(Martin-Gutierrez et al., 2020). Besides this leading to different results in the models training, it
is also worthwhile to consider these factors, since differences in measurability can give way to
time-considerate popularity scoring. Therefore, it is important to consider what is both

functionally and scientifically the most sensible metric for new research.
Hypothesis

The literature shows promising results for popularity prediction, although it clearly does not exist
without its own caveats. The hypothesis therefore carefully states the following:

The proposed deep learning model will prove predictive capabilities within audio analysis,
although performance may be limited due to data limitations, and the abundance of external
factors in music popularity prediction.

This hypothesis has ground in the previous research in the field, as relatively high performance

has been previously achieved. This should still however be treated carefully, as the data used in
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this paper’s proposed model is in nature somewhat different. The named data limitations are

further discussed in the Data section.

Data

The data is segmented into several parts, all of which combine to create a pipeline for the

proposed deep learning model.
Data collection

As of 2025, most major streaming services have enforced limitations on the collection of their
data, especially for the purpose of machine learning analysis (Apple Inc, n.d.; Spotify, n.d.;
TIDAL, n.d.). Deezer was investigated as a primary source for audio clips, since it
simultaneously offers a large database of music, and the option to collect 30 second audio clips
(Deezer, n.d.). However, this also became a limitation for the project, as developer applications
were consistently closed.

To combat this limitation, the Free Music Archive is used to perform model training. The Free
Music Archive is a large collection of songs, including audio and metadata, free from copyright.
For the training and testing of the proposed model, a collection of 8.000 music clips were used,
with a length of 30 seconds. For the more intensive 2-dimensional CNN model that is also
trained, an expanded version of the dataset, that consists of 22.058 songs, is also used, in an

effort to increase performance and circumvent overfitting.
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Figure 1 & 2: Distribution of target variable fina_listens within the ‘small’ dataset; log distribution of target variable
fma_listens within the ‘small’ dataset.

The FMA listen count target variable has a large middle range, with a small amount of outliers in
the very high value ranges. Therefore, the data was log-transformed for the usage in the proposed
model, as to maintain a more well-spread population.

Using this library provides some advantages; instant access to a large number of songs, without
the complicated restrictions enforced by copyright. While this, in some sense, is a limitation
compared to previous research, as the same broad collection of music is not present, it still offers
sufficient data that can be used for training. The limitations of using this source are further

discussed in the discussion section of this paper.
Popularity metric

In the earlier experiments of this research, an attempt was made to use Last.fm listening data to
use as a target variable for the model. However, using this data proved to be a limitation.
Through fuzzy matching, only about 65% of data could be matched, and despite this, the dataset

was still left with 397 non-zero tracks, leaving very little training data for the model. Therefore,



the integrated fima_listens variable of the FMA dataset was used as a target variable instead, as
this does not consist of any non-zero tracks, and thus guarantees the full potential of the dataset.
The pipeline of combining these data sources into a machine learning model will be expanded

upon in the methodology section.

Methodology

Audio features

The audio features that were used consist of MFCC features, Chroma features, spectral contrast,
spectral features, tempo, and harmonic features. All of these features were taken into account for
the training of the proposed 1-dimensional model, with the 2-dimensional model only using the
first three mentioned.

First, every track in the dataset gets converted to a mono audio signal, and resampled to 22.050
Hz. Before any of the audio features are retrieved, the raw waveforms are converted into a
spectrogram. This is done by the method of Short-Time Fourier Transform. With the grid of
frequency bins and time frames, the audio features are extracted.

MFCC features are retrieved by computing a Mel spectrogram of 128 bins, with a hop length of
512. The time axis is fit to 128 frames with 13 cepstral coefficients per frame, leading to a
feature shape of (13, 128). For the 1-dimensional model, the mean and standard deviation of each
coefficient are calculated, leading to a simplified representation of the features.

The Chroma features are computed by creating a STFT power spectrum of the songs. Each of the
frequency bins is bound to one of 12 pitch classes. Normalization is performed across pitch
classes, so that each frame sums up to 1. The time axis is ultimately set to a shape of (12, 128),

and undergoes the same transformation for the 1-dimensional CNN as the MFCC features.



Spectral Contrast is then also retrieved. The process starts off similarly to the Chroma features,
but the frequency range is split into 7 logarithmically-spaced bands. The contrast is calculated
per band, per frame, and fit to the time axis to end up with a shape of (7, 128). For the
I-dimensional CNN, the mean over time, mean frequency per frame, standard deviation, and
rolloff are calculated.

Lastly, for the 1-dimensional rendition of the model, the ZCR value, RMS of the waveform,
tempo and Tonnetz are computed to further expand the feature set.

The FMA dataset includes its own corresponding ‘listens’ variable, which is used as a target

variable for the proposed model.
Model training

The hyperparameters were first tuned by using Optuma to search for the best options, using a set
amount of trial runs and picking the optimal variables. These were then used in a Convolutional
Neural Network, built with the PyTorch architecture. To research the different capabilities of
machine learning in music popularity prediction, both a regression model and a classification
model are used. Furthermore, both a 1-dimensional and 2-dimensional CNN approach are trialed,
in an attempt to expand on the possibility that deeper learning provides higher performance,
given the dataset. Classification was done by splitting the total dataset into three different
segments: 1. Y = 0, the low popularity tier, where the bottom 25% of the total dataset falls under;
2. Y = 1, the medium tier, which includes the middle 40% of the total data; 3. Y = 2, the high
tier, with the top 35% of the data. By separating the data into three segments, classification
becomes more easily available, presenting different performance results, and thus possibly

increased usability.
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Different models were also trained to compare baseline performance of the CNN architecture.
For the regression model, the baseline models consist of a Mean predictor, Linear Regression
and Random Forest Regressor. As for the classification CNN, a Majority-class baseline, Logistic

Regression and Random Forest Classifier were implemented as a means for comparison.

Model architecture

The proposed CNN model is a 1-dimensional CNN, built using PyTorch. The input is a feature
vector of shape (7.994, 69), which gets transformed to (7.994, 1, 69), to process the feature
vector with one channel.

The 2-dimensional CNN works in a slightly different way. The 2-dimensional matrices of
MFCC, Chroma and spectral contrast were stacked to create the effect of dimensionality. The
three matrices were zero-padded to the same frequency value of 13.

In both renditions, the model is trained through three residual blocks. The feature list
continuously gets compressed by half via MaxPool, while the channel depth keeps getting
expanded (1 — 64 — 128 — 256). The 256-number summary in the end finally gets mapped to a
prediction value. Furthermore, the 1-dimensional CNN model operates on a kernel size of 5,
while the 2-dimensional model does so on a kernel size of (1, 3) first, but expands to a size of
(3,3) in later layers.

The learning rate was scheduled by periodically resetting. It performs a warm restart, with T 0
being set to 10 or a third of the pre-set training epochs, whichever value is higher. MSELoss
architecture was used for regression, and CrossEntropyLoss for classification.

Optuna tuned the following hyperparameters to optimize the training process: 1. Learning Rate,
where log-uniform values between 1°-4 and 1°-2 are trialed; 2. Weight decay, where log-uniform

values between 17-5 and 17-2 are trialed; 3. Dropout, where values through 0.1 and 0.5 are
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trialed; 4. Hidden Dim, where values 128, 256 and 512 are trialed. The channels and the kernels
all trial a different set of values as well. Each trial runs for 20 epochs by default, and aims to
minimize validation loss.

Early stopping is experimented with in different ways as well. The patience parameter is first set
to the amount of epochs divided by 4, and later on trialed with a set patience of 10. This should
prove a difference in overfitting, and in training efficiency.

The Random Forest model that was used for expanded analysis featured a standard ensemble of
decision trees. Optuna once again helped to tune the following hyperparameters: 1. Number of
Estimators: where values between 200 and 2000 are trialed in log-uniform; 2. Maximum
Features, fractions between 0.1 and 0.4 of total features are trialed; 3. Maximum Depth, integer
tried in the range of 5 through 20; and 4. Minimum Samples Leaf, integers trialed in the range of
1 through 20. Once these are tuned, the final model is retrained on the combination of training
and validation data.

Baseline models

The baseline models were maintained to be as simple as possible.

The Mean/Majority predictor provides the most basic model for baseline comparison. The
regression model predicts the training mean for every sample, while the classification model
always predicts the most frequent class.

For the regression models, a single linear model is trained on training and validation data. The
Ridge Regression model uses an Alpha value of 1, while the Logistic Regression model uses
C=1 and a maximum amount of iterations of 1.000.

The baseline Random Forest model is an under-tuned version of the expanded model. The

number of estimators is set to 100 by default, with 8 features on average being sampled per split.
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No depth limit is implemented, and the model is trained on the combination of training and

validation data.
Evaluation

For the evaluation of the models, common accuracy metrics are used, which include RMSE,
MAE, and R? for the regression model. For the classification model, accuracy, macro F1 and
weighted F1 are implemented. To further analyze how well the proposed CNN model performed
against other machine learning architectures, the aforementioned baseline models are used in the
evaluation as well, to compare different performance metrics against simpler models.

Finally, to attempt to grasp the explainability of the proposed model, a few extra evaluations are
done. Permutation importance attempts to explain which features are most relevant to the
model's performance. Feature-group importance similarly shows the importance of different

features, but with increased readability due to the grouped nature.

Results

First trial

In the first trial, both the regression and classification CNN model were trained on 250 tuning

trials, and 20.000 epochs, both with early stopping. The patience was set to 5.000.

Model Problem RMSE MAE R’
Mean Predictor Regression 0.947 0.748 0.000
Ride Regression Regression 0.922 0.717 0.053

Random Forest Regression 0.884 0.687 0.129
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Model Problem RMSE MAE R?

CNN Regression 0.904 0.700 0.088

Figure 3: first trial regression model performance, with comparison against baseline models.

The regression model showed a Real Mean Squared error of 0,9044, a Mean Absolute Error of
0.7003, and an R? score of 0.0884. The model made a slight advantage against the Mean
predictor and Ridge Regression models, but even with significantly higher computing time

underperformed the Random Forest model by all metrics.
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Figure 4 & 5: RMSE increase per variable for first trial regression model; Mean RMSE increase per variable group

for first trial regression model.

The model’s most important features were by far the MFCC features, with spectral features

having a significant, but already to a noticeably lower degree, importance as well.

Model Problem Accuracy Macro F1 Weighted F1
Majority Class Classification  0.399 0.190 0.228
Logistic Regression  Classification  0.482 0.448 0.445

Random Forest Classification 0.517 0.479 0.499
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Model Problem Accuracy Macro F1 Weighted F1

CNN Classification  0.440 0.362 0.399
Figure 6: first trial classification model performance, with comparison against baseline models.
The CNN model proved to perform worse in classification compared to the baselines models.
This time around, a well trained CNN model scored even worse on all metrics than a simple

logistic regression model.
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Figures 7 & 8: Normalised Confusion Matrix for first trial classification model; Per-class F1 score for first trial

classification model.

The performance of the classification model shows a discrepancy between the different tiers and
their performance. Namely; the medium tier showed fairly accurate results of up to 79%
accuracy, but fell flat on the high popularity tier, and especially the low popularity tier. The

model, in general, is eager to predict songs as falling under medium popularity.
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Top 15 Individual Features Feature Group Importance
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Figure 9 & 10: Accuracy drop per variable for first trial classification model; Mean accuracy drop per variable group

for first trial classification model.

Furthermore, the feature importance showed significantly different importance as well. The tonal
and chroma groups are considered more important than the MFCC features, clearly unlike the
regression model where MFCC dominated in relevance.
These first trials gave way to exploring more methods of development for the model as it stands,
namely being:

1. Training the CNN model on an expanded and reduced amount of epochs;

2. Further developing a Random Forest model;

3. Reducing the feature dimensionality, in an attempt to combat potential overfitting;

4. Increasing the dimensionality of the model, to get more insight into the deep learning

capabilities of the data.

These different methods will be expanded upon in the following sections.
CNN model expansion and reduction
The next rendition of the proposed model was trained using 500 tune trials, and on 100.000

epochs with early stopping with a patience of 25.000 This is a significant increase, so to really

see what impact this has on model training.
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Figure 11: expanded regression model performance, with comparison against baseline models.
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The regression model had a slight decrease in performance on RMSE and R2. However, the

MAE score went from 0.700 to 0.696.
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Figure 12: expanded classification model performance, with comparison against baseline models.

As opposed to the regression model, the classification model had quite significant increases in

performance; accuracy from 0.460 to 0.482, Macro F1 from 0.362 to 0.420, and weighted F1

from 0.399 to 0.433.
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Figures 13 & 14: Normalised Confusion Matrix for expanded classification model; Per-class F1 score for expanded

classification model.

The under-performing low tier significantly increases in its F1 score as well. Thus, the
improvements in performance seem to differ between the classification and regression model.

To see what opposite effect the computing time could have on the performance of the proposed
model, the patience is set to a value of 10, meaning that the model will stop training at a

significantly earlier point than the 100.000 epoch model with a relative patience value.

Model Problem Epochs RMSE MAE R’

CNN Regression 27 0.902 0.696 0.092
CNN Regression 5.021 0.904 0.700 0.088
CNN Regression 25.054 0.908 0.696 0.081

Figure 15: CNN regression model performance by epoch count.

For the proposed CNN regression model, the increase in epochs signal a consistent decrease in

performance.
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Figure 16: CNN classification model performance by epoch count.

Epochs

16

5.006

25.010

Accuracy

0.483

0.440

0.482

Macro F1

0.438

0.362

0.420

18

Weighted F1

0.460

0.399

0.443

The classification model tells a more complicated story, with there being a decrease in

performance from 16 epochs to 5.006 epochs, and improvement in performance after that.

However, the highest performance is still achieved by setting the patience to a non-variable

value.

Random Forest model

The Random Forest model was at first trained on 1.000 trials. The hyperparameters of number of

estimators, maximum depth, maximum features, and minimum samples per leaf were tuned

during training.
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Figure 17: Performance of Random Forest regression model run on 1.000 trials, with comparison against baseline

models.

In this form, the proposed Random Forest model showed a slight decrease in performance, in

comparison to the base model.

Model Problem Accuracy Macro F1 Weighted F1
Majority Class Classification  0.399 0.190 0.228
Logistic Regression  Classification  0.482 0.448 0.445
Random Forest Classification 0.517 0.479 0.499

(base)

Random Forest Classification  0.525 0.488 0.507

CNN Classification  0.482 0.420 0.443

Figure 18: Performance of Random Forest classification model run on 1.000 trials, with comparison against baseline

models.

The Random Forest classification model did however manage to improve upon its baseline
counterpart, while simultaneously outperforming the other baseline models, and the proposed
CNN model.

Feature dimensionality reduction

To possibly prevent overfitting, another analysis is done on the effect of feature dimensionality
reduction. The early feature importance results showed a positive correlation for MFCC features
with a regression model, and Chroma features for the classification model. Therefore, for both

the CNN model and the Random Forest model, the models are trained again with these reduced
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feature dimensionalities. A comparison table is made for all of the possible combinations, as to

fully analyse the effect of the different feature combinations.

Model Problem Features RMSE MAE R’

CNN Regression All 0.902 0.696 0.092

CNN Regression Chroma+  0.922 0.720 0.052
Tonal

CNN Regression MFCC 0.908 0.705 0.080

Random Forest Regression All 0.888 0.689 0.122

Random Forest Regression Chroma+ 0917 0.716 0.064
Tonal

Random Forest Regression MFCC 0.891 0.689 0.115

Figure 19: Performance of CNN and Random Forest regression models by feature set.

Model Problem Features Accuracy Macro F1 Weighted
FI
CNN Classification All 0.483 0.438 0.460
CNN Classification Chroma +  0.462 0.418 0.440
Tonal
CNN Classification MFCC 0.458 0.404 0.429

Random Forest Classification All 0.525 0.488 0.507
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Model Problem Features Accuracy Macro F1 Weighted
F1
Random Forest Classification Chroma+ 0.467 0.420 0.446
Tonal
Random Forest  Classification MFCC 0.491 0.448 0.469

Figure 20: Performance of CNN and Random Forest classification models by feature set.

Despite the seemingly positive correlations between the different features and the performance of
the models, the models with the full amount of features do still consistently outperform models
with more limited features. Likewise, the Random Forest model also consistently outperforms

the CNN model, despite any changes in feature selection.
2-dimensional model with expanded dataset
In an attempt to make use of the full potential of the CNN deep learning architecture, a different

model is trialed with 2-dimensional features. These are trained on an expanded dataset of 22.050

songs. The hyperparameters were tuned on 100 trials, with the model trained on a patience value

of 10.
Model Problem Features RMSE MAE R’
Random Forest ~ Regression  All 0.888 0.689 0.122
1D CNN Regression  All 0.902 0.696 0.092
2D CNN Regression  All 0.969 0.761 0.056

Figure 21: Performance of 2D CNN regression model, compared to best performing 1D CNN and Random Forest

models.
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Model Problem Features Accuracy Macro F1 Weighted F1
Random Forest ~ Classification  All 0.525 0.488 0.507
1D CNN Classification  All 0.483 0.438 0.460
2D CNN Classification  All 0.448 0.339 0.382

Figure 22: Performance of 2D CNN classification model, compared to best performing 1D CNN and Random Forest

models.

The tables compare the performance of the 2-dimensional CNN model with the best-performing
ID CNN and Random Forest models of the last subsection. The 2-dimensional models show
significantly worse performance, for both the regression and classification versions. Neither the
larger dataset, nor the increased dimensionality and momentary information, thus helped to

improve the performance of the proposed model.

Discussion

Initial results

While initially not displaying any roadblocks significant enough to warrant poor performance of
the proposed model, the end results certainly show limitations within the research. The model
likely suffered from a dataset that was too limited in size and/or predictability. This was shown
by the early stopping that the optimal CNN model needed, and the fact that Random Forests
consistently outperformed the proposed model, even with minimal amount of tuning. The low R?
scores of the regression models also showed that the variance in the model could simply not be

explained well by the model, thus undermining the hypothesized predictive capabilities.
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Dimensionality

The increased dimensionality of the 2D CNN showed that the expansion of the dataset and the
addition of temporal information within the audio features, had no positive effect on
performance. The opposite actually turned out to be true, where this increase in processed data
reduced the performance on all accounts, in comparison to the 1-dimensional model. With the
early stopping performing well in preventing overfitting as well, it seems like this model suffered
from the same inherent flaws of the dataset, with the likely disadvantage of newly introduced
noise in the data.

External factors in popularity prediction

While these results can be considered unsuccessful, it is of essence to discuss the fact that audio
features only display a fraction of what goes into a hit song. There are many factors that, while
previously researched, were not taken into account of this model, but would be interesting to
combine with a deep learning model as this paper has done. For example, previous research has
shown that repetitive content in lyrics increases the success rate of popular songs (Nunes et al.,
2015). And even when the research would have taken quantifiable elements like this into
account, there is still a large qualitative aspect of music popularity. Take for example the broad
cultural element; what kind of songs speak to people at a specific time? How is authenticity put
against successful marketing? Questions like these could possibly be answered by researchers in
a different field, but it is important to take this into account, as predicting music popularity with
100% accuracy can only be impossible without these considerations.

Data limitations

As mentioned in the data section, a significant limitation in the research has been the lack of

large streaming service data that is usable for training this proposed model. Being able to use
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these platforms would have allowed for this research to represent the broad spectrum of popular
music. This would have helped with diversity of the data, both in terms of styles and playcounts.
Another challenge that this limitation brought with it, was the limitation of building upon
previous research. Initially, a large part of this thesis was to build upon Martin-Gutierrez et al.’s
research. Their proposed model proved to be the most successful example of musical popularity
prediction thus far, and would thus be a useful benchmark for the creation of a new model.
However, none of the same data could be used, as even their SpotGenTrack database was
rendered useless due to the practical impossibility of connecting it to any audio sources.
Therefore, the ‘successful’ part of the research question is more difficult to define, as the
methodology has to be significantly altered in comparison to other similar research papers.

A final element of this, is the lack of Spotify Audio Features that is now used. In recent years,
this has become the staple of music popularity prediction, it is simply impossible to perform any
machine learning analysis on these features while still adhering to Spotify’s modern guidelines.
In an ideal scenario, the proposed model of this paper would have used both these audio features
and self-sufficiently extracted audio features, to create a combined model with performance that
is up to the standard of previous research.

As is shown in the results; many improvements were attempted on the model. There would still
be an endless amount of tweaking to perform on the proposed model to attempt to create a more
usable end result. However, this would have ultimately been a futile experiment: the many
different iterations and their consistently low performance display the limitations in the available

data for this research.


https://www.zotero.org/google-docs/?r6RFYa
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Explainability

This paper did not focus on explainability, besides the inclusion of feature importance analysis.
With the results showing that the exclusion of certain features made for consistently worse
models, no conclusions can truly be drawn on the interpretability of the proposed model. For
practical use for musicians, this could be an important addition to the use of a model like this.
MFCC analysis limits this somewhat; if more explainable metadata could have been used,

explainability of the model could have naturally been expanded upon.

Conclusion

The proposed model, and any of its iterations, did not prove to have any strong predictive
capabilities.

While initially focusing on the 1-dimensional CNN architecture, due to its predictive capabilities
for large datasets, the subset of FMA data used for this research still proved to be too limited for
this use case. While 7.994 rows of data is not insignificant, the data ended up being too tabular
and non-predictive for a well-performing deep learning model. Similarly, even the expansion of
feature dimensionality and data size showed the same poor performance. Therefore, while still
not providing any meaningful performance, Random Forests easily outperformed the CNN
models, even with a minimal amount of tuning.

The feature importance analysis showed there to be some stronger correlations between certain
categorical variables. However, the further sub-set model training proved that these variables did
not have significant enough effect on the models performance to warrant any feature
dimensionality reduction.

Since different papers have found significantly larger success in using previously available data

from streaming services for the same purpose, it is likely that the dataset has been one of the
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largest roadblocks in this model's potential. The nature of the data is quite different in itself, as it
does not consist of the same songs that are prevalent in global hit charts, but instead may serve
more practical purposes, like background music in media. Therefore, while these songs do show
a form of popularity, it is not as representative as streaming data would have shown.

In conclusion, the predictive powers of this dataset are simply too weak to create an effective
model. Future research would benefit from the absence of the limitations in data usage, or the

usage of the expanded versions of the FMA dataset to expand deep learning capabilities.
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