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Abstract 

A potential solution to decentralized renewable energy is peer-to-peer (P2P) matching based on 

high-frequency 15-minute load profiles. However, optimal one-to-one pairings scale at an 

unsustainable quadratic complexity ( ). This research proposes a Dual-Tower neural 

network that frames energy matching as a cross-modal representation learning task. By 

compressing asymmetrical supply and demand time-series into a shared latent space, the 

framework enables sub-linear Approximate Nearest Neighbor (ANN) retrieval. 

Evaluating self-supervised CoST encoders against end-to-end 1D-CNNs, and Soft-BCE versus 

Soft-SigLIP loss, testing revealed that the network is highly susceptible to latent space collapse. 

This is mitigated by strictly regularizing the physical ground-truth using an asymmetric  
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harmonic mean, identifying a universal stability window between  and . 

Isolated within this stable regime, optimal configurations captured over 96% of the theoretical 

maximum physical energy synergy. A nuanced architectural trade-off emerged: the 1D-CNN 

achieved the highest absolute peak performance (54.16% improvement over a random baseline), 

while the disentangled CoST backbone demonstrated superior reliability (52.53% median peak) 

and rapid convergence. Additionally, Soft-SigLIP’s dynamic geometric fitting provided a 

significantly more robust operational ceiling compared to rigid Soft-BCE bounds. Ultimately, 

this scalable methodology proves high-frequency energy matching is computationally viable, 

laying the technical foundation for democratized decentralized grids. 
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1 Introduction 

The transition to decentralized renewable energy grids has fundamentally altered power 

distribution, prompting regulatory frameworks such as the European Union's Renewable Energy 

Directive (RED II) (Directive (EU) 2018/2001 of the European Parliament and of the Council of 

11 December 2018 on the Promotion of the Use of Energy from Renewable Sources (Recast) 

(Text with EEA Relevance.), 2018) to mandate the facilitation of peer-to-peer (P2P) energy 

sharing. Within these energy communities, prosumers can share their locally generated energy 

directly with one another. A critical constraint of these P2P networks is the necessity for 

temporal synchronicity: energy matching is only economically viable if the producer supplies 

and the consumer consumes within the exact same time window, typically measured in 

15-minute intervals. Consequently, peers cannot be effectively matched based on broad historical 

averages or aggregated monthly totals; they must be matched based on the granular, continuous 

patterns of their actual high-frequency load profiles. 

However, establishing optimal, complementary one-to-one matches among massive collections 

of continuous time series data introduces severe computational challenges. To properly align 

supply and demand, the historical energy profiles of each participant must be compared with 

those of all other participants. As the network grows, brute-forcing these similarity calculations 

across all possible combinations of prosumer profiles scales at a quadratic complexity of . 

For large communities, this brute-force method is computationally unsustainable, rendering 

real-time matching mathematically unfeasible and acting as a severe bottleneck that limits the 

scalability of decentralized grids. 
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To resolve this computational bottleneck, this research proposes a scalable, data-driven 

methodology that circumvents the  scaling issue. By utilizing deep representation 

learning, complex energy profiles can be compressed into meaningful, lower-dimensional 

embeddings. Specifically, a Dual-Tower architecture is proposed to map fundamentally 

asymmetrical data—supply capacity versus demand requirements—into a shared latent space 

where highly compatible profiles cluster closely together (Yi et al., 2019). By extracting these 

embeddings and integrating them into a vector database, the matching process can be executed 

via Approximate Nearest Neighbor (ANN) similarity search, reducing the retrieval time to 

sub-linear complexity and facilitating large-scale P2P energy sharing. 

Based on the identified scalability gaps, this research aims to bridge the divide between deep 

time-series representation learning and scalable retrieval systems. The study is guided by the 

following main research question: 

How can a Dual-Tower architecture, utilizing CoST encoders and Soft-SigLIP loss, be designed 

to achieve efficient, scalable, and accurate individual peer matching in large-scale P2P energy 

networks? 

To systematically evaluate the components of this architecture, the following sub-questions are 

formulated: 

1.​ How does the disentangled CoST architecture improve the extraction of temporal 

dynamics from 15-minute interval energy data compared to standard convolutional 

models? (Woo et al., 2022). 
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2.​ How do in-batch Soft BCE and Soft SigLIP loss functions optimize the projection head 

latent space to ensure highly compatible production and consumption profiles are mapped 

closely together for targeted one-to-one matching? (Lee et al., 2026; Zhai et al., 2023) 
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2 Background 

This chapter provides the theoretical and regulatory foundation necessary for understanding the 

proposed scalable peer-to-peer (P2P) energy matching architecture. It begins by examining the 

European Union directives that legally mandate and physically constrain decentralized energy 

trading. Following this regulatory context, the chapter explores the machine learning principles 

driving the technical solution, including Dual-Tower architectures for scalable retrieval, 

disentangled representation learning for complex time-series, and the specific geometric 

optimization techniques required to prevent latent space collapse and popularity bias in highly 

asymmetric data distributions. 

2.1 The Legal and Regulatory Framework: EU Directives on P2P Energy 

The technical necessity for scalable one-to-one peer matching is directly driven by a paradigm 

shift in global energy policy, most notably spearheaded by the European Union. Historically, 

electricity markets were strictly centralized, defined by a top-down flow of energy from large 

utility generators to passive consumers. However, to accelerate the green transition, the EU 

introduced the "Clean Energy for All Europeans" legislative package, which fundamentally 

rewrites market rules to democratize energy distribution. Within this framework, the Renewable 

Energy Directive (RED II) and the complementary Internal Electricity Market Directive (IEMD) 

provide the specific legal foundation for decentralized peer-to-peer energy sharing. 

A foundational element of RED II is the legal recognition of the "Renewables Self-Consumer," 

commonly referred to as a prosumer. EU law now guarantees that individuals and businesses 
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have the right to generate, store, and consume their own renewable energy without facing 

disproportionate taxes or discriminatory grid fees. Crucially, RED II explicitly mandates that 

these prosumers must be allowed to engage in targeted peer-to-peer trading. This legally 

empowers a prosumer to sell their excess renewable energy directly to another specific 

end-consumer, such as a residential solar owner selling excess afternoon generation to a 

neighboring household or local business. This establishes a direct, bilateral market that bypasses 

the mandatory intermediary of a traditional utility supplier, validating the exact one-to-one 

matching objective optimized by the proposed Dual-Tower architecture. 

While the law empowers decentralized trading, the physical limitations of the power grid strictly 

dictate how these trades can safely occur. To prevent localized one-to-one trades from artificially 

straining the high-voltage transmission infrastructure, the EU framework introduces strict 

geographical boundaries. Under IEMD guidelines, participants in a peer-to-peer transaction are 

restricted to trading within the same bidding zone, which represents the largest geographical area 

where market participants can exchange energy without capacity allocation constraints. In 

practice, Member States often restrict this even further, mandating that matched peers be located 

within the exact same local Distribution System Operator (DSO) network to avoid triggering 

long-distance transmission tariffs and grid bottlenecks. 

Ultimately, while the European Union has successfully established the legal right for bilateral 

peer-to-peer energy trading, the directives leave the operational execution of these discrete 

markets entirely to the technical domain. The regulatory framework mandates that these trades 

remain physically balanced within their restricted bidding zones. However, successfully 
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executing this legal mandate across massive communities requires continuously aligning the 

high-frequency, 15-minute supply and demand profiles of distinct individuals. Therefore, while 

RED II provides the regulatory authorization for one-to-one trading, highly scalable machine 

learning frameworks are required to overcome the mathematical bottlenecks of actually matching 

thousands of peers within these tightly regulated grid zones. 

2.2 Scalable Retrieval via Dual-Tower Architectures 

In large-scale network environments, identifying optimal pairings between distinct entities is a 

well-documented challenge, traditionally addressed within the domain of recommender systems. 

Applying standard cross-encoder neural networks to evaluate the compatibility of two energy 

profiles requires passing every potential pair through the model concurrently at runtime. For a 

network of  participants, this dictates an  computational complexity, rendering live 

deployment mathematically intractable (Yi et al., 2019). To resolve this bottleneck, this research 

adapts the Dual-Tower (or Two-Tower) architecture. Instead of a single cross-attention 

mechanism, a Dual-Tower model employs two parallel, independent neural networks to process 

fundamentally asymmetric entities—in this context, producer supply capacity and consumer 

demand requirements. This architectural decoupling allows for the extraction of low-dimensional 

profile embeddings. Consequently, the matching process is reduced to calculating simple vector 

dot products within a shared latent space, enabling the use of Approximate Nearest Neighbor 

(ANN) search to achieve highly scalable, sub-linear retrieval times (Wang & Palpanas, 2021). 
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2.3 Time-Series Representation Learning 

The raw data driving these embeddings consists of high-frequency, 15-minute interval energy 

load profiles, which inherently contain complex, overlapping temporal patterns. Standard 

one-dimensional Convolutional Neural Networks (1D-CNNs) often struggle to isolate the 

underlying physics of such data, as they indiscriminately pool local variations without structural 

awareness of the time series. To address this, the base encoders in the proposed architecture 

utilize the Contrastive Learning of Disentangled Seasonal-Trend Representations (CoST) 

framework (Woo et al., 2022). The CoST architecture imposes strong structural priors by 

splitting the representation learning process into two distinct modules. A Trend Feature 

Disentangler utilizes auto-regressive experts to capture underlying baseline shifts, while a 

Seasonal Feature Disentangler leverages Fast Fourier Transforms (FFT) to extract periodic 

frequency components. By explicitly separating these temporal dynamics, the model generates 

highly factual, interpretable intermediate representations of the energy profiles. 

2.4 Information Bottlenecks and Projection Heads 

While the CoST backbones are highly effective at extracting factual temporal features, applying 

a geometric matching loss directly to these representations can cause "catastrophic forgetting." In 

this scenario, the aggressive continuous warping required to push compatible profiles together in 

the latent space destructively overwrites the foundational time-series physics originally learned 

by the encoder. To prevent this representational collapse, non-linear projection heads, typically 

Multi-Layer Perceptrons (MLPs), are appended to the base encoders. These projection heads act 

as a critical information bottleneck (Gupta et al., 2022; Ouyang et al., 2025; Xue et al., 2024). By 
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absorbing the aggressive transformation gradients during backpropagation, the MLP layer 

shields the frozen or slowly updating CoST backbones, ensuring that the foundational temporal 

features are preserved while still enabling flexible, targeted clustering in the final projection 

space. 

2.5 Optimization Vulnerabilities: Popularity Bias and Latent Collapse 

Despite the scalability of Two-Tower architectures, cross-domain representation learning is 

highly susceptible to converging on trivial, degenerate solutions. The first vulnerability is 

popularity bias, often termed the "Matthew Effect." In collaborative recommender systems, 

algorithms disproportionately favor items from the "short head" of the popularity distribution 

while completely ignoring the "long tail" of niche entities (Abdollahpouri et al., 2019). 

Translated to decentralized energy matching, this bias risks the network systematically assigning 

all distributed producers to the single largest industrial consumer in the batch. While this trivial 

solution mathematically guarantees high absolute energy utilization, it leaves the "long tail" of 

smaller residential consumers entirely unserved. The second vulnerability is latent space 

collapse, a known mathematical failure mode of Siamese-style networks (Chen & He, 2020). 

When trained to maximize similarity without strict constraints, the optimizer may simply output 

a constant vector for all inputs, achieving perfect mathematical similarity without learning any 

meaningful physical compatibility. 
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2.6 Differentiable Synergy and the Tversky Loss 

To mitigate both popularity bias and latent space collapse, standard symmetric similarity metrics 

are eschewed in favor of a highly asymmetric, differentiable physical ground truth ( ). The 

effectiveness of a match is evaluated through two physical metrics calculated over the -step 

time series for a producer  and a consumer . The first metric, Supply Utilization ( ), 

represents the percentage of the producer's energy actually absorbed by the consumer: 

 

The second metric, Demand Coverage ( ), represents the percentage of the consumer's 

demand successfully met by the producer: 

 

Mathematically, these metrics align perfectly with the machine learning concepts of Precision 

and Recall (Sensitivity), respectively. Because these metrics are analogous to Precision and 

Recall, the final target  is formulated as a continuous harmonic mean: 

 

This formulation is structurally identical to the  score, acting as a specific instantiation of the 

Tversky Index under the constraint that its penalty parameters sum to one (Salehi et al., 2017). In 
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deep learning, optimizing a differentiable harmonic mean is a proven methodology for managing 

severe data imbalances where networks are prone to collapsing into a dominant class. By 

adjusting the  parameter to weigh Demand Coverage higher than Supply Utilization, the loss 

function explicitly punishes the network for monopolizing matches with dominant, high-capacity 

consumers. If the  metric drops toward zero, the entire target score collapses. This strict 

mathematical penalty counters popularity bias, compelling the dual-encoder to maintain a 

proportionally distributed latent space that respects equitable one-to-one peer matching. 

2.7 Contrastive Loss Formulations and SigLIP 

To effectively train the Dual-Tower architecture, the unbounded geometric distances (dot 

products) between the producer and consumer embeddings must be mapped to the bounded, 

continuous physical ground truth ( ). Traditionally, this alignment is achieved using a Soft 

Binary Cross-Entropy (BCE) loss, which relies on rigid linear scaling or a fixed sigmoid function 

to squash the latent similarities into a [0, 1] probability space. While effective for standard 

classification, rigid scaling struggles to accommodate the dynamic geometric variance inherent 

in high-dimensional continuous clustering (Lee et al., 2026). 

To address the limitations of rigid contrastive bottlenecks, recent advancements in multimodal 

representation learning have introduced the Sigmoid Loss for Language Image Pre-Training 

(SigLIP) (Zhai et al., 2023). Rather than relying on a standard global softmax 

normalization—which requires computing similarities across the entire batch before calculating 

the loss—SigLIP operates purely on pairwise sigmoid functions. Crucially, the SigLIP 

formulation introduces learnable temperature and bias parameters. These parameters allow the 
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network to dynamically stretch and shift the similarity distribution during training, seamlessly 

fitting the latent dot-products to the continuous  synergy scores. By decoupling the 

batch-wide normalization and incorporating learnable parameters, SigLIP provides a highly 

flexible geometric transformation, optimizing gradient flow and enabling stable, dense in-batch 

continuous matching. 
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3 Data 

This chapter details the data foundation upon which the proposed Dual-Tower architecture is 

trained and evaluated. It begins by outlining the acquisition and structuring of the simulated 

building load profiles, followed by an assessment of the ethical considerations inherent in the 

dataset. Finally, it presents the research data management plan, ensuring scientific reproducibility 

and data integrity throughout the project lifecycle. 

3.1 Dataset Description and Acquisition 

This research utilizes the publicly available "End-Use Load Profiles for the U.S. Building Stock" 

dataset, curated by the National Renewable Energy Laboratory (NREL) (Wilson et al., 2021). 

The dataset comprises simulated, physics-based energy models of individual buildings, providing 

one year of historical load data recorded at 15-minute intervals. This temporal resolution results 

in time-series sequences of exactly 35,040 steps per profile. 

To operationalize the asymmetric Dual-Tower architecture, the data is partitioned into two 

distinct categories to represent the supply and demand sides of the market. Class 1 encompasses 

commercial properties equipped with massive Photovoltaic (PV) systems, functioning as energy 

producers (Supply) within the network. (It should be noted that standard residential households 

equipped with PV systems would provide a more realistic domain match for a neighborhood P2P 

grid; however, as these were absent from the current dataset iteration, the commercial profiles are 

utilized here, and this domain alignment should be prioritized in future studies). Conversely, 

Class 2 consists of standard residential households without PV installations, representing pure 
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energy consumers (Demand). The raw data is extracted from the public NREL datalake and 

rigorously filtered to assemble an evenly balanced sample of PV-equipped producers and non-PV 

consumers for model training and evaluation. 

3.2 Ethical Considerations 

Given the nature of the selected dataset, formal ethical approval is not required for this study. 

The NREL dataset is constructed using simulated, physics-based building energy models rather 

than submetering of actual residential homes. Consequently, the data is entirely devoid of 

privacy-sensitive, personally identifiable information (PII). This eliminates the ethical and 

privacy risks typically associated with tracking granular, household-level energy consumption 

behaviors. Therefore, a formal ethical review checklist is deemed unnecessary. 

3.3 Research Data Management Plan 

To manage the substantial volume of high-frequency time-series arrays efficiently, the raw 

datasets are parsed and normalized. To facilitate rapid subset filtering and metadata tracking 

during the training loop—such as monitoring physical scale minimums, maximums, and class 

designations—a local SQLite relational database is utilized. Throughout the research phase, 

access to the active datasets and localized databases is strictly restricted to the primary 

researcher's secure working environment, and all codebase developments are tracked using strict 

local version control. 

Scientific reproducibility is ensured through the comprehensive documentation of the 
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architectural parameters, loss formulations, and matching algorithms detailed throughout the 

methodology. To guarantee the exact reproducibility of the experimental batches without 

requiring the publication of the full local codebase, a precise manifest of all NREL datapoints 

utilized in this study is maintained. This manifest is structured as train.json and test.json files, 

which catalog the exact filenames of every consumer and producer profile selected from the 

public datalake (e.g., "producer_nrel-pds-building-stock_..._30687-46.pt"). These JSON 

manifests will be included alongside the formal project archive, enabling independent 

researchers to query the public NREL database and perfectly reconstruct the exact data splits 

used for model training and evaluation. While the raw baseline dataset remains under the 

intellectual ownership of NREL, the primary researcher assumes responsibility for active data 

management during the study and the formal archiving of the project components on internal 

university servers post-completion. 

 

 

19 



4. Method 

This chapter details the methodological framework designed to resolve the computational 

bottlenecks of large-scale peer-to-peer energy matching. It begins by outlining the overarching 

experimental design and the specific Dual-Tower configurations evaluated in this study. 

Subsequent sections describe the implementation of the base feature extractors—comparing 

standard convolutional networks against the disentangled CoST architecture—as well as the 

necessary data normalization pipelines required to process highly asymmetric energy profiles. 

Finally, the chapter details the in-batch contrastive optimization strategies (Soft-BCE and 

Soft-SigLIP) and outlines the end-to-end evaluation pipeline used to translate the learned metric 

space into a globally optimized, simulated energy market. 

4.1 Experimental Design and Architectural Setup 

To achieve scalable, targeted one-to-one peer matching, the problem is framed as a cross-modal 

representation learning task rather than traditional descriptive clustering. The core analysis relies 

on a systematic experimental grid search to evaluate variations of the Dual-Tower architecture, 

as illustrated in Figure 1. The base encoders ( ) are subjected to an A/B test comparing standard 

one-dimensional Convolutional Neural Networks (1D-CNNs) against the disentangled CoST 

architecture (Woo et al., 2022). This comparison isolates the exact performance gain derived 

from explicitly extracting trend and seasonality components prior to matching. The resulting 

factual vectors from the base encoders are then passed through learnable non-linear projection 

heads ( ) to map them into the shared clustering space without catastrophically forgetting the 
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underlying temporal physics (Ouyang et al., 2025). The four distinct model configurations 

resulting from this grid search are detailed in Table 1. 

Configuration Base Encoder 

(Φ) 

Target 

Loss (L) 

Description 

Config 1 

(Baseline) 

1D-CNN In-Batch 

Soft-BCE 

Tests standard temporal convolution against 

rigid linear similarity scaling. 

Config 2 1D-CNN Soft-SigLI

P 

Tests if dynamic temperature and bias fitting 

improves standard CNN latent spaces. 

Config 3 CoST 

Architecture 

In-Batch 

Soft-BCE 

Tests if disentangled seasonal and trend 

features improve rigid matching. 

Config 4 

(Proposed) 

CoST 

Architecture 

Soft-SigLI

P 

The full proposed methodology, combining 

structural priors with dynamic geometric 

fitting. 

Table 1: Experimental Grid Search Configurations. 
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To evaluate these configurations rigorously, the experiment evaluates models across two distinct 

input representations and temporal resolutions. In Sequential Mode, the raw load profiles are fed 

as a single continuous 1D array of length  intervals, representing 15-minute 

resolution across 365 days. In Matrix Mode, the temporal sequence is truncated to  

intervals and restructured into a 2D matrix of shape , representing  independent 

weeks where each week comprises exactly  continuous 15-minute intervals. This structural 

duality allows the investigation of whether isolating localized, weekly representations improves 

22 

https://www.codecogs.com/eqnedit.php?latex=T%20%3D%2035%2C040#0
https://www.codecogs.com/eqnedit.php?latex=34%2C944#0
https://www.codecogs.com/eqnedit.php?latex=52%20%5Ctimes%20672#0
https://www.codecogs.com/eqnedit.php?latex=52#0
https://www.codecogs.com/eqnedit.php?latex=672#0


matching accuracy compared to processing global, annual sequences. 

4.2 Base Encoder Architectures (CNN vs. CoST) 

To evaluate the impact of disentangled representations, the base encoders compare a 

conventional, deep 1D Convolutional Neural Network (1D-CNN) baseline against the 

specialized self-supervised CoST backbone. 

The baseline 1D-CNN is designed to extract hierarchically downsampled representations from 

univariate temporal sequences. The feature extraction backbone consists of four sequential 

convolutional blocks that progressively collapse the spatial dimensions of the input series while 

learning hierarchical, local patterns. Following the convolutional cascade, the output is flattened 

and passed through a fully connected MLP block that projects the features down to a 

256-dimensional representation. The exact layer configurations, filter counts, and pooling 

operations are detailed in Appendix A. 

In contrast to the baseline's unconstrained convolutional pooling, the proposed CoST base 

encoder uses structural priors to disentangle temporal dynamics into trend and seasonal 

components, as formulated by Woo et al. (2022). Rather than learning these representations 

end-to-end under a unified supervised signal, CoST splits representation learning into parallel 

pathways. The Trend Feature Disentangler (TFD) uses auto-regressive experts to isolate smooth, 

low-frequency baseline drifts, while the Seasonal Feature Disentangler (SFD) maps 

high-frequency oscillations into the frequency domain via Fast Fourier Transforms (FFT). The 

outputs from the TFD and SFD pathways are concatenated to form a 256-dimensional factual 
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embedding representing the isolated seasonal-trend state of the load profile. Full architectural 

parameters for the CoST implementation can be found in Appendix A. 

4.2.1 Self-Supervised CoST Encoder Pretraining 

Prior to their integration into the Dual-Tower synergy matching model, the base CoST encoders 

undergo a self-supervised contrastive pretraining phase on a unified dataset of shuffled consumer 

and producer profiles. This pretraining utilizes a momentum-contrastive framework, coupling a 

base query encoder with a slowly updating momentum key encoder and a static memory bank to 

ensure gradient stability. 

To train the encoder to extract robust representations, the full input profiles are dynamically 

sliced into weekly sub-sequences using a randomized offset. To ensure these slices contain active 

energy generation or consumption events rather than dead intervals, the dataloader validates each 

window by verifying that its absolute sum exceeds an threshold of 0.1, executing up to ten 

random trials to find a valid active slice. 

The base CoST encoder maps these slices into a 256-dimensional space. This architecture 

comprises a Trend Feature Disentangler with auto-regressive experts and a Seasonal Feature 

Disentangler employing Fast Fourier Transforms. The model minimizes a composite loss 

function that balances the seasonal and trend contrastive targets. Optimization is conducted over 

11,250 iterations using Stochastic Gradient Descent (SGD) with a momentum of 0.9, weight 

decay, and a cosine annealing learning rate scheduler starting at 0.001. 

A critical technical adjustment is introduced during backpropagation to handle complex-valued 
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gradients within this architecture. Because standard automatic differentiation packages cannot 

compute L2 norms on the complex numbers produced by the Fourier projection layers, 

parameters associated with imaginary gradients are explicitly filtered out prior to applying a 

gradient clipping threshold of 1.0. Following this pretraining phase, the weights of the query 

encoder are frozen to serve as a static feature extractor during the downstream Dual-Tower 

matching. 

4.3 Self-Supervised CoST Encoder Pretraining 

Prior to their integration into the Dual-Tower synergy matching model, the base CoST encoders 

undergo a self-supervised contrastive pretraining phase on a unified dataset of shuffled consumer 

and producer profiles. This pretraining utilizes a momentum-contrastive framework, coupling a 

base query encoder with a slowly updating momentum key encoder and a static memory bank to 

ensure gradient stability. 

To train the encoder to extract robust representations, the full input profiles are dynamically 

sliced into weekly sub-sequences using a randomized offset. To ensure these slices contain active 

energy generation or consumption events rather than dead intervals, the dataloader validates each 

window by verifying that its absolute sum exceeds an threshold of 0.1, executing up to ten 

random trials to find a valid active slice. 

The base CoST encoder maps these slices into a 256-dimensional space. This architecture 

comprises a Trend Feature Disentangler with auto-regressive experts and a Seasonal Feature 

Disentangler employing Fast Fourier Transforms. The model minimizes a composite loss 
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function that balances the seasonal and trend contrastive targets. Optimization is conducted over 

11,250 iterations using Stochastic Gradient Descent (SGD) with a momentum of 0.9, weight 

decay, and a cosine annealing learning rate scheduler starting at 0.001. 

A critical technical adjustment is introduced during backpropagation to handle complex-valued 

gradients within this architecture. Because standard automatic differentiation packages cannot 

compute L2 norms on the complex numbers produced by the Fourier projection layers, 

parameters associated with imaginary gradients are explicitly filtered out prior to applying a 

gradient clipping threshold of 1.0. Following this pretraining phase, the weights of the query 

encoder are frozen to serve as a static feature extractor during the downstream Dual-Tower 

matching. 

 

4.4 Data Normalization & Magnitude Scaling 

Because the physical properties of energy production and energy consumption are fundamentally 

asymmetric, raw data inputs cannot be directly compared without introducing severe numerical 

bias. This asymmetry is heavily amplified by the composition of the selected datasets. The 

consumer class is derived from the NREL ResStock database (Wilson et al., 2021), representing 

standard residential buildings, whereas the producer class is sourced from the NREL ComStock 

database (Wilson et al., 2021), representing commercial properties equipped with massive 

photovoltaic arrays. Consequently, energy production exhibits massive maximum capacity 

spikes, whereas residential consumption is distributed across a much lower baseline with 

complex morning and evening peaks. To align the scale of the two classes and stabilize gradient 
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propagation, a two-step normalization pipeline is applied. 

First, a profile-level Z-score standardization is applied to isolate the underlying physical shapes 

of the load profiles (such as diurnal peaks, valleys, and seasonal variations) from absolute 

differences in scale. Before standardizing, a directional sign inversion is executed for any profile 

whose raw mean is negative, thereby rectifying negative net load producer export metrics to 

positive values. Each profile is subsequently standardized using its individual mean and standard 

deviation. This standardization allows the base encoders to focus exclusively on temporal and 

seasonal synchronization patterns. 

However, this standardization completely discards the absolute physical capacity. To restore this 

scale context dynamically during the training loop without introducing numerical instability, 

log-magnitude descriptors are engineered within the dataloader. The raw mean and raw 

maximum values of each profile are extracted and appended to the vector. To prevent the 

commercial generation peaks from numerically swamping the residential baseloads, a physical 

capacity scale factor of  is applied to the producer profiles. Furthermore, the magnitude 

vectors are multiplied by an scaling factor of  to preserve fractional variance, subjected to an 

absolute value transformation to prevent negative inputs, and finally compressed using a 

 transformation. This specific logarithmic function is critical for numerical stability, 

as it safely compresses massive physical outliers while gracefully handling near-zero capacities 

without triggering gradient explosion. For a consumer , this magnitude vector ( ) is 

computed as: 
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For a producer , the downscaled representation incorporating the capacity scale factor is 

computed as: 

 

These vectors are appended to the embeddings immediately prior to the multi-layer projection 

heads, providing the network with the necessary absolute scale to predict the physical match. 

Simultaneously, the dataloader fetches the completely unscaled, unnormalized raw arrays to 

accurately calculate the  continuous ground truth target for the loss function. 

Applying this  scaling factor successfully normalizes the simulated P2P market into a 

macro-economically balanced state. In the test sample of 1,000 consumers and 1,000 producers, 

the scaled data yields a total network demand of 12,396.45 MWh against a total network supply 

of 11,178.11 MWh. To establish rigorous performance baselines for the neural network, an 

exhaustive combinatorial calculation was executed across all 1,000,000 possible pairings within 

this batch. Using the Hungarian Algorithm for bipartite matching, the theoretical maximum 

possible energy shared across the network was calculated at 4,165.49 MWh. Conversely, 

simulating purely random market pairings yielded an average baseline of 2,626.28 MWh. This 

wide optimization margin between random assignment and the theoretical maximum provides 

the Dual-Tower network with a mathematically sound, solvable objective landscape to improve 

upon. 
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4.5 Dual-Tower Model & Projection Head Architecture 

The Dual-Tower model maps asymmetric consumer and producer profiles into a unified metric 

space. To isolate the feature extraction quality of the encoders and prevent representational 

collapse or catastrophic forgetting of temporal physics during similarity mapping, a non-linear 

projection head ( ) is appended to each tower. The projection heads are implemented using 

identical, parameter-matched Multi-Layer Perceptrons (MLPs) consisting of three linear layers 

with intermediate Batch Normalization, GELU activation functions, and a dropout rate of 0.2 to 

mitigate overfitting. 

To maintain strict experimental control and eliminate confounding variables, the input 

dimensions ( ) of the projection heads are matched identically across both independent 

models. In Sequential Mode, the projection head receives an input of dimension 258. For the 

CNN baseline, this is constructed by passing the 1D sequence through a four-block convolutional 

network to yield 256 temporal features, to which the two global magnitudes are concatenated. 

For the CoST model, the precomputed squashed temporal feature vector of size 258 is fed 

directly into the head. 

In Matrix Mode, the input dimension is aligned at 13,416. The CNN baseline processes the 

 input grid week-by-week using a shared 1D Convolutional Network to output 256 

features per week. The two global magnitude values are subsequently broadcasted across the 52 

weeks and concatenated, resulting in a  matrix that is flattened to exactly 13,416 
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features. This perfectly matches the CoST model, which unrolls its  precomputed 

weekly feature matrix directly into a flat vector of 13,416 features. 

Following the projection head, the final 64-dimensional embeddings are scaled to unit length (

-normalized). This operation projects all output vectors onto a shared hypersphere with a 

radius of one. This step prevents the absolute length of the embeddings from distorting distance 

measurements, focusing the similarity calculations purely on vector direction and restricting 

outputs to 64 dimensions: 

 

4.6 In-Batch Soft Contrastive Optimization (Soft-SigLIP vs. Soft-BCE) 

Instead of forcing matching pairs into binary target categories, optimization is performed over a 

dense, continuous  in-batch synergy matrix where similarity values are matched to the 

continuous physical ground truth . The models are trained over 100 epochs using a batch size 

of 128 and a learning rate of  managed by an AdamW optimizer and a Cosine Annealing 

learning rate schedule. The models are optimized under two distinct loss configurations. 

The baseline configuration utilizes an In-Batch Soft-BCE loss (Lee et al., 2026), which fits the 

similarity values to the target space using rigid linear scaling to map the vector dot-products into 

a bounded probability space: 
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This approach is contrasted against Soft-SigLIP (Zhai et al., 2023), which integrates a learnable 

temperature scale parameter  (initialized to ) and a bias parameter  (initialized to ) to 

dynamically stretch and shift the distribution of similarity values to fit the physical target 

boundaries: 

 

 

4.7 Hyperparameter Grid Search and Training Sweeps 

To systematically evaluate the comparative performance of the baseline CNN and the proposed 

CoST architecture under different physical trading conditions and objective constraints, both 

Dual-Tower models are trained across a comprehensive hyperparameter grid. This programmatic 

sweep is designed to isolate the optimal tuning of three independent variables: the asymmetry 

balance parameter ( ), the soft alignment objective function, and the structural design of the 

input features. 

The training phase evaluates all networks strictly to 100 epochs, allowing the models sufficient 

capacity to converge on stable latent space mappings. For the CNN-based architecture, the 

parameter grid consists of ten discrete  values ranging from 0.2 to 2.0 with an increment of 0.2, 

crossing each value against both Soft-BCE and Soft-SigLIP loss configurations under both 
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Sequential and Matrix input formats. This results in a total of 40 distinct CNN experiments. The 

CoST-based architecture is swept across an expanded range of twenty discrete  values ranging 

from 0.2 to 2.0 with an increment of 0.2, crossed with both Soft-BCE and Soft-SigLIP objectives 

under both Squash and Matrix representations, culminating in 40 independent training runs. In 

total, 80 unique Dual-Tower model checkpoints are trained, monitored, and saved under a 

standardized model registry. The automation of this massive grid search utilizes iterative 

subprocesses that poll the directory for epoch-100 checkpoint completions, bypassing completed 

experiments and maintaining a localized debug log of training stdout to guarantee execution 

integrity on Apple Silicon hardware accelerators. 

4.8 Operationalization and Evaluation Pipeline 

Once the training sweeps are finalized, the evaluation pipeline assesses the scalability and 

matching capability of each trained model using an unseen testing partition of  profiles 

from the NREL dataset. The pipeline operationalizes peer matching as a centralized vector 

retrieval and assignment task, simulating a real-world energy market clearing engine (see Figure 

2 for the full end-to-end evaluation pipeline). 
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First, the evaluation pipeline generates embeddings for all testing profiles by passing consumer 

and producer data through their respective frozen encoders and projection heads. Unseen 

consumer load profiles and rectified, downscaled producer profiles are loaded from the scaled 

datasets. Global magnitude features are engineered dynamically and combined with the temporal 

representations. For the CNN models, this entails weekly or sequential feature extraction, 
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magnitude broadcasting, and final projection to map the profiles into normalized unit-length 

vectors. For the CoST models, pre-extracted weekly or squashed features are mapped through 

the respective trained MLPTowers and L2-normalized. This embedding generation step results in 

two master testing matrices: a consumer matrix  and a producer matrix , 

where  represents the size of the test market. 

Second, the system computes a dense pairwise matching matrix by calculating the matrix 

dot-product of the normalized embeddings, . Because all vectors have been 

scaled to a constant length of one, their dot product directly yields the cosine similarity between 

consumer  and producer  in the shared latent space. This similarity ranges strictly between  

and , representing the geometric alignment of peer profile patterns in the shared latent space. 

Third, the task of establishing optimal, discrete pairings across the entire energy community is 

formulated as a linear sum assignment problem under a strict one-to-one trading constraint. To 

find the optimal match assignment  that maximizes the global alignment of compatible peers, 

the pipeline solves the following optimization problem: 

 

To solve this globally and avoid greedy, sub-optimal matches that amplify popularity bias, the 

pipeline applies the Hungarian matching algorithm using SciPy's linear_sum_assignment utility 

on the cost matrix defined as the negative cosine similarity, . This global assignment matches 

every consumer to exactly one producer. 
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Finally, the quality of the resulting AI-driven pairings is validated quantitatively by comparing 

the optimal matches against a fixed random baseline. This baseline matches consumers with 

producers using a random permutation index locked with a fixed seed of 42 to ensure identical 

baseline conditions across all evaluations. The metrics evaluate the physical performance of the 

assignments by loading the raw, unstandardized load profiles to compute the exact continuous 

synergy ( ) and the net shared physical energy. The total shared energy, termed the macro 

network efficiency, is calculated as the sum of temporal overlapping volumes converted to 

Megawatt-hours (MWh): 

 

The percentage improvement of the AI-driven shared energy over the randomized market 

baseline is subsequently logged as the primary index of retrieval quality: 
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5. Results 

This chapter presents the findings of the proposed Dual-Tower architecture for large-scale 

peer-to-peer energy matching. It begins by establishing the critical operational boundaries of the 

network, identifying a hyperparameter "sweet spot" necessary to prevent latent space collapse 

and popularity bias. Building upon this regularized foundation, subsequent sections contrast the 

true learning dynamics and convergence rates of the evaluated architectures. The chapter then 

quantifies the physical, real-world utility of the latent space mappings through global energy 

allocation metrics. Finally, head-to-head ablation studies and operational early-stopping analyses 

are presented to isolate the specific performance contributions of the distinct feature extractors 

and loss functions. 

5.1 Regularization and the Beta Sweet Spot: Preventing Latent Space Collapse 

Before evaluating the comparative performance of the distinct architectural components, it is 

critical to establish the operational boundaries of the network. Because the physical ground-truth 

target is formulated as an asymmetric  harmonic mean, the balance parameter  dictates how 

the latent space clusters profiles based on the trade-off between supply utilization and demand 

coverage. Crucially, testing reveals that this parameter functions as a strict technical regularizer 

to ensure model stability. 

When the network is configured with a low  (e.g., ), the loss function heavily prioritizes 

Supply Utilization. In this regime, the network's primary mathematical goal is simply to ensure 

no solar energy is wasted. Consequently, the model is highly susceptible to popularity bias and 
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latent space collapse. It learns a "lazy" mathematical shortcut: assigning nearly all distributed 

producers to the single largest industrial consumer in the batch. While this guarantees high 

absolute supply absorption, it creates a severely distorted, centralized latent space that abandons 

the "long tail" of residential consumers and fails to execute true one-to-one peer matching. 

Conversely, at extreme high values (e.g., ), the network is overly constrained by demand 

coverage penalties. The model is severely penalized for assigning a standard residential solar 

array to a massive commercial load, as the resulting coverage percentage drops toward zero. 

While this strictly prevents model collapse, pushing this parameter too high artificially limits the 

network's ability to find flexible, mathematically efficient pairings, causing performance to 

gently decay. 

As demonstrated in our universal sensitivity analysis (see Figure 3), there is a highly consistent, 

universal stability window for the  parameter strictly between  and . Within this "sweet 

spot," the  penalty actively prevents latent collapse and forces the projection heads to abandon 

lazy centralized allocations in favor of stable, equitable, right-sized peer pairings. 
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Figure 3: Universal Beta Sensitivity Analysis. The left plot tracks absolute peak trajectories as 

a function of Beta. The right plot presents the normalized relative performance curve with a 95% 

confidence interval, mapping the universal consensus of performance capacity relative to each 

configuration's maximum potential. 

To observe the precise structural boundaries of this collapse and decay across the different 

models, Figure 4 maps the percentage of the theoretical maximum physical energy successfully 

captured across the swept spectrum (0.2 to 2.0). 

Figure 4: Percentage of Theoretical Maximum Achieved on the Validation Set. Heatmaps 

illustrating the relative efficiency captured across the swept asymmetry parameter ( ) spectrum 

from 0.2 to 2.0, comparing the CoST model configurations (top) and the End-to-End CNN 

configurations (bottom). 
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The heatmaps in Figure 4 reveal distinct behavioral differences between the architectures. The 

Matrix (2D) combined with Soft-SigLIP utilizing the CoST backbone exhibits extraordinary 

hyperparameter robustness, successfully maintaining over 96.7% efficiency across the entire 

spectrum from  up to . In contrast, the End-to-End CNN configurations demonstrate 

narrower bands of peak efficiency. While the CNN Matrix (2D) with Soft-SigLIP achieves the 

highest absolute value of the study (capturing 97.2% at ), its performance envelope is 

steeper, illustrating a higher sensitivity to the target weighting outside the sweet spot. 

Consequently, to isolate the true architectural capabilities of the base encoders and loss functions 

without the distorting noise of hyperparameter-induced model collapse, all subsequent 

comparative analyses in this chapter restrict the dataset strictly to models trained within the 

stable  optimal window. 

 

5.2 Learning Dynamics and Convergence Rates 

To visibly demonstrate the necessity of this  regularization, we can contrast the learning 

trajectories of the architectures under unsuitable conditions against those within the stable sweet 

spot. 

Figure 5 illustrates the learning curves across the 100 training epochs for models trapped outside 

the optimal parameter window (Beta  or ). In this unregularized state, the networks 

exhibit chaotic learning dynamics. The confidence intervals (shaded regions) are massive, 

indicating extreme variance between identical architectures initialized with slightly different 
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weights. Models are seen crashing precipitously mid-training (dipping below 0% improvement 

into negative territory) as they succumb to latent space collapse and popularity bias. 

Figure 5: Validation Learning Curves (Unsuitable Beta: <1.0 or >1.4). The extreme volatility 

and wide confidence intervals demonstrate the models' susceptibility to latent space collapse 

without proper  regularization. 

By filtering out these degenerate models, the true, stable learning trajectories of the architectures 

become distinctly clear. As illustrated in the filtered sweetspot curves (Figure 6), applying the 

proper  regularizer drastically tightens the confidence intervals across all configurations when 

evaluated on unseen validation data. 
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Figure 6: Validation Learning Curves (Sweetspot Beta: 1.0 to 1.4). Tracking the maximum 

peak improvement (%) over the locked random baseline. Removing destabilizing 

hyperparameter noise reveals stable, consistent convergence trajectories for both CoST (left) and 

CNN (right). 

With the destabilizing noise removed, we can accurately observe the following distinct learning 

signatures inherent to the architectures themselves: 

1.​ Pretrained CoST Initialization: The CoST feature extractor exhibits exceptionally rapid 

initialization. Because the underlying temporal features are already pre-disentangled into 

seasonal and trend components by the frozen backbone, the Multi-Layer Perceptrons 

(MLPs) in the projection heads only need to learn the mapping to the metric space. These 

models reliably approach or surpass a 50% improvement threshold within the first 10 to 

20 epochs and remain highly stable throughout the entire training run. 

2.​ End-to-End CNN Maturation: The end-to-end CNN configurations commence 
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significantly lower (often starting between 30% and 48% at epoch 10). Because the 

convolutional feature extraction filters and the projection heads must be optimized 

simultaneously from scratch, the CNN exhibits a steep, initial learning curve. However, 

within the stable  window, the CNN models successfully climb out of this initial deficit. 

By epoch 40 to 50, they begin to achieve absolute parity with the CoST representations, 

proving that a standard CNN can learn highly effective physical representations if 

properly regularized against latent collapse, albeit at a higher computational training 

footprint. 

3.​ Dimensional Representation Variance: Across both architectures, 2D Matrix 

representations consistently outperform 1D Sequence/Squash representations. The 2D 

matrix configurations maintain a visible performance edge throughout the entire training 

run, confirming that dividing the annual profiles into localized weekly blocks improves 

spatial clustering capability compared to unrolling the entire annual sequence as a single 

continuous vector. 

5.3 Global P2P Matching and Energy Allocation Efficiency 

To evaluate the physical real-world utility of the latent spaces, embeddings from the stable  

models were processed through the global Hungarian matching algorithm to clear the market 

under a strict one-to-one trading constraint. Figure 7 details the peak performance distributions, 

mapping both the relative improvement over the unguided baseline and the absolute physical 

energy allocated in Megawatt-hours (MWh). 
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Isolating the stable runs reframes the physical performance baseline. In the unfiltered dataset, 

poorly regularized models routinely dropped to subpar energy allocations. However, within the 

stable  window, the spreads document substantial and consistent gains: 

●​ Baseline Comparison: The unguided random market benchmark achieves an average of 

2,626 MWh of shared energy. All stable configurations significantly surpass this baseline. 

The poorest-performing stable 1D configurations still allocate above 3,850 MWh, 

representing a minimum foundational improvement of over 46%. 

●​ The Matrix Premium: The Matrix (2D) + SOFT-SIGLIP combination consistently 

yields the highest absolute energy capture across both base encoders. Notably, when 

perfectly tuned within this sweet spot, the End-to-End CNN Matrix (2D) + SOFT-SIGLIP 

achieves the highest absolute median peak (approaching a 54% improvement). 

●​ Theoretical Maximum Proximity: Given a theoretical maximum physical energy 

ceiling of  MWh (representing a perfect, unconstrained matching scenario), the 

top Dual-Tower configurations reliably capture over 96% of all available physical 

synergy within the network. This proves the architecture successfully captures the 

macroeconomic overlaps without the need for quadratic runtime complexity. 
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Figure 7: Peak Early-Stopping Improvement & Total Shared Energy. Quantitative 

distributions of peak early-stopping performance strictly filtered for stable Beta configurations 

(1.0 to 1.4). 

 

5.4 Architecture and Loss Function Ablation (Head-to-Head) 

To isolate the individual contributions of the core architectural paradigms and the objective 

functions under stable operating conditions, the filtered experimental runs were collapsed into 

head-to-head boxplot comparisons (Figure 8). 

In previous unconstrained observations, the Soft-BCE loss and end-to-end CNN appeared prone 

to catastrophic failure, exhibiting massive downward outliers. Filtering the data reveals that these 

severe failures were primarily symptoms of extreme  collapse rather than fundamental 

mathematical flaws in the CNN or BCE formulations. However, even with these failure states 
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removed, the objective statistical spreads confirm clear architectural hierarchies: 

●​ Loss Function Optimization: Soft-SigLIP maintains a vastly superior, tighter 

operational ceiling compared to Soft-BCE. By utilizing learnable temperature and bias 

parameters to dynamically stretch and shift the distribution of similarity values to fit the 

continuous physical ground truth , Soft-SigLIP achieves a higher median peak 

improvement with a compact interquartile range (IQR). In contrast, even within the stable 

Beta window, the rigid linear scaling of Soft-BCE displays wider volatility, indicating 

that it still introduces late-stage representation instability during extended training. 

●​ Representation Backbone Stability: While the properly regularized end-to-end CNN is 

capable of reaching exceptional absolute peaks given enough epochs, the self-supervised 

CoST backbone is fundamentally more robust. The CNN's performance spread remains 

wider and more sensitive to exact initialization and hyperparameter tuning. The CoST 

backbone, heavily stabilized by its structural priors, asserts a tight, predictable 

distribution across all stable parameters. This confirms that explicitly separating temporal 

dynamics into trend and seasonal features prior to matching guarantees a fundamentally 

more resilient geometric matching space than standard spatial pooling. 
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Figure 8: Head-to-Head Ablation. Collapsed spreads isolating the impact of the loss functions 

and the core base encoder paradigms within the stable operational window. 

5.5 Operational Training and Early-Stopping Analysis 

To evaluate the extended training stability of each objective function, the exact training epoch at 

which peak validation matching performance was achieved was tracked across the entire 

parameter grid. Figure 9 presents the stacked optimal early-stopping heatmaps, mapping the 

optimal epoch number as a function of the configuration and the  parameter. 
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Figure 9: Optimal early-stopping guide heatmaps. Indicating the training epoch (10 to 100) at 

which peak validation matching performance was achieved, comparing CoST (top) and CNN 

(bottom) across the parameter sweeps. 

The early-stopping distributions reveal stark operational contrasts between the paradigms: 

●​ Pretrained CoST Stability: For the CoST Matrix (2D) + SOFT-SIGLIP configuration, 

convergence exhibits smooth, monotonic progression. The model peaks exceptionally 

early at low Beta values and settles stably at epoch 100 for values inside the sweet spot. 

Conversely, the Soft-BCE configuration displays high volatility, jumping sporadically 

between early and late epochs, indicating that Soft-BCE introduces significant gradient 

noise and late-stage representation instability. 

●​ End-to-End CNN Delays: Because the CNN's feature extraction filters must be 
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optimized entirely from scratch alongside the projection mapping, its peak epochs are 

shifted heavily toward the end of the run. Most CNN configurations do not achieve peak 

performance until epochs 70 to 100, highlighting the increased computational footprint 

and extended optimization cycles required when end-to-end representation learning is 

used in place of frozen pretrained backbones. 
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6. Conclusion 

This final chapter synthesizes the core findings of the research and evaluates them against the 

initial research questions. It outlines the practical implications of the proposed architecture for 

decentralized renewable energy markets, acknowledges the structural and methodological 

limitations of the current study, and provides actionable directions for future research. 

6.1 Synthesis of the Research 

The transition toward decentralized renewable energy grids introduces a critical computational 

bottleneck: effectively clearing a peer-to-peer (P2P) energy market requires comparing the 

granular, 15-minute load profiles of every participant against one another. As community sizes 

scale, brute-forcing these continuous time-series alignments imposes an unsustainable  

computational complexity. This research proposed a data-driven methodology to circumvent this 

limitation by framing energy matching as a cross-modal representation learning task. By 

developing a Dual-Tower neural network architecture, fundamentally asymmetrical production 

and consumption profiles were compressed into a shared 64-dimensional latent space. 

Crucially, this research highlighted that the stability of this shared latent space is highly 

dependent on properly regularizing the asymmetrical physical ground truth. When the balance 

parameter ( ) is properly tuned to a sweet spot between 1.0 and 1.4, this approach successfully 

decouples the entities without collapsing into popularity bias. This allows optimal pairings to be 

resolved globally via the Hungarian matching algorithm or via sub-linear Approximate Nearest 
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Neighbor (ANN) retrieval, rendering large-scale P2P energy matching computationally feasible. 

Consequently, determining the true capabilities of the underlying neural architectures required 

explicitly filtering out the degenerate models caused by unsuitable  values, ensuring that 

architectural evaluation was not distorted by hyperparameter-induced latent space collapse. 

6.2 Addressing the Research Questions 

To systematically evaluate the components of this architecture, this study investigated two 

sub-questions regarding temporal feature extraction and latent space optimization, culminating in 

an answer to the primary research question. 

6.2.1 The Role of Disentangled Representations (Sub-Question 1) 

The first sub-question asked how the disentangled CoST architecture improves the extraction of 

temporal dynamics from 15-minute interval data compared to standard convolutional models. 

By explicitly excluding configurations that succumbed to popularity bias under unsuitable  

parameters, the results suggest a nuanced reality: while imposing structural priors to explicitly 

separate baseline trends and seasonal frequencies provides substantial stability, a well-tuned and 

fully trained standard CNN can actually achieve a higher absolute matching capacity. When 

evaluated strictly within the optimal  window, a distinct trade-off emerged 

between absolute peak capability and average reliability. The end-to-end 1D-CNN architecture 

achieved the highest absolute peak performance of the study, reaching a 54.16% improvement 

over the random baseline. This indicates that given sufficient optimization cycles and ideal 
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hyperparameter settings, standard spatial pooling can outperform the CoST backbone's 

maximum potential. However, the CNN exhibited a wider, initialization-sensitive performance 

spread (standard deviation of 1.99%) and a lower median improvement of 50.24%. 

In contrast, the CoST-backed Dual-Tower model proved to be more reliable on average, even if 

its absolute ceiling was slightly lower. While its absolute peak capped at 53.77%, it achieved a 

significantly superior median peak improvement of 52.53% with a tightly bound variance 

(standard deviation of 1.19%). Furthermore, the frozen CoST representations demonstrated 

notable training stability and exceptionally rapid convergence, reliably reaching peak 

performance within the first 10 to 50 epochs. Conversely, the end-to-end CNNs required up to 

100 epochs to stabilize their convolutional filters. Additionally, structuring the temporal 

sequences as 2D weekly matrices rather than 1D continuous arrays yielded a consistent 

performance premium across all architectures, suggesting that localized weekly feature 

extraction is highly suitable for capturing diurnal energy physics. 

6.2.2 Dynamic Geometric Optimization (Sub-Question 2) 

The second sub-question investigated how in-batch Soft-BCE and Soft-SigLIP loss functions 

optimize the projection head latent space to ensure highly compatible profiles are mapped 

closely together. 

Once the destabilizing noise of unsuitable  parameters was filtered out, the ablation study 

highlighted a much more definitive advantage for dynamic geometric optimization. Traditional 

rigid contrastive bounds (Soft-BCE) struggled to accommodate the dynamic geometric variance 
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of continuous physical energy synergy. Even within stable hyperparameter boundaries, Soft-BCE 

yielded a wider, more volatile performance spread with a median improvement of 51.01% and 

suffered from late-stage representational instability during extended training. By integrating 

learnable temperature and bias parameters, the Soft-SigLIP loss function dynamically stretched 

and shifted the similarity distribution to closely fit the continuous physical ground truth ( ). 

This flexibility resulted in a highly stable, compact performance spread with a superior median 

peak improvement of 52.69% and a maximum absolute peak of 54.16%. Although the most 

severe performance drops in the Soft-BCE configurations were driven by latent space collapse 

outside the optimal  window, Soft-SigLIP consistently proved to be the superior mechanism for 

maintaining a tighter, more robust operational ceiling during dense in-batch matching, even 

when fully regularized. 

 

6.2.3 Achieving Scalable P2P Matching (Main Research Question) 

The main research question asked how a Dual-Tower architecture, utilizing CoST encoders and 

Soft-SigLIP loss, could be designed to achieve efficient, scalable, and accurate individual peer 

matching. 

This research suggests that achieving this objective requires a three-pillar approach: explicitly 

regularizing the physical ground truth to mitigate latent space collapse (by enforcing a Beta 

penalty between 1.0 and 1.4), selecting an appropriate temporal representation framework based 

on the trade-off between peak capacity and training stability, and employing dynamic geometric 
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fitting (via Soft-SigLIP). 

When these components are appropriately balanced, the resulting architecture provides a highly 

effective mathematical solution. When validated against the theoretical maximum physical 

energy ceiling (the oracle limit of 4,165 MWh), the optimal configurations successfully captured 

over 96% of all available physical synergy within the network. This indicates that a properly 

regularized Dual-Tower metric space can accurately map complex thermodynamic overlaps 

without the need for quadratic runtime complexity, effectively bridging the gap between deep 

time-series representation learning and highly scalable retrieval systems. 

6.3 Implications for Decentralized Energy Markets 

The primary implication of this research for decentralized energy markets is the resolution of the 

computational bottleneck that has historically limited peer-to-peer (P2P) network scalability. By 

successfully reducing the  complexity of live matching to sub-linear retrieval times, the 

Dual-Tower architecture demonstrates that large-scale, real-time energy sharing is practically 

viable. Grid networks no longer need to rely on broad historical averages or static monthly 

aggregations to pair users; they can match thousands of participants based on the continuous, 

high-frequency dynamics of their actual daily load profiles. 

By enabling these massive, mathematically efficient matching networks, this architecture directly 

supports the democratization of the energy transition. Currently, the financial and environmental 

benefits of renewable energy are largely restricted to property owners with the capital and 

infrastructure to install personal photovoltaic systems. A scalable P2P market allows locally 
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generated green energy to be shared directly with neighbors. This effectively levels the playing 

field, allowing individuals who lack the upfront funds for solar panels, or those who reside in 

properties without suitable roofs such as apartment buildings, to actively participate in and 

benefit from the decentralized renewable energy ecosystem. 

6.4 Limitations and Future Research 

While the proposed architecture successfully addresses the computational scalability bottlenecks 

of peer-to-peer matching, several structural and methodological limitations warrant critical 

discussion. Primarily, the models evaluated in this study rely entirely on simulated, 

physics-based building energy profiles from the NREL dataset. Although computationally 

rigorous, these simulated environments inherently lack the unpredictable stochastic noise, 

missing sensor intervals, and anomalous behavioral spikes characteristic of real-world smart 

meter deployments. Consequently, the performance limits established in this research represent 

an idealized scenario. To validate the true operational resilience of the frozen CoST 

representations, future research must prioritize the acquisition and integration of extensive, 

high-fidelity datasets derived from active municipal power grids. 

A secondary limitation stems from the specific dataset composition used in this study and the 

resulting necessity for synthetic domain-matching heuristics. The experimental setup sourced 

consumer profiles from the ResStock database, representing standard residential buildings, and 

producer profiles from the ComStock database, representing commercial properties equipped 

with massive solar capacities. This domain mismatch created an unrealistic physical disparity for 

a localized peer-to-peer network. To mathematically simulate a balanced residential market, a 
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static downscale factor of  was applied to the commercial producers to mimic standard 

domestic photovoltaic arrays. While this heuristic successfully enforced macro-economic 

balance within the experimental batch, it remains a synthetic adjustment. The model was trained 

on an artificially balanced environment rather than a naturally occurring physical grid. Future 

iterations of this research should utilize a unified dataset where both producers and consumers 

operate on the same inherent physical scale, thereby eliminating the need for manual 

domain-matching interventions. 

Finally, while the sub-linear Approximate Nearest Neighbor retrieval enables real-time matching 

at scale, the embeddings generated in this study remain fundamentally static. The latent 

representations are extracted offline from fixed historical intervals. In an active decentralized 

grid, consumer behaviors undergo continuous seasonal shifts, and photovoltaic generation 

capacities gradually degrade over time. A static matching space will inevitably suffer from 

concept drift as the physical realities of the grid diverge from the historical training data. To 

ensure the network remains highly accurate over multi-year deployments, future research should 

investigate online learning paradigms. Enabling the projection heads to continuously update their 

embeddings in response to live streaming smart meter data would ensure the matching latent 

space dynamically adapts to the evolving behavioral and physical realities of the community.
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Appendix A: Detailed Layer Architectures 

This appendix details the exact layer configurations and parameterizations for the base encoders and 

projection heads utilized in the Dual-Tower architecture. 

A.1 1D-CNN Base Encoder Structure The baseline 1D-CNN feature extraction backbone processes the 

univariate temporal sequences through four sequential convolutional blocks, followed by a Multi-Layer 

Perceptron (MLP) mapping block: 

●​ Block 1: 1D Convolution (16 filters, kernel size=7, stride=2, padding=3)  1D Batch 

Normalization  GELU  Max Pooling (pool size=2, stride=2). 

●​ Block 2: 1D Convolution (32 filters, kernel size=5, stride=2, padding=2)  1D Batch 

Normalization  GELU  Max Pooling (pool size=2, stride=2). 

●​ Block 3: 1D Convolution (64 filters, kernel size=5, stride=2, padding=2)  1D Batch 

Normalization  GELU  Max Pooling (pool size=2, stride=2). 

●​ Block 4: 1D Convolution (128 filters, kernel size=3, stride=2, padding=1)  1D Batch 

Normalization  GELU  Max Pooling (pool size=2, stride=2). 

●​ Flattening Operation 

●​ FC Block: Linear Fully Connected Layer (1,024 units)  1D Batch Normalization  GELU 

 Dropout ( )  Linear Projection Layer (256 units). 

A.2 CoST Base Encoder Parameterization The CoST encoder is implemented with the following 

architectural hyperparameters: 

●​ Input Dimension: 1 (Univariate time-series) 

●​ Output Dimension (Factual Embedding): 256 
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●​ Hidden Layer Dimension: 128 

●​ Block Depth: 10 

●​ Multi-Scale Receptive Field: The Seasonal Feature Disentangler (SFD) utilizes a Fast Fourier 

Transform-based multi-scale feature extractor spanning eight discrete kernel scale parameters: 

. 

A.3 Projection Head MLPs The non-linear projection heads ( ) appended to the towers are 

constructed using parameter-matched Multi-Layer Perceptrons. To prevent catastrophic forgetting, they 

act as an information bottleneck through the following sequence: 

●​ Layer 1: Linear Fully Connected Layer (  units)  1D Batch Normalization  

GELU Activation  Dropout ( ). 

●​ Layer 2: Linear Fully Connected Layer (  units)  1D Batch Normalization  

GELU Activation  Dropout ( ). 

●​ Layer 3 (Final Projection): Linear Fully Connected Layer (  units). (Note:  is 

dynamically set to 258 for Sequential mode and 13,416 for Matrix mode. The final 

64-dimensional output is subsequently L2-normalized). 
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