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Abstract 

Automatic Speech Recognition (ASR) systems are increasingly used in everyday life by communications 

technologies and accessibility tools. However, there are still concerns related to fairness, and demographic 

biases especially regarding gender-based differences in transcription accuracy. Existing literature remains 

inconsistent in its findings. Some studies report higher Word Error Rates (WER) for female speakers, 

while others show disadvantages for male speakers. Additionally, comparisons between multiple 

languages remain limited, particularly on lower-resource languages. Therefore, this study investigates 

whether ASR systems produce varying WER outcomes for female and male speakers across English and 

Dutch speech data using OpenAI Whisper. Audio samples and reference transcripts from multilingual 

speech datasets were transcribed using Whisper through the University of Groningen’s Hábrók 

high-performance computing environment. Word Error Rates were calculated by comparing the generated 

transcripts with the reference transcripts. To evaluate the effects of gender and language on transcription 

performance statistical analyses, including a two-way ANOVA test, were conducted. The results showed 

no statistically significant differences between male and female speakers. Additionally, no significant 

interaction effect was identified between gender and language. This suggests relatively stable 

transcription performance across the examined groups. Modern multilingual ASR systems like Whisper 

may demonstrate improved robustness across genders within high resource language settings. 

Nevertheless, further research remains necessary to evaluate fairness across more diverse linguistic 

contexts, accents, and low resource languages such as Frisian. 
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1 Introduction 

Automatic Speech Recognition (ASR) has been used more and more over the past few years for example 

in emergency response centers and domestic voice assistants such as Amazon’s Alexa and Google Home 

Systems. Since ASR is applied in so many day-to-day uses, it is important for the systems to deal with 

various voices due to speaker differences (gender, accent, age) (Feng et al., 2021). However, research 

suggests that there often are performance disparities due to these demographic variables. Bias in ASR 

systems can have profound implications, leading to social inequalities and ethical concerns when it comes 

to high stake applications such as employment, where ASR technology is used in automated interviews 

(Raes et al., 2024). Therefore, it is important to understand the effect these demographic variables have on 

ASR systems and how to mitigate these biases. While research by Fuckner et al. (2023) shows that accent 

and age show significant impact on ASR systems, the role of gender, particularly in cross-linguistic 

contexts, has been less investigated. This research aims to investigate gender-based differences in ASR 

performance across multiple languages in order to address inconsistencies and gaps identified in the 

existing literature. 

Research question: ‘To what extent do Automatic Speech Recognition (ASR) systems produce different 

Word Error Rates (WER) for speakers of different genders across various languages?’  

Sub-research question: Can differences in performance be connected to various languages, such as 

Dutch, and English? 

Hypothesis: There is a statistically significant difference in Word Error Rate (WER) between male and 

female speakers in Automatic Speech Recognition systems. The extent of gender-based differences in 

WER varies across languages (Dutch and English). 
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2 Background 

This section reviews existing literature on how ASR systems perform differently for male and female 

speakers, highlighting inconsistent findings across French, English, and Dutch contexts (2.1). Section 2.2 

explains WER measurement and its limitations as the standard fairness metric. Section 2.3 identifies key 

research gaps that justify this study, followed by the conclusion linking these gaps to the research 

question, aim, and hypothesis.  

2.1 Gender performance differences across languages 

Various studies show that there are gender-based performance differences in ASR systems (Garnerin et 

al., 2019; Raes et al., 2024, Fuckner et al., 2023; Graham & Roll., 2024).  A study done by Garnerin et al. 

(2019) shows that women have a lower performance than men when using ASR. In their analysis on 

French broadcast corpora they came to the conclusion that this imbalance is strongly related to the 

imbalance of the training data which is associated with the fact that women are underrepresented . This 

may suggest that data composition can disadvantage women (Garnerin et al., 2019). However, other 

studies show the opposite where men score lower than women (Graham & Roll, 2024). In the study by 

Raes et al. (2024) Dutch and multilingual radio show data was used to evaluate the model. It showed a 

larger difference between the Word Error Rate (WER) between men and women in comparison to other 

datasets, such as Common Voice or read speech. In addition to this, they tested multiple model sizes 

concluding that only the large model was fair towards both male and females (Raes et al., 2024). Another 

study done by Fuckner et al. (2023) shows that ASR systems generally perform slightly better for women 

than for men. As well as research by Graham & Roll (2024) that indicates English spoken by female 

speakers was better recognised than that spoken by male speakers. All these studies show inconsistencies 

that underscore that gender bias is not uniform but language dependent. 
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A recurring explanation for these gender based performance differences in ASR is related to the 

composition of the training data. Various studies have suggested that widely used speech corpora consists 

mainly of male speakers, such as that of the study done by Garnerin et al. (2019) where French broadcast 

corpora has been used, but mainly contains male speech which leads to a higher WER for females. On the 

contrary, English datasets often yield the opposite results, where there are lower WER for women, 

especially in read speech (Raes et al., 2024; Graham & Roll, 2024; Fuckner et al., 2023). This pattern 

shifts again when looking at Germanic languages such as Dutch. Evaluations on the JASMIN corpus 

reveal a slight overall female advantage, but significant biases arise against subgroups, like elderly or 

non-native female speakers (Fuckner et al., 2023; Raes et al., 2024). In addition to this, when 

investigating 19 languages, including Germanic ones, show systematic gender gaps that flip by dataset 

type. Female speakers were favoured in controlled settings, but disadvantaged in real-world environments 

(Attanasio et al., 2024). Low resource languages, like Frisian, remain understudied, though related work 

on Flemish speech suggests that dialectal factors have an even higher influence on ASR accuracy on top 

of gender bias (Herygers, 2022). 

A common finding across these investigations is training data composition. Speech corpora is often male 

heavy, amplifying biases in French, while balancing helps but rarely eliminates them, even in multilingual 

fine-tuning (Zanon et al., 2022; Sikasote et al., 2025; Feng et al., 2024). These language specific 

inconsistencies, where women are penalized in French, advantaged in English, and subgroups (elderly, 

non-native, etc.) targeted in Dutch, highlight that gender performance varieties depend on linguistic and 

acoustic contexts, not just data fixes.   

As shown in table 1 below, the reported direction of gender bias differs substantially across languages and 

dataset conditions. Studies based on French broadcast corpora generally reported higher WER for female 

speakers, often linked to male dominated training data (Garnerin et al., 2019). On the contrary, studies 

using English read speech datasets frequently observed slightly higher WER for male speakers (Graham 

& Roll, 2024). Research on Dutch datasets demonstrated more nuanced findings, where overall gender 
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differences remained relatively small but subgroup disparities emerged under more complex 

conversational conditions (Fuckner et al., 2023; Raes et al., 2024). These inconsistencies suggest that 

gender bias in ASR systems is strongly influenced by language, dataset composition, and recording 

conditions rather than representing a universal performance pattern.   

Table 1: summary cited sources 

Study  Language/dataset  Dataset 
characteristics 

Data distribution WER outcome 

Garnerin et al. 
(2019) 

French broadcast 
corpora 

Broadcast speech Male dominated  Higher WER for 
female speakers 

Graham & Roll 
(2024) 

English datasets Read speech More balanced  Higher WER for 
male speakers 

Fuckner et al. 
(2023) 

Dutch (JASMIN 
corpus) 

Read speech Relatively 
balanced 

Slight female 
advantage 

Raes et al. (2024) Dutch and 
multilingual radio 
speech 

Radio show/ 
spontaneous 
speech 

Mixed 
multilingual data 

Larger gender 
gaps in 
spontaneous 
speech 

Attanasio et al. 
(2024) 

19 multilingual 
datasets 

Multiple dataset 
types 

Varies across 
datasets 

Gender effects 
depended on 
dataset conditions 

 

2.2 WER measurement and its limitations  

To measure these differences, word error rate (WER) is commonly used. WER measures the accuracy of 

ASR systems by calculating the percentage of errors in a machine-generated transcript compared to the 

human verified reference text (Fuckner et al., 2023). Many studies operationalise bias by comparing WER 

across demographic groups, such as gender. This approach allows for a clear and quantifiable way to 

detect disparities and has therefore become the primary method for fairness evaluation in ASR research. 

However, it also has its limitations, as human perception of errors differ from raw counts, prompting 
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alternatives like Human Perceived Accuracy (HPA) that better align with subjective fairness (Mishra et 

al., 2011). 

2.3 Research gaps 

Despite the growing body of research on gender bias in ASR systems, several import gaps remain. Firstly, 

there is an inconsistency across research. Some studies show a higher WER for female speakers (Garnerin 

et al., 2019) while others show the opposite (Graham & Roll, 2024). Secondly, establishing causal 

relationships between training data and gender specific performance outcomes is difficult since it often 

relies on observational comparisons rather than controlled experiments. Gender imbalance in training data 

is generally recognised as a contributing factor, but there is also evidence that bias may also be transferred 

from pretrained representations (Zanon et al., 2022; Feng et al., 2021). Third, low resource Germanic 

languages like Frisian are virtually absent from the literature, leaving dialectal and phonetic influences on 

gender bias unexplored compared to other well studied languages such as English or French.  

WER remains the most universally used metric despite its limitations in reflecting human perceived 

fairness (Mishra et al., 2011), and standardised frameworks for comparing gender gaps across diverse 

datasets are lacking. While researchers consistently apply WER to detect disparities between male and 

female speakers, this approach rarely accounts for language specific factors like phonetic variation or 

dialectal influences that may moderate bias differently in Frisian versus English. As a result, 

cross-linguistic WER comparisons remain inconsistent and difficult to generalise, limiting our 

understanding of whether gender performance gaps are universal, or language dependent. 

In conclusion, Automatic Speech Recognition systems can exhibit gender-based disparities in 

performance, with research suggesting that women sometimes experience higher Word Error Rates than 

men. However, existing research is inconsistent in its findings regarding the cause and magnitude of these 

differences. These inconsistencies highlight that gender-based performance differences may not be 

universal, but may depend on language and dataset characteristics. Systematic cross-linguistic comparison 
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remains limited with much of the existing literature focusing on English or singular languages. 

Investigating multiple languages, such as Dutch and English, allows for a more nuanced understanding of 

how language may influence gender-based performance differences. This highlights the need for 

additional research into gender-specific ASR performance across diverse languages. Therefore, this study 

aims to address the following research question ‘To what extent do Automatic Speech Recognition (ASR) 

systems produce different Word Error Rates (WER) for speakers of different genders and how do these 

differences vary across languages?’  

The aim of this research then is to investigate whether ASR systems produce different WER for male and 

female speakers and whether or not these differences can be linked to differences in languages aiming to 

provide insight into the role of linguistic context in shaping fairness outcomes in ASR models.  
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3 Method 

This section outlines the methodological approach to investigating gender-based performance differences 

in ASR systems across languages. First, the study design and WER definition are mentioned (3.1) 

followed by the dataset selection from CommonVoice (3.2). After this, section 3.3 explains the ethical 

considerations regarding the storage and processing of the data. The data processing pipeline, including 

ASR transcription and WER calculation, is detailed in 3.4, with statistical analysis covered in 3.5. Finally, 

section 3.6 evaluates methodological strengths, limitations, and mitigation strategies. 

3.1 Design overview  

The purpose of this study is to investigate whether Automatic Speech Recognition (ASR) systems 

produce different levels of performance for male and female speakers and whether or not these 

differences vary across languages. The ASR performance is operationalised through Word Error Rate 

(WER). WER measures the percentage of transcription errors generated by an ASR system. It does this by 

comparing automatically produced transcripts with human reference transcripts (Park et al., 2008). In 

addition to this, various languages,  Dutch, and English, are being investigated allowing for comparison 

between languages. By calculating the WER across languages and gender groups, the study aims to 

identify whether gender-based disparities exist in ASR systems and whether these differences vary 

depending on linguistic context.  

3.2 Dataset selection 

Secondary data is used in this study, meaning that no new speech recordings will be collected. Publicly 

available datasets from the Mozilla Foundation Common Voice project will be used instead, specifically a 

Dutch, and English dataset. These datasets contain audio recordings (MP3 format) of speakers together 

with the reference transcripts and speaker metadata such as gender. The datasets are released under a CCo 

public domain license, which allows their use for research purposes while prohibiting attempts to identify 

individual speakers. For this study, a subset of the recordings will be selected based on the available 
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metadata. Only the recordings that contain clear audio, reference transcripts, and gender information will 

be included. 

The three datasets used in this research are: 

●​ Frisian dataset: https://mozilladatacollective.com/datasets/cmn2gaxv301g6o107fdzr4kct 

●​ English dataset: https://mozilladatacollective.com/datasets/cmndapwry02jnmh07dyo46mot 

●​ Dutch dataset: https://mozilladatacollective.com/datasets/cmn2g7nu901fmo107a1ydn0n5 

3.3 WhisperX model 

WhisperX is an ASR framework built upon OpenAI’s Whisper model. Whisper was trained on 

approximately 680,000 hours of multilingual and multitask speech data, enabling robust speech 

recognition across a wide variety of languages and acoustic conditions (Radford et al., 2022). WhisperX 

extends Whisper by incorporating forced alignment techniques and more efficient batch processing, 

allowing for faster and more precise transcription of long-form audio (Bain et al., 2023). 

Compared to the original Whisper implementation, WhisperX builds on Whisper by adding features that 

make transcription faster and more accurate., especially for larger datasets. It also improves the alignment 

between spoken words and their timestamps in the transcription (Bain et al., 2023). Since Whisper 

supports multiple languages and has shown strong transcription performance, it was selected for this 

study. 

This study used the pre-trained WhisperX model based on Whisper large-v3-turbo. No additional training 

or fine-tuning was performed. Consequently, all transcriptions were generated in a zero-shot setting, 

meaning that the model was applied directly to the evaluation dataset without exposure to the selected 

speech samples during training.  
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All transcriptions were generated on the Hábrók high-performance computing cluster at the University of 

Groningen. Using a pre-trained model makes it possible to evaluate how WhisperX performs on unseen 

speech data under normal conditions. 

3.4 Ethical considerations 

Since it uses publicly available and anonymised datasets this study poses minimal ethical risk. The 

common voice datasets do not contain personally identifiable information, and speakers are represented 

only through general metadata such as genders and language. Therefore, no direct interaction with human 

participants is required and no new personal data will be collected. The data will be used in accordance 

with the licensing conditions of the datasets. 

3.5 Data processing pipeline                

The purpose of this study is to examine whether ASR systems show differences in performance across 

speakers of different genders and whether these differences vary across languages. To answer the research 

question, Word Error Rate (WER) is used to operationalise this.  To begin the analysis, data preparation 

and preprocessing will be done. Audio recordings were selected based on metadata labels indicating 

language and speaker gender. Only recordings labelled as male or female were included in the analysis, as 

well as only American and British English speakers and Nederlands-Nederlands. Prior to transcription, 

audio files were organised into language specific directories. File names were standardised to ensure 

consistent matching between audio recordings, reference transcripts, and Whisper generated transcripts. 

Duplicate suffixes and inconsistent filename markers were removed during preprocessing to prevent 

mismatches during dataset merging 

The selected audio files will  then be processed using OpenAI Whisper, a multilingual ASR system 

designed for speech transcription across multiple languages. Transcription was performed through the ​

Whisper interface available on the University of Groningen’s Hábrók high Performance Computing 

(HPC) cluster. Whisper automatically generated transcripts for each audio recording, which were 

11 



subsequently used for Word Error Rate (WER) analysis and statistical comparison across speaker groups 

and languages. Reference transcripts and Whisper generated transcripts were subsequently merged into a 

single dataset using standardised filename identifiers. This ensured that each machine generated transcript 

corresponded to the correct reference transcript for Word Error Rate evaluation. Rows containing missing 

or incomplete transcription outputs were removed prior to analysis to ensure accurate WER calculation 

and statistical analysis.  

After transcription, the ASR output will be compared to the reference transcripts provided in the datasets. 

Based on this comparison, the WER will be calculated for each recording by looking at the substitutions, 

insertions, and deletions in the generated transcripts. Lower WER values indicate better recognition 

performance. The WER will be calculated for each individual audio file and then grouped by gender and 

language.  

The final dataset contained the reference transcript, Whisper generated transcript, speaker gender, 

language category, and calculated WER scores for each audio sample. This dataset was subsequently used 

for statistical analysis.  

3.6 Statistical analysis 

Once the WER values are calculated, descriptive statistical analysis will be done. With the mean WER 

scores an initial overview of the possible differences in the performance between genders is provided. In 

order to determine whether or not the observed differences are statistically significant, inferential 

statistical tests will be used. independent samples t-test will be used to make a comparison between the 

mean scores between male and female speakers within each language. To examine the magnitude of 

gender differences across the three languages, an ANOVA test will be conducted. With the help of these 

statistical tests a conclusion will be drawn on whether the differences observed are due to systematic 

factors or random variation. 
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3.7 Methodological strengths, limitations, and mitigation strategies 

A key strength of this method is that it closely aligns with the research question. The study aims to 

measure differences in ASR performance between genders and WER is a widely accepted metric for 

evaluating transcription accuracy (Graham & Roll, 2024; Fuckner et al., 2023; Raes et al., 2024; Feng et 

al., 2021, 2024). Using a multilingual ASR system such as Whisper allows the study to analyse multiple 

languages within a consistent framework, reducing methodological variation between language 

conditions. However, there are also limitations to the study. First WER measures transcription accuracy 

but does not necessarily capture how users perceive ASR performance. Secondly, since the study relies on 

secondary datasets, there is limited control over data characteristics such as distribution of speakers across 

genders. Lastly, other variables that may influence ASR performance, such as age, accent, or recording 

quality, are not directly controlled in the investigation. 

To mitigate these limitations, the study will select balanced subsets of the datasets where possible and 

apply consistent preprocessing procedures across languages. The results will also be interpreted 

cautiously, acknowledging that observed performance differences may be influenced by dataset 

characteristics rather than gender alone. Despite these limitations, the selected methodology provides a 

systematic approach for examining gender-based performance differences in ASR systems across multiple 

languages. 
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4 Results 

4.1 Dataset overview 

The final dataset consisted of English and Dutch speech samples obtained from the Mozilla Common 

Voice corpus. The dataset included both male and female speakers and was balanced in a similar manner 

as the original dataset across gender categories. Each original dataset was cleaned by removing all other 

English languages except American and British English, and Nederlands-Nederlands. For gender, only 

male-masculine and female-femine genders were kept in the final dataset. The resulting dataset contained 

799 English and 798 Dutch audio samples, with individual recordings ranging from approximately 1 to 5 

seconds in duration.  

Table 2: gender distribution per language 

Language Male Female Total 

English 663 136 799 

Dutch 673 125 798 

 

The dataset was exclusively used as an evaluation set. No additional training or fine-tuning of the 

WhisperX model was performed. All transcriptions were generated using a pre-trained model in a 

zero-shot setting. Each audio sample was transcribed using WhisperX, an extension of OpenAI Whisper 

optimised for efficient large scale transcription, executed on the Habrok high performance computing 

cluster at the University of Groningen. After this, the WER was calculated for each audio sample by 

comparing the generated transcript to the reference transcript.  
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4.2 Overall Whisper performance 

Overall, Whisper demonstrated relatively low WER scores across both languages, indicating that there is 

a strong transcription performance. The average WER for the English dataset was 0.09325, with 

individual scores ranging from 0.0 - 1.0. Dutch and English both showed comparable transcription 

accuracy. 

Table 3: overall Whisper performance 

Language Mean WER Standard Deviation 

English 0.09325 0.1667 

Dutch 0.09253 0.1507 

 

4.3 WER by gender 

Figure 1 represents the distribution of WER scores across 

male and female speakers. As seen in the figure, the 

distributions appear highly similar, with comparable medians 

and variability. Female speakers showed a slightly lower 

average WER, however, the difference is minimal (male: 

0.09323, female: 0.09114). 

Table 4: WER by gender  

Gender  Mean WER Standard Deviation 

Female  0.09114 0.1584 

Male 0.09323 0.1589 

 

15 



4.4 WER by language 

Figure 2 represents the distribution of WER scores across 

languages. As seen in the figure, the distributions appear to be 

very similar, with comparable medians and variability. Dutch 

showed a slightly lower average mean, however, the difference 

is minimal (table 2). 

4.5 Interaction between gender and language 

In order to investigate whether there is a variation between 

gender effects across languages, WER distributions were 

examined separately for English and Dutch speakers as seen 

by figure 3. While Dutch female speakers show a slightly 

lower performance than the rest, no clear differences were 

found between gender and language, as male and female 

speaker performance remained relatively similar within both 

languages. 

4.6 Statistical analysis 

Table 5: ANOVA test summary table 

Effect  F p 

Gender  0.038 0.844 

Language 0.009 0.925 

Gender x Language 0.421 0.517 

A two-way ANOVA test was conducted to examine the effects of speaker gender and language on 

Whisper transcription performance, measured using WER. The analysis revealed no significant main 
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effect of gender, F(1, 1593) = 0.038, p = 0.844, indicating comparable performance across male and 

female speakers. Similarly, no significant main effect of language was observed, F(1, 1593) = 0.009, p = 

0.925, suggesting that Whisper performed similarly on English and Dutch audio samples. Additionally, 

the interaction between gender and language was not statistically significant, F(1, 1593) = 0.421, p = 

0.517, indicating that the relationship between gender and transcription performance did not differ across 

languages.  

 

 

 

 

 

 

 

 

 

 

 

 

 

17 



5 Discussion 

5.1 Summary of findings  

This study investigated whether OpenAI Whisper exhibited gender related differences in transcription 

performance across English and Dutch speech samples. ASR systems are becoming increasingly more 

important in daily applications such as voice assistants, automated captioning, and accessibility 

technologies (Choi & Choi, 2025). That is why it is important to investigate the accuracy of these ASR 

models. Fairness and inclusivity  in ASR refer to building speech to text systems that perform equally 

accurately, regardless of a speaker’s age, gender, accent, dialect, or vocal abilities (Feng et al., 2024). 

These factors are important concerns in ASR research since they determine the performance of the ASR 

model. This study particularly focuses on whether transcription accuracy differed across male and female 

speakers on OpenAI Whisper (large-v3-turbo model). As the main evaluation metric, Word Error Rate 

(WER) was used, in addition to this a two way ANOVA test was conducted to examine the effects of 

gender and language on transcription performance. 

Overall, the findings indicate that Whisper demonstrated relatively consistent transcription performance 

across both genders and languages. The average WER scores were generally low. Female and male 

speakers showed very similar results for the transcription accuracy as seen in figure 1 and table 3. 

Similarly, Dutch and English also produced highly comparable results represented in figure 2 and table 4. 

The statistical analysis neither revealed any significant effects on gender nor language. In addition to this, 

the interaction between gender and language was also not statistically significant as the distributions 

displayed similar medians and variability across groups (figure 3 and table 5). 

These findings suggest that Whisper may provide comparatively robust multilingual ASR performance 

for high-resource languages such as English and Dutch.  This may be because both languages are well 

represented languages in multilingual datasets and therefore large scale training may have contributed to a 
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more stable performance. These findings potentially reflect improvements in modern transformer based 

ASR systems. The following sections will further discuss and interpret the findings in relation to existing 

literature and ASR fairness research.  

5.2 Interpretation of gender and language effects 

5.2.1 Effect of gender on WER 

Contrary to several earlier studies on ASR fairness, the present study did not identify statistically 

significant differences between male and female speakers. Earlier mentioned studies, such as those by 

Garnerin et al. (2019), Raes et al. (2024), Fuckner et al. (2023), Graham & Roll (2024), all showed gender 

bias in ASR models with higher error rates for either male or female speakers. However, these biases 

were often linked to unbalanced training datasets, acoustic differences such as pitch and vocal frequency 

ranges, and a historical underrepresentation of female speech data (Garnerin et al., 2019; Feng et al., 

2021; Zanon et al., 2022). These inconsistencies across studies suggest that gender bias in ASR models 

may not represent a universal phenomenon, but rather depends heavily on factors such as dataset 

composition, recording conditions, language, and model architecture.  While earlier studies often relied on 

smaller or more language-specific ASR systems, Whisper was explicitly designed as a multilingual large 

scale model, trained on highly diverse web based speech data (OpenAI, 2022). As a result, the relatively 

stable performance observed in the present study may reflect broad improvements in multilingual ASR 

robustness. 

5.2.2 Effect of language on ASR performance 

In addition to gender effects, the present study also examined whether Whisper performance differed 

between languages, specifically Dutch and English speech samples. The statistical analysis that was 

performed did not identify a significant relationship between language and WER. This indicates that 

transcription performance remained relatively stable across both languages. Furthermore, the interaction 
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between language and gender was also non significant. This suggests that the relationship between gender 

and transcription accuracy did not substantially differ between English and Dutch speakers. Overall, the 

relatively similar WER distributions across both languages indicate that Whisper demonstrated 

comparatively consistent multilingual performance within the selected dataset.  

5.2.3 Explanation of observed results 

One possible explanation for the absence of substantial gender and language disparities lies in the 

large-scale multilingual training process used by Whisper. Unlike many earlier ASR models that were 

optimised for individual languages or controlled datasets, this model is specifically trained on extensive 

multilingual audio data (approximately 680,000 hours) from diverse speakers and recording conditions. 

(OpenAI, 2022). This large scale training approach exposes the model to a broad variety of speaking 

styles, accents, recording qualities, and acoustic environments. Such diversity may improve the model’s 

ability to generalise across demographic groups and reduce sensitivity to speaker specific variation. 

Additionally, multilingual training may enable transfer learning effects, where knowledge learned from 

one language or speaker group contributes to improved robustness in another. This may partially explain 

why only minimal gender and language differences were observed within the present study.  

It is also important to note that detailed information regarding the demographic composition of Whisper’s 

training data is not publicly available, particularly with respect to gender balance and language 

distribution (Radford et al., 2022). As a result, it is not possible to directly assess whether the observed 

performance patterns are influenced by balanced or imbalanced training data. However, given that 

Whisper is trained on large-scale-web-scraped and multilingual datasets, it is likely that the training data 

reflects real-world distributions present on the internet, which are known to contain demographic and 

linguistic biases (Feng et al., 2021; Zanon et al., 2022). Therefore, the relatively stable performance 

observed in this study should be interpreted with caution, as it may reflect both model robustness and 

underlying data driven biases that are not explicitly documented 
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Another explanation for the lack of statistically significant results may relate to the characteristics of the 

dataset. The present study relied primarily on relatively short and scripted Common Voice audio 

recordings rather than spontaneous conversational speech. Compared to natural dialogue, scripted 

recordings generally contain fewer interruptions, hesitations, overlapping speech patterns, and 

environmental noise factors, all of which may increase transcription difficulty in real-world ASR 

applications. Consequently, the controlled nature of the selected recordings may have reduced overall 

acoustic variability and contributed to relatively stable WER outcomes across speaker groups.  

In addition to this, the dataset was filtered on only British or American English, and 

Nederlands-Nederlands speech samples. Excluding regional accents and dialectal variation may have 

further reduced linguistic variability within the dataset. Previous research has shown that accent and 

dialect differences can significantly influence ASR performance (Fuckner et al., 2023), suggesting that 

more diverse speech conditions may potentially produce differences in fairness outcomes.  

Nevertheless, the absence of statistically significant findings should not automatically be interpreted as 

evidence that ASR bias is entirely absent. Word Error Rate primarily measures transcription accuracy at 

the word level and therefore may not capture more subtle forms of demographic bias. For example, ASR 

models may still perform differently when recognising proper names, regional pronunciations, 

emotionally expressive speech, or conversational interaction patterns. Additionally, equal average WER 

scores do not necessarily imply equal user experiences in practice. Even relatively small transcription 

differences may disproportionally affect accessibility, communication efficiency, or perceived system 

reliability for certain speaker groups. 

Furthermore, fairness within ASR systems should be considered a multidimensional concept extending 

beyond gender alone. Factors such as accent, dialect, age, speaking style, and background noise may 

intersect with gender in ways that are not captured through aggregate statistical comparisons. As a result, 
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it remains possible that demographic disparities exist within more specific speaker subgroups that were 

not represented within the present dataset. 

These findings contribute to a growing body of research suggesting that newer ASR systems may exhibit 

improved robustness across demographic groups. Recent advancements in deep learning, transformer 

architectures, and multilingual training have substantially improved overall ASR performance compared 

to earlier commercial and academic systems (Radford et al., 2022; Attanasio et al., 2024). In particular, 

large scale multilingual models such as Whisper appear increasingly capable of generalizing across 

diverse speech conditions (Feng et al., 2021). 

However, despite these technological improvements, fairness evaluation remains essential as ASR 

systems continue to become integrated into everyday technologies such as automated  subtitles, voice 

assistants, accessibility tools, and customer service systems. Even small demographic disparities may 

have broader societal consequences when deployed at large scale. Consequently, continued evaluation 

across languages, accents, and demographic groups remains necessary to ensure that improvements in 

ASR robustness benefit users equitably. 

5.3 Implications for ASR fairness  

The findings of this study have broader implications for discussions surrounding fairness and inclusivity 

in Automatic Speech Recognition technologies. ASR systems are increasingly integrated into everyday 

technologies, including digital voice assistants, automated subtitles, customer service systems, 

accessibility tools, and educational applications. As these technologies continue to become more 

widespread, ensuring equitable performance across different speaker groups becomes increasingly 

important. Unequal ASR performance may disadvantage certain demographic groups by reducing 

accessibility, communication efficiency, or overall usability. Consequently, evaluating fairness within 

ASR systems is not only a technical concern, but also a social and ethical one. 
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One important implication of the present findings is that modern multilingual ASR systems such as 

Whisper may demonstrate improved robustness across genders with high-resource language settings 

(Raes et al., 2024). Unlike several earlier studies that reported clear gender disparities in ASR 

performance, this study found relatively similar WER outcomes for male and female speakers in both 

English and Dutch. These findings may suggest that large scale multilingual training and recent 

advancements in deep learning architectures contribute to reducing demographic disparities in 

transcription accuracy. In particular, Whisper’s exposure to diverse speakers and multilingual speech 

conditions may improve the model’s ability to generalise across speaker groups. This potentially reflects 

broader progress within ASR development toward more inclusive and robust speech recognition systems.  

The findings additionally highlight the importance of training data diversity in shaping fairness outcomes 

within ASR technologies. Previous research frequently linked gender disparities in ASR models to 

imbalanced training dataset and the underrepresentation of certain speaker groups (Garnerin et al., 2019; 

Feng et al., 2021). The relatively stable performance observed in the present study may therefore indicate 

that large and diverse multilingual datasets help mitigate some forms of demographic bias. This suggests 

that future ASR development should continue prioritising diversity within speech corpora, including 

variation in gender, accent, dialect, age, and recording conditions. Improving dataset variability may 

contribute to fairer and more generalisable ASR systems across broader populations and communication 

settings. 

However, the findings of this study should not be interpreted as evidence that fairness issues in ASR 

systems have been fully resolved. While no statistically significant gender or language effects were 

identified, fairness within ASR systems extends beyond average WER comparisons alone. Equal average 

transcription accuracy does not necessarily guarantee equal user experiences in real-world applications. 

Certain speaker groups may still encounter more recognition difficulties in specific contexts, such as 

conversational speech, regional accents, emotionally expressive speech, or noisy recording environments. 
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Furthermore, subtle transcription differences may still produce meaningful consequences in practical 

settings, particularly within accessibility technologies or professional communication systems. 

Another important implication concerns the role of language representation within multilingual ASR 

systems. This study focused only on English and Dutch, which are both relatively high resource languages 

with substantial digital speech data available. Because of this, the relatively stable performance observed 

in this study may not generalize to lower-resource languages. Languages with limited training resources 

are often underrepresented within large multilingual datasets, potentially increasing the likelihood of 

transcription errors and demographic disparities (Herygers, 2022). This highlights the importance of 

continuing fairness evaluations across diverse linguistic contexts rather than focusing exclusively on 

widely represented languages (Feng et al., 2021). Ensuring equitable ASR performance across both high 

and low resource languages remains a major challenge within multilingual speech recognition research.  

The findings also emphasize the growing importance of responsible AI development within speech 

technologies. As ASR systems increasingly influence communication, accessibility, and digital 

participation, biases within these systems may reinforce existing social inequalities. For example, reduced 

transcription accuracy for particular speaker groups may negatively affect accessibility services, 

automated interviews, healthcare communication systems, or educational technologies. Consequently, 

fairness evaluations should remain an essential component of ASR development. In addition to improving 

overall accuracy, further research should continue investigating how speech technologies perform across 

diverse populations to ensure that advancements in AI benefit users equitably. 

Overall, this study contributes to ongoing research surrounding fairness in multilingual ASR systems by 

suggesting that newer large-scale models such as Whisper may exhibit relatively stable performance 

across genders within high resource language contexts. At the same time, the findings also reinforce the 

importance of continued fairness evaluation across more diverse languages, speaker groups, and 

real-world communication environments. 
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5.4 Limitations  

It is important to note several limitations when interpreting the findings of this study. Limitations of this 

study include constraints to the selected dataset, using Word Error Rate as the primary evaluation metric, 

the language scope, demographic characteristics, and several methodological aspects. These limitations 

do not invalidate the results, but they influence generalisability and interpretation. 

5.4.1 Dataset and recording conditions 

The first limitation is related to the characteristics of the dataset. The dataset is selected through the 

Common Voice corpus. Common Voice uses volunteer recordings, because of this the recordings are not 

made in a controlled environment. This influences the recording quality due to the fact that speakers may 

use different microphones, have different acoustic background noises, or different distances to the 

microphone. All of these factors are not measured in the dataset which affects the way in which the data 

may be interpreted. It is important to keep these factors consistent for the generalisability of the study.  In 

addition to this, the dataset uses only scripted recordings. Since it is all scripted speech, the samples 

contain less natural speech, like conversational speech. Scripted speech generally has fewer hesitations 

and interruptions, as well as lower acoustic complexity. This makes it easier for the ASR model to 

transcribe the speech. This matters since this can cause variability to the actual speech and therefore 

influences the WER and may not reflect real-world ASR performance. Future research should incorporate 

more spontaneous and conversational speech datasets.  

Another limitation relates to the relatively short duration of the selected audio samples. Each audio 

sample used in this study is approximately 1-5 seconds long. Since these samples are rather short, ASR 

systems are able to transcribe these utterances easier. The short utterances have less speaker variability 

than real-world conversations, therefore they have fewer pronunciation shifts, and fewer long context 

dependencies. When longer conversations are used in this exploration, different results may be produced 

due to the fact that there is a bigger possibility of there being a shift in pronunciation, speaker shifts, and 
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long utterances that may depend on other utterances. For example, overlapping speech where multiple 

speakers speak at the same time. Conversational speech introduces more complexities to the speech and 

therefore makes it harder to transcribe for ASR systems. Longer recordings may reveal demographic 

differences not captured in shorter clips. 

5.4.2 Language and linguistic coverage 

Additionally, this study evaluated only English and Dutch speech samples. Both languages are high 

resource languages. Therefore, many datasets contain both languages. When training ASR models, high 

resource languages are often used in the training data. Since Whisper is trained on multilingual training 

data, it has the ability to perform well on these languages. Due to this strong representation in ASR 

training data, it is likely to have a higher transcription accuracy and therefore a lower overall WER. The 

results in this study may not be generalisable to low resource languages, such as Frisian. Furthermore, the 

selected dataset only contained British and American English, and Nederlands-Nederlands, it left out the 

dialects and accents. It is possible that there is a standard language bias because of this. Therefore, 

multilingual fairness related to gender bias specifically remains uncertain.  

5.4.3 Evaluation metric limitations 

A further limitation concerns the use of Word Error Rate as the primary evaluation metric. Using WER 

has its strengths and weaknesses. The metric is widely used across various research related to the 

transcription accuracy. It is a standardized metric to calculate the word errors in the transcription. This 

metric allows for easy comparison between the reference transcript and the generated transcription. 

However, the metric only measures word-level accuracy. It ignores the semantic meaning of the sentence 

as a whole and leaves out the severity of the errors. All errors are treated equally, so the interpretation or 

meaning of the sentence is not measured which eventually is the most important aspect in ASR 

technology. Research done by Mishra et al. (2013) introduces the concept of the Human Perceived 

Accuracy (HPA) to complement the WER. With this metric the gap between a system’s statistical 
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performance and how reliable users actually feel it is is made smaller by assessing the qualitative fairness 

of the system. Regardless of this, subtle biases may remain hidden and user experience might differ 

despite similar WER.  

5.4.4 Model and experimental setup limitations 

Furthermore, this exploration focused exclusively on WhisperX and a single ASR model configuration. 

Since only one model is used, there is no comparison to be made with other ASR systems, no comparison 

with other model sizes, no fine-tuning comparison, and only one architecture is tested. Even though this 

allows for easy replication of the study, the findings of this study might be model specific. Other ASR 

models may show different bias patterns related to language and/or gender. Future research should 

compare multiple ASR architectures and training approaches.  

5.4.5 Demographic scope limitations 

Finally, the demographic scope of the present study remained relatively limited. This study only 

investigated the gender bias between languages in an ASR model. This caused the selected dataset to be 

very limited so no other demographic characteristics influenced the results of this study. Only binary 

gender categories (male and female) were used. Nonbinary and transgender speakers were left out of this 

study. Additionally, no age analysis was done to investigate whether the age influences the transcription 

accuracy. Moreover, accents and dialects were also left out of the dataset. However, fairness is 

multidimensional and intersectionality matters (Raes et al., 2024). Since these subgroups were left out of 

the study, disparities within these groups may remain hidden.  
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5.4.6 Summary of limitations and implications 

Despite these limitations, this investigation still contributes valuable insight into multilingual ASR 

fairness research related to gender bias. By evaluating gender related differences in transcription 

performance across English and Dutch speech samples using Whisper, this study provides additional 

understanding of how modern multilingual ASR systems perform across demographic groups. While the 

findings cannot be generalised to all languages, speaker populations, or real world communication 

settings, they nevertheless suggest that newer large scale ASR models may exhibit more stable 

performance across genders within high resource language contexts. Furthermore, the study highlights the 

importance of continued fairness evaluation across diverse linguistic and demographic conditions, 

particularly for underrepresented and low-resource languages such as Frisian. Future research building 

upon these findings may contribute to the development of more inclusive, equitable, and robust ASR 

technologies. 

5.5 Recommendations for future research  

Future research could expand upon these findings of the present study in several ways. As mentioned in 

the section above, fairness in ASR systems remains evolving. It is important that more research is 

collected across languages such as, low resource languages such as Frisian, broader demographic 

variables, such as dialect, gender, and accent, larger speech samples containing real-world speech, and 

alternative metrics and models.  

5.5.1 Expansions to low-resource languages 

One important direction for future research involves the evaluation of lower-resource languages such as 

Frisian. As Frisian is a low resource language, it is underrepresented in speech corpora. Since many 

low-resource languages are underrepresented, there is a lack of fairness research related to this (Herygers, 

2022; Attanasio et al., 2024). Such languages are complex in their dialect and phonetics which makes 
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transcription more complex. Multilingual ASR systems may behave differently in languages such as 

Frisian because of this. Fine-tuning the model in reference to Frisian may help the performance accuracy 

of the ASR model. A study done by Ouyang (2024) and Liu (2024) used a “Distilled-Whisper-small” 

model where fine tuning and knowledge distillation had to be done in order to compress it into a smaller 

model, which can then be used for Frisian. After this, the model was used for transcription of Frisian 

speech samples. Expanding ASR fairness research toward low resource languages may contribute to more 

inclusive multilingual speech technologies. 

5.5.2 More realistic and diverse speech conditions 

Future studies should additionally evaluate ASR fairness under more diverse and realistic speech 

conditions. Real world ASR is more complex than the selected dataset in this study where only scripted 

utterances were used as speech samples. Using more diverse and realistic speech samples such as 

conversational speech allows for a more realistic representation of speech. Noisy environments, 

overlapping speakers, or emotional speech are all taken into consideration when using for example 

telephone recordings and other spontaneous speech. When doing so, demographic differences, such as 

gender may appear more strongly due to the realistic setting of the audio samples.  

5.5.3 Broader demographic and sociolinguistic evaluation 

Future research could also investigate additional demographic and sociolinguistic variables beyond binary 

gender categories alone. Factors like age, accent, and dialect all have the possibility to affect the 

transcription accuracy of ASR models. Therefore, non-native speakers and speakers with speech 

impairments should also be addressed. Fairness is a multidimensional concept where intersectionality 

matters. Therefore it is important to further look into the subgroups. 

 

 

29 



5.5.4 Multi-model and comparative system evaluation 

Furthermore, future research may benefit from comparing multiple ASR systems and evaluation 

approaches. This research only focused on OpenAI’s Whisper, but there could also be a comparison made 

to other models like Google ASR, DeepSpeech, or wav2vec. In addition to this, model sizes could also be 

investigated on its effect on transcription. A comparison between fine-tuned models vs the base models 

could allow for a better understanding on how these models respond to low resource languages. Another 

important point to note is the evaluation metric used. Word Error Rate alone may miss subtle biases. 

Using this metric in combination with other evaluation metrics, such as HPA or qualitative analysis, 

shows a deeper insight into the performance of the ASR model.  

5.5.5 Evaluation metrics and methodological improvements 

Overall, continued research into multilingual ASR fairness remains essential as speech technologies 

become increasingly integrated into everyday communication and accessibility systems. While this 

exploration suggests that Whisper demonstrates relatively stable transcription performance across genders 

within English and Dutch speech samples, substantial challenges remain regarding fairness across more 

diverse linguistic and demographic contexts. Future research should therefore continue expanding fairness 

evaluations across low resource languages, dialects, accents, and real world speech environments in order 

to better understand how ASR systems perform across broader speaker populations. In addition, 

incorporating alternative evaluation metrics and comparing multiple ASR architectures may provide a 

more comprehensive understanding of demographic bias within speech recognition technologies. By 

continuing to investigate fairness within multilingual ASR systems, future studies may contribute to the 

development of more inclusive, equitable, and robust speech technologies that better serve diverse users 

and communication settings. 
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6 Conclusion  

6.1 Answer to the research question 

This study investigated whether Automatic Speech Recognition systems produce different Word Error 

Rates (WER) for male and female speakers across English and Dutch speech samples. ASR systems are 

becoming increasingly more used in day to day life. Therefore it is important that these systems work 

fairly and accurately in order for everyone to be easily understood by the system regardless of gender or 

language. The WhisperX model was used for the transcription and WER as the primary evaluation metric 

in order to answer the research question: “To what extent do Automatic Speech Recognition (ASR) systems 

produce different Word Error Rates (WER) for speakers of different genders across various languages?” 

Overall, the findings of this study did not reveal statistically significant gender-based differences in 

transcription performance. Results show no significant gender effect, no significant language effect, and 

no interaction effect between gender and language. Both language and gender showed similar WER 

distributions across groups. WhisperX showed a relatively stable performance. Consequently, the 

hypothesis predicting statistically significant gender differences across languages was not supported 

within the present dataset.  

These findings suggest that modern multilingual ASR systems such as Whisper may demonstrate 

relatively robust performance across genders within high resource language settings. This may be related 

to improvements in modern ASR systems, and the importance of large scale training. Nevertheless, 

interpretation of the results needs to be done with caution. The findings in this study are connected to 

limited dataset characteristics, and only the Dutch and English language.  
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6.2 Main contributions 

6.2.1 Findings on gender and ASR performance 

This research contributes to ongoing research on fairness and inclusivity within multilingual ASR 

systems. While previous studies frequently reported inconsistent findings related to gender bias in ASR 

performance differences (Garnerin et al., 2019; Graham & Roll, 2024; Raes et al.2024 ;Fuckner et 

al.2023), the current research provides additional insight into how modern multilingual ASR systems 

perform across genders within English and Dutch speech contexts. With the use of Whisper and WER 

transcription performance was evaluated across gender groups. This exploration adds to a growing body 

of research investigating demographic fairness in speech recognition technologies. In contrast to several 

earlier studies reporting substantial gender disparities, the results of this study suggest that newer large 

scale multilingual ASR models may demonstrate relatively stable performance across genders within high 

resource language settings.  

6.2.2 Reproducible ASR fairness framework 

Additionally, this investigation contributes methodologically by demonstrating a reproducible workflow 

for evaluating ASR fairness using automated transcription pipelines and statistical analysis. The research 

combined multilingual speech datasets, automated Whisper transcription, Word Error Rate calculations, 

and ANOVA testing to systematically evaluate potential demographic differences in transcription 

accuracy. By integrating these methods into a multilingual evaluation framework, the study provides a 

foundation that may support future ASR fairness research across additional languages and speaker groups. 

The applied methodology may also be useful for future comparative studies investigating differences 

between architectures, model sizes, or fine-tuning approaches. 
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6.2.3 Contribution to responsible and inclusive AI discourse 

Finally, this research contributes to a broader discussion surrounding responsible and inclusive AI 

development. As ASR systems continue to become part of everyday life through communication 

technologies, accessibility tools, and digital services, it becomes increasingly more important to 

understand how these systems perform across different demographic and linguistic groups. The findings 

of this study therefore contribute not only to ASR research itself, but also to wider conversations 

regarding fairness, accessibility, and ethical AI deployment within multilingual technological 

environments. 

6.3 Final reflection 

As speech recognition technologies continue to become integrated into everyday communication and 

accessibility systems, ensuring equitable ASR performance remains increasingly important. Technologies 

including voice assistants, automated subtitles, and communication all use Automated Speech 

Recognition technologies (Feng et al., 2021; Raes et al., 2024). Therefore, fairness within ASR matters 

since it affects real users .  

Although this study identified relatively stable transcription performance across English and Dutch 

speakers, fairness within ASR systems remains a complex and evolving challenge. To further understand 

this topic, further research has to be done on low resource languages, accents, and dialects, in order to 

uncover hidden biases. Continued multilingual fairness research will remain essential to ensure that future 

ASR technologies become more inclusive, robust, and representative of diverse speaker populations.  
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