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Abstract

This thesis examines whether international media attention variables derived from GDELT
improve short-term forecasts of political violence in West Africa beyond what conflict history
alone can predict. Using a country-week panel covering Mali, Burkina Faso, Niger, Nigeria, and
Ghana from 2015 to 2023, two nested negative binomial regression models are compared across
one-, two-, and four-week forecast horizons. The baseline model uses lagged ACLED
conflict-history variables, while the extended model adds lagged GDELT measures of media

tone, Goldstein scores, and reporting volume.

The results show that the extended model consistently outperforms the baseline across all
forecast horizons. However, the improvement is uneven across countries. Nigeria accounts for
most of the gain in the pooled model, while the robustness check excluding Nigeria shows
stronger improvements for Mali and Burkina Faso. This suggests that media-derived indicators
are useful for conflict forecasting, but that their predictive value depends strongly on the
intensity and visibility of the conflict environment. The thesis concludes that GDELT can
complement ACLED in short-term forecasting, although pooled models should be interpreted

carefully when countries differ substantially in conflict dynamics and media exposure.

Keywords: conflict forecasting, political violence, West Africa, ACLED, GDELT, media

attention
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1. Introduction

Over the past decades, conflict prevention has emerged as a central priority for international
organisations and policymakers alike. Driven by the devastating human and economic costs of
political violence, there has been a growing recognition that reactive responses to conflict, such
as deploying peacekeepers, delivering aid, and imposing sanctions, are insufficient on their own.
This concern was most prominently articulated by then United Nations Secretary-General Kofi
Annan, who in 1999 called on the international community to move "from a culture of reaction
to a culture of prevention" (Annan, 1999). The ambition was clear: rather than responding to
crises after they had already erupted, the international community should invest in identifying

and addressing the conditions that give rise to violence before it occurs.

Yet translating this ambition into practice has proven difficult. Prevention requires anticipation,
and anticipation requires reliable information about where and when conflict is likely to emerge.
This challenge was explicitly acknowledged at the highest levels of the United Nations system.
In September 2011, the President of the UN Security Council stated that "a key component of a
comprehensive conflict prevention strategy include(s) early warning mechanisms" (United
Nations Security Council, 2011), underscoring that the ability to forecast violence is not merely

an academic exercise but a practical prerequisite for effective prevention policy.

It is against this backdrop that the quantitative prediction of political violence has gained
increasing scholarly and policy attention. Advances in data collection, most notably the
emergence of large-scale, geo-referenced conflict event databases and the proliferation of

digitised news media, have made it possible to model conflict dynamics at finer temporal and



spatial resolutions than was previously feasible. The question is no longer whether quantitative
forecasting of conflict is conceivable, but how well it can be done and what kinds of data are

most informative.

One promising but underexplored avenue is the use of international media attention as a
predictive signal. Conflict event databases such as the Armed Conflict Location and Event Data
Project (ACLED) provide detailed records of past violence, but they are by definition reactive,
they record what has already happened. Media data, captured by sources such as the Global
Database of Events, Language, and Tone (GDELT), may offer something different, namely
signals of rising tension and escalating international attention that precede violence rather than
follow it. Whether these signals genuinely improve short-term conflict forecasts, or whether

conflict history alone is sufficient, is the central empirical question this thesis addresses.

This study focuses on West Africa, a region that has experienced dramatic escalation in political
violence over the past decade. The five countries examined — Mali, Burkina Faso, Niger,
Nigeria, and Ghana — represent a wide range of conflict intensities, conflict types, and levels of
international media attention. This makes them a useful setting for evaluating the predictive

value of media-derived indicators.

The main research question is: do international media attention variables derived from
GDELT improve short-term forecasts of political violence in West Africa beyond what

conflict history alone can predict?



To explore this main question, the study also addresses two subquestions:
- Is any improvement stable across the pooled multi-country model?

- Does predictive performance vary across forecast horizons of one, two, and four weeks?

To answer these questions, two negative binomial regression models are estimated and compared
on a country-week panel covering 2015 to 2023. The baseline model uses only ACLED
conflict-history variables. The extended model adds three GDELT media variables: lagged
sentiment tone, the Goldstein scale, and media mention volume. Sentiment tone captures the
overall positivity or negativity of the reporting, the Goldstein scale reflects whether reported
events are more cooperative or conflictual, and mention volume measures how much
international media attention a country receives. Any difference in out-of-sample predictive
performance can therefore be attributed to the added media variables. A pooled model is used
because country-specific models are not feasible given the limits of the available data, although

this also means that some country-level variation is averaged out.

The remainder of this thesis is structured as follows. Section 2 reviews the relevant literature on
conflict forecasting, data sources, media attention, and the West African conflict context. Section
3 describes the data and methodology. Section 4 presents the results. Section 5 analyses and

discusses the findings, including limitations. Section 6 concludes.



2. Literature Review

Political violence, defined here as organised acts of violence by armed actors against other armed
actors or civilians, remains one of the most persistent sources of human suffering and economic
disruption in the developing world. In this thesis, the term refers specifically to the categories
used by ACLED, which distinguish direct acts of political violence from demonstrations and
strategic developments that do not involve physical harm. Throughout this review, the terms

political violence forecasting and conflict prediction are used interchangeably.

This literature review examines four areas relevant to the research question. Section 2.1 reviews
the development of conflict forecasting research and the growing emphasis on short-term
prediction. Section 2.2 discusses the main datasets used in forecasting studies, particularly
ACLED and GDELT. Section 2.3 examines the relationship between media attention and
political violence, while Section 2.4 outlines the West African conflict context examined in this

study.

2.1 Contflict Forecasting

The literature on conflict forecasting has evolved from broad explanations of civil war onset to
more short-term and data-driven approaches. Earlier work was mainly concerned with structural
risk factors such as inequality, regime type, demographic pressure, and environmental stress
(Atashbar, 2023). Studies in this tradition contributed a great deal to our understanding of why
conflict occurs, but they were less effective at telling us when and where violence would happen

in the short term. Structural variables tend to change slowly over time and therefore provide



limited information about when violence is likely to occur in the near future. Knowing that a
country has elevated structural risk over a ten-year horizon, for example, offers limited practical
value for humanitarian organisations or policymakers attempting to anticipate violence in the

coming weeks.

As aresult, the field has increasingly shifted from explanation toward short-term prediction. This
shift was made possible by improvements in data availability and computational methods.
Schrodt et al. (2013) provide an overview of the broader development of inductive statistical and
computational methodologies applied to the forecasting of political violence since the 1950s,
tracing a progression from relatively simple regression models to increasingly flexible machine

learning (ML) methods.

Early forecasting models relied primarily on conventional statistical approaches, predicting the
onset or recurrence of conflict from a relatively small set of theoretically motivated variables.
Hegre et al. (2013) for instance developed a dynamic multinomial logistic model capable of
simulating armed conflict trajectories up to 2050, while Ward et al. (2013) built a hierarchical
mixed-effects model to predict country-level conflict six months into the future. These
contributions established that statistical forecasting of political violence was not only

theoretically conceivable but empirically viable.

Machine learning methods subsequently demonstrated that predictive accuracy could be
improved further still. Muchlinski et al. (2016) found that random forests substantially

outperformed logistic regression for civil war onset prediction, while Schellens & Belyazid



(2020) similarly reported stronger performance for violent conflict forecasting using
ensemble-based methods. This was subsequently followed by the implementation of deep neural
networks, although these do not consistently outperform simpler alternatives (Blair et al., 2015)
Musumba et al. (2021) likewise shows that predictive accuracy depends strongly on model

choice, with ensemble methods often producing the strongest overall performance.

A major advantage of machine learning methods is their ability to capture nonlinear relationships
and complex interactions between predictors without imposing strong assumptions about the
underlying data-generating process (Schrodt et al., 2013). However, this flexibility also
introduces risks of overfitting, especially in conflict datasets where observations are limited and
structural breaks are common. Several authors therefore emphasise the importance of evaluating
forecasting models on genuinely unseen future data rather than relying solely on in-sample fit

(Colaresi & Mahmood, 2017).

Furthermore, predictor selection varies considerably across conflict forecasting studies. Some
models include large sets of theoretically motivated structural indicators, such as economic
inequality, regime type, and food production, that are theoretically significant and useful for
understanding why conflict occurs (Schellens & Belyazid, 2020). Others take a more empirical
approach, selecting whichever subset of variables most improves out-of-sample predictive

performance (Korkmaz et al., 2015).

Despite substantial variation in model type and predictor selection, one finding remains

remarkably consistent across the forecasting literature: political violence is temporally persistent.



Areas that recently experienced political violence are significantly more likely to experience
further violence in the near future, meaning lagged conflict indicators often emerge among the
strongest predictors across model specifications (Redl & Hlatshwayo, 2021). Consequently,
many forecasting studies rely heavily on autoregressive specifications based on recent conflict

history.

This dominance of autoregressive conflict-history variables creates an important challenge for
alternative data sources. For a new variable to justify its inclusion, it must demonstrably improve
forecasts beyond what lagged conflict indicators alone can already explain. Whether
international media attention provides such additional predictive value in the West African

context is the central question addressed in this thesis.

2.2 Data Sources for Conflict Prediction

Advances in conflict forecasting have been closely tied to improvements in data availability. Two
databases dominate much of the empirical conflict forecasting literature: the Armed Conflict
Location and Event Data Project (ACLED) and the Uppsala Conflict Data Program
Georeferenced Event Dataset (UCDP-GED). Both record individual conflict events with precise
geographic coordinates and timestamps, allowing researchers to model violence at relatively fine

and spatial scales.

However, the two datasets differ substantially in scope and coding philosophy. UCDP-GED is
restricted to organised violence that results in at least one fatality and is linked to predefined

"conflict dyads”. Events are only included once violence surpasses a threshold of twenty-five



battle-related deaths annually, meaning the dataset focuses primarily on established armed
conflicts (Sundberg & Melander, 2013). ACLED, by contrast, captures a much broader spectrum
of political disorder by focusing on the act itself rather than the death toll. Its criteria require only
the involvement of at least one organized group, ranging from state forces and rebels to
community militias, acting with a political objective, such as contesting authority. Furthermore,
ACLED documentation extends to non-violent political acts by including any reported protest or

riot involving more than three people, regardless of the stated cause (Raleigh & Kishi, 2025).

ACLED’s broader scope makes it particularly valuable for short-term forecasting applications.
Smaller non-fatal incidents may serve as early warning signs of escalation before violence
becomes severe enough to meet UCDP’s inclusion thresholds. Musumba et al. (2021), for
example, argue that high-resolution conflict event data can improve forecasting precisely

because they capture the gradual evolution of instability rather than only large-scale outbreaks.

Another key distinction lies in data collection methodology. ACLED relies on trained researchers
who systematically review and triangulate reports from local, national, and international media,
NGOs, and partners in over 100 languages (Methodology | ACLED, 2025). This human-coded
approach prioritises disaggregated event detail, including specific actors, event types, and
geographic coordinates. Unlike other datasets, such as the Global Terrorism Database (GTD),
which focuses narrowly on terrorism by non-state actors, ACLED captures the broader range of
political violence, including state-led extrajudicial violence and militia activity. By integrating

information from diverse and often local sources, ACLED provides a high-resolution view of
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political instability, ensuring that even relatively small-scale incidents are systematically

documented.

This study therefore draws on ACLED as its baseline measure of political violence. Because the
objective is short-term forecasting rather than the study of long-term war onset alone, capturing

smaller-scale and non-fatal forms of violence is analytically important.

Alongside conflict event datasets, researchers increasingly use large-scale media databases to
capture broader informational and political environments surrounding conflict. One of the most
widely used sources is the Global Database of Events, Language, and Tone (GDELT). GDELT is
an automated, machine-coded project that monitors nearly every corner of the global news
media, including print, broadcast, and web sources in over 100 languages (Hong et al., 2025).

In contrast to the researcher-led coding of ACLED, GDELT uses automated natural language
processing to transform unstructured new text into structured data based on the Conflict and
Mediation Event Observations (CAMEQO) framework (Osorio et al., 2019). Two measures
derived from GDELT are particularly relevant for conflict forecasting: Average Tone, which
captures the sentiment of media coverage, and the Goldstein scale, which captures the conflictual

or cooperative nature of reported events.

The potential complementarity of ACLED and GDELT has attracted growing attention within
conflict forecasting research. While ACLED records directly observed conflict events, GDELT
captures patterns in international media coverage surrounding those events. The two datasets

therefore provide different types of information about political instability. Combining conflict

11



event data with media-derived variables may allow forecasting models to capture not only
realised violence, but also broader shifts in political tension and international attention (Macis et
al., 2024). Similar arguments appear in wider civil unrest forecasting research, where combining
multiple data sources often improves predictive performance compared to relying on a single

source alone (Korkmaz et al., 2015).

However, GDELT also introduces important limitations. Because the dataset relies on automated
coding rather than human verification, it is more vulnerable to noise, duplicate reporting, and
coding inconsistencies (Hoffmann et al., 2022). Media attention is also unevenly distributed
across conflicts, with highly visible or strategically important conflicts generally receiving
substantially greater international coverage than lower-intensity conflicts (Gilboa et al., 2016).
This uneven reporting environment raises a meaningful question for forecasting research:

whether media-derived indicators perform consistently across contexts.

2.3 Media Attention and Conflict

A growing body of research examines whether media attention itself can function as an early
indicator of political violence. The underlying argument is relatively straightforward: as tensions
increase within a country, international reporting often intensifies and the tone of coverage
becomes more negative. If these changes occur before violence fully escalates, media indicators

may contain predictive information beyond what conflict event data alone captures.

Several studies provide empirical support for this idea. Chadefaux (2014) found that explicit

signals of political tension tend to emerge more frequently in news articles prior to interstate

12



conflict outbreaks. Mueller and Rauh (2018) extended this line of work by applying topic
modelling techniques to millions of newspaper articles and demonstrated that media content
could forecast conflict risk months in advance. More recently, Voukelatou et al. (2022) showed
that GDELT-derived measures correlate with subsequent changes in peace and security indices
across countries. These findings suggest that the information environment captured by media
data contains signals about conflict risk that are at least partially independent of what conflict

event databases record.

However, the relationship between media coverage and political conflict is not straightforward.
A central methodological challenge is reverse causality: conflict itself generates media attention.
Increased violence may therefore produce more negative reporting rather than negative reporting
independently predicting future violence (Chadefaux & Schincariol, 2025). This problem is
particularly important when media variables and conflict outcomes are measured
contemporaneously. One common strategy for addressing this issue is temporal lagging. By
using media indicators from previous weeks to predict future violence, forecasting models
reduce the risk of directly capturing reactions to the same conflict events being predicted.

A further complication is that media coverage is distributed unevenly across countries and
conflict types. International news sources tend to focus on conflicts with high geopolitical
salience. Meanwhile lower-intensity conflicts in marginalised regions receive comparatively less
attention (Segev, 2014). This creates the possibility that media-derived variables may perform
differently across countries depending on the visibility and international prominence of the

conflict environment.
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This possibility is particularly relevant in the West African context, where the countries
examined in this study differ substantially in both conflict intensity and international media

visibility.

2.4 West Africa as an Empirical Context

West Africa has experienced a dramatic deterioration in security over the past decade, making it
one of the most conflict-affected regions in the world. While political violence declined in North
Africa following the Arab Spring, it reached record levels across the Sahel throughout the 2010s
and early 2020s (Dowd & Raleigh, 2013). The region’s conflicts are not isolated national events,

but are shaped by cross-border dynamics, shared armed groups, and spillover effects.

The three Sahel countries in this study — Mali, Burkina Faso, and Niger — share the most
structurally similar conflict environment in the sample. All three have been engulfed by an
entrenched jihadist insurgency driven primarily by Jama’at Nusrat al-Islam wal-Muslimin
(JNIM) and the Islamic State Sahel Province, whose activity has expanded across borders over
the study period (Kim & Kim, 2024). INIM operates across the Mali-Burkina Faso border region
in particular, where actor overlap and spillover violence are common. Both Mali and Burkina
Faso also experienced military coups of significant impact during the study period (Thurston,
2024). Niger faces similar jihadist pressure, although violence is additionally influenced by

cross-border activity from both the Mali-based and Nigeria-Sahel spillover routes.

Nigeria represents a fundamentally different conflict landscape, both in intensity and complexity.

It is the most conflict-intensive country in the sample, with violence spanning multiple distinct

14



theatres, including the Boko Haram insurgency and ISWAP in the northeast, farmer-herder
violence in the north-central region, and separatist agitation in the southeast (Egobueze, 2021).
This diversity of actors and conflict types means Nigeria also receives substantially more

international media attention than any other country in the sample.

By contrast, Ghana has remained relatively stable throughout the period, experiencing low levels
of political violence and limited international conflict coverage (Korotayev et al., 2023). Its
inclusion in the sample provides a useful baseline against which the high conflict-intensity

countries can be compared.

This variation makes the five-country sample analytically valuable for the research question. The
sample combines structurally similar Sahel insurgency environments with a high-intensity
multi-theatre conflict setting and a stable control case. This heterogeneity is particularly relevant
for evaluating whether media-derived indicators capture conflict dynamics consistently across
contexts or whether their usefulness depends on levels of conflict intensity and international

media visibility.
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3. Methodology

3.1 Research Design

This study uses a quantitative predictive design. Two nested negative binomial regression models
are estimated and compared: a baseline model using only conflict-history variables derived from
ACLED, and an extended model that adds three media-derived variables from GDELT. Because
the extended model contains all baseline predictors plus the additional GDELT variables, any
change in out-of-sample predictive performance can be attributed to the media indicators rather

than to a change in model form.

The unit of analysis is the country-week. A balanced panel of five West African countries is
constructed: Mali, Burkina Faso, Niger, Nigeria, and Ghana, covering January 2015 to December
2023. This produces a panel of 469 weeks per country and 2,345 country-week observations in

total.

All preprocessing and model estimation were carried out in Python using pandas, numpy,

statsmodels, and scikit-learn, which is noted here for reproducibility.

3.2 Data

3.2.1 ACLED

Conflict data are drawn from the Armed Conflict Location and Event Data Project (ACLED),

which records individual political violence events with information on actors, event types,
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location, and timing (Raleigh et al., 2010). The raw export covers all of Africa at the sub-national

administrative region level.

Three filtering steps are applied. First, observations are restricted to the five target countries and
the 2015-2023 time window. Second, only events classified under the ACLED disorder type
Political Violence are retained, which covers battles, explosions and remote violence, and
violence against civilians. Demonstrations and strategic developments are excluded as they do
not involve direct physical harm. Third, event counts are aggregated to the country-week level by
summing across all regions within each country-week. Before aggregation, all dates are snapped
to the Monday of their ISO week so that ACLED and GDELT share a common weekly time

index.

Because ACLED records only weeks in which events occur, peaceful weeks do not appear in the
raw data. A complete country-week skeleton is constructed as a grid of all five countries crossed
with all 469 calendar weeks. The aggregated data are left-merged onto this skeleton and missing
weeks are filled with zero, ensuring that peaceful periods are explicitly represented rather than
treated as missing data. This step is necessary because the lagged features computed later would

otherwise skip peaceful weeks and produce incorrect values.

Table 1 shows descriptive statistics for the outcome variable by country, illustrating the

substantial variation in conflict intensity across the sample.

Table 1. Descriptive statistics for weekly ACLED political violence events by country, 2015-2023.
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Country Mean Median Max Peaceful weeks
events/week (%)

Nigeria 41.1 34 102 0.0

Mali 14.7 13 52 24

Burkina Faso 13.7 10 63 17.5

Niger 5.0 4 23 18.6

Ghana 2.0 1 11 27.8

3.2.2 GDELT

Media variables are drawn from the Global Database of Events, Language, and Tone (GDELT),
which monitors global news coverage and applies automated coding using the CAMEO event
framework (Leetaru & Schrodt, 2013). The dataset was retrieved as a country-week aggregation

from Google BigQuery, covering the same five countries and time window as the ACLED data.

Three variables are used as predictors. AVG_TONE measures the average sentiment of all news
coverage about a country in a given week, with more negative values indicating more conflictual
coverage. AVG_GOLDSTEIN records the average Goldstein scale score of coded events,
ranging from -10 (maximally conflictual) to +10 (maximally cooperative), and captures the type

of events being reported rather than sentiment alone. TOTAL MENTIONS records the total

18



volume of media mentions in a given country-week, serving as a proxy for the degree of

international attention.

A small number of formatting artefacts were present in the raw BigQuery export, specifically a
decimal point shift in AVG_TONE values and extra dot separators in AVG_GOLDSTEIN, and
were corrected during preprocessing. All variables were subsequently validated against their

documented domain ranges.

For weeks with missing observations, count variables are set to zero. Meanwhile, sentiment
variables are forward-filled within each country series, with any remaining gaps at the start of the
series filled with the country mean. Filling sentiment gaps with zero is avoided because it would

imply neutral coverage rather than missing data.

3.2.3 Merge

The processed ACLED and GDELT panels are merged on country and week using a left merge
that retains all ACLED rows. Any GDELT columns remaining missing after the merge are filled

with the country-level column mean.

3.3 Outcome Variable

The outcome variable for each forecast horizon /4 is the count of political violence events
recorded in country ¢ in week t+h, where & takes values of one, two, and four weeks. A separate

model is estimated for each forecast horizon using the same set of predictors.
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A count-based outcome is preferred over a binary indicator because it preserves variation in
conflict intensity. For early warning purposes, distinguishing between isolated incidents and

high-intensity weeks is substantively important.

3.4 Feature Engineering

All features are constructed within each country series using only information available up to

time ¢, ensuring that no future information enters the model.

Table 2 provides an overview of all predictors used in both models.

Table 2. Predictor variables of extended model.

Variable Type Description

events lagl—4 ACLED Event count 1-4 weeks before
prediction point

events ma4 ACLED 4-week rolling mean of event
counts

events_mag ACLED 8-week rolling mean of event
counts

events_std4 ACLED 4-week rolling standard
deviation

conflict weeks last8 ACLED Weeks with any conflict in

past 8 weeks

tone lagl GDELT Average news sentiment,
lagged 1 week

goldstein_lagl GDELT Average Goldstein scale
score, lagged 1 week

mentions_lagl GDELT Total media mention volume,
lagged 1 week

20



The ACLED predictors capture four aspects of recent conflict dynamics. Short-term variation is
represented by lagged event counts from one to four weeks prior. Medium-term levels are
captured using four-week and eight-week rolling means. Volatility is measured using the rolling
standard deviation over four weeks, while persistence is captured through the number of conflict

weeks observed in the past eight weeks.

It is acknowledged that individual lags and moving averages are all derived from the same
underlying event count series and are therefore correlated. VIF analysis confirmed high values
among several lag and moving average terms when the full candidate set was included (see
Appendix B). However, as Schrodt et al. (2013) and Korkmaz et al. (2015) note,
multicollinearity of this kind is expected in autoregressive conflict models and is acceptable
when the goal is predictive accuracy rather than causal estimation of individual coefficients.
Both model convergence and out-of-sample performance were verified, satisfying the conditions

under which the predictor set is defensible.

The three GDELT predictors enter the model as one-week lags of their raw values: tone lagl,
goldstein lagl, and mentions lagl. This reduces simultaneity between media coverage and
conflict events and reflects a realistic forecasting setting in which media information from the

previous week is available at prediction time.

All predictors are standardized prior to estimation to improve numerical stability and make

coefficient magnitudes comparable across variables.

3.5 Model Specification
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Both models are estimated using negative binomial regression, specifically the NB2

parameterisation. The NB2 model specifies the conditional mean and variance as:

T
E[yc,tlxc,t] - p'c,tf = exp(xc,t B)

Var(yC,t | xC,t) - IiC

where B is the vector of regression coefficients and o > 0 is the dispersion parameter. The log
link ensures predicted counts are strictly non-negative. When 0=0 the model reduces to Poisson

regression, and a significant positive a in the results confirms overdispersion.

The motivation for choosing NB2 over Poisson is empirical. A preliminary check found a
variance-to-mean ratio of approximately 25 across all country-weeks, far exceeding the Poisson
assumption. Under this degree of overdispersion, Poisson regression would produce severely
underestimated standard errors. The NB2 dispersion parameter explicitly accounts for this extra
variance, making it more appropriate for highly dispersed conflict-event data such as those used

in this study.

Although machine learning methods can perform well in conflict forecasting, they are not used
here because this study focuses on clearly comparing whether GDELT variables improve
predictions beyond conflict history alone. Using two nested regression models makes the effect

of the media variables easier to interpret within a relatively small country-week panel.
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Model estimation is performed using maximum likelihood. To improve numerical stability, the
optimisation routine first uses Newton-Raphson and then falls back to BFGS, L-BFGS, and
Nelder-Mead if needed. This is necessary because the strong correlation among several lagged
conflict predictors can occasionally produce convergence difficulties in autoregressive count

models.

3.6 Train-Test Split

A strict temporal split is used: models are trained on data from January 2015 to December 2021
and evaluated on held-out data from January 2022 to December 2023. This yields 1,825 training

observations and approximately 515 test observations per horizon.

Random cross-validation is not used, because the panel contains strong temporal dependence
through the lagged predictors. A random split would risk leaking future information into the
training data. The temporal split ensures that the models are evaluated on genuinely unseen

future observations, which is the relevant setting for forecasting.

The split date is also substantively useful because the test period includes the more turbulent
2022-2023 years. This allows the models to be assessed under conditions that are more difficult
than the training period, which is a stronger evaluation than in-sample performance would

provide.

3.7 Evaluation

Model performance is assessed using Root Mean Squared Error (RMSE) and Mean Absolute

Error (MAE), both computed on the test set and reported in original event-count units.
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RMSE places greater weight on large forecasting errors, particularly underestimation of conflict

spikes, while MAE provides a more robust measure of average predictive accuracy.

Model fit on the training data is additionally assessed using the Akaike Information Criterion
(AIC), which penalises model complexity. A lower AIC for the extended model despite three
additional parameters indicates that the GDELT variables improve fit beyond what would be

expected by chance.

3.8 Robustness Check

Nigeria is substantially more conflict-intensive than the other countries in the sample and

therefore has a disproportionate influence on aggregated error metrics.

To assess robustness, the models are re-estimated excluding Nigeria. This allows evaluation of

whether any improvement from GDELT is driven primarily by the high-intensity Nigerian case

or whether it also holds across lower-intensity Sahel countries.
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4. Results

This section reports test-set performance of the baseline and extended models. Section 4.1

presents pooled results across all five countries and three forecast horizons, directly addressing

the main research question. Section 4.2 breaks down performance by country at h=1. Section 4.3

presents the robustness check excluding Nigeria, addressing the sub-research question.

4.1 Pooled Model Comparison

Table 3 reports test-set RMSE and MAE for the baseline and extended models across all three

forecast horizons, alongside AIC values from the training period. Both RMSE and MAE are

reported in weekly event counts, so lower values indicate smaller forecasting errors, while lower

AIC values indicate better model fit after accounting for model complexity.

Table 3. Model comparison: test-set forecasting performance and training AIC.

Horizon | Base Ext Delta Base Ext Delta | AIC AIC Delta
RMSE [ RMSE | RMSE | MAE |(MAE | MAE | (base) (ext) AIC
h=1w [4583 2625 |[-19.58 ]20.97 [13.67 |-7.31 9972770 [9842.23 |-130.47
h=2w [46.54 |29.63 |-1691 |21.65 14.95 |-6.70 10126.87 | 10027.12 | -99.74
h=4w [47.58 [30.09 |-17.49 |21.96 |14.98 |[-6.98 10195.83 [ 10103.82 | -92.01
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Across all three forecast horizons, the extended model performs better than the baseline. At the
one-week horizon, RMSE decreases from 45.83 to 26.25, while MAE decreases from 20.97 to

13.67. Comparable reductions are observed at the two-week and four-week horizons.

The AIC comparison on training data confirms this finding. At h=1, the extended model
produces an AIC of 9842.23, compared to 9972.70 for baseline, a reduction of 130 points.

Despite the additional parameters, the lower AIC indicates improved model fit.

Figure 1 summarises the comparison in terms of RMSE and MAE across horizons.

I Baseline B Extended
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Figure 1. Test-set RMSE and MAE across forecast horizons for the baseline and extended models.

These results indicate that the inclusion of GDELT variables is associated with lower forecast

error across all tested horizons.
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4.2 Country-level Heterogeneity

Table 4 reports per-country test-set RMSE at h=1 for both models, alongside each country’s

mean weekly event count as context for the scale of prediction errors.

Table 4. Country-level test-set RMSE at the one-week forecast horizon.

Country Mean Base RMSE Ext RMSE Delta
events/week

Nigeria 41.1 100.9 55.6 -45.3

Burkina Faso 13.7 13.3 13.1 -0.2

Mali 14.7 10.7 12.2 +1.5

Niger 5.0 4.3 53 +1.0

Ghana 2.0 3.5 3.1 -0.5

The pooled improvement is not evenly distributed across countries. The largest reduction in
RMSE is observed for Nigeria, where the error decreases from 100.9 to 55.6 events per week.
For Burkina Faso and Ghana, changes are small. For Mali and Niger, the extended model

performs slightly worse than the baseline.

Figure 2 reports the change in RMSE for each country at the one-week forecast horizon.

27



@® Baseline ® Extended

Mali A @® +15

Niger{ @ +1.0

Burkina Faso ® 02

Ghana{ @ -0.5

Nigeria - [ ] ® 453

0 20 40 60 80 1(‘)0
RMSE (events/week)

Figure 2. Change in RMSE by country at the one-week forecast horizon.

Figure 3 visualizes observed and predicted conflict dynamics during the 2022-2023 test period.
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Figure 3. Observed and predicted conflict during the test period using the baseline and extended model at

h=1.

The difference between models is most pronounced in Nigeria, while patterns for the remaining
countries remain comparatively similar across specifications. Figure 3 also shows that lower
aggregate RMSE values do not necessarily imply a close visual fit in every week, especially for
lower-intensity countries where small absolute errors can still represent meaningful deviations
from observed patterns. The metrics should therefore be interpreted primarily as comparative
measures of whether the extended model improves on the baseline under the same evaluation

conditions.

4.3 Robustness Check

Table 5 reports per-country RMSE at h=1 for the four-country sample excluding Nigeria.

Table 5. Country-level RMSE after excluding Nigeria from the pooled sample.

Country Base RMSE Ext RMSE Delta % change
Burkina Faso 58.7 46.4 -12.3 -21.0%
Mali 27.6 18.6 -9.0 -32.6%
Niger 4.4 4.9 +0.5 +11.4%
Ghana 2.8 2.7 -0.1 -3.6%
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When Nigeria is excluded, the results change for some countries. Burkina Faso and Mali show
clear improvements in forecast accuracy under the extended model. Niger and Ghana remain

largely unchanged.

Figure 4 compares RMSE changes in the full sample and in the sample excluding Nigeria.
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Figure 4. Change in RMSE with and without Nigeria included in the pooled sample. Negative values

indicate improved predictive performance.

The exclusion of Nigeria is associated with larger improvements for Mali and Burkina Faso than

in the original pooled model.
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5. Analysis and Discussion

The results show that adding GDELT variables improves predictive performance across all
forecast horizons in the pooled model. However, the improvement is not evenly distributed
across countries. Nigeria accounts for most of the overall performance gain, while the effects for
Mali, Burkina Faso, Niger, and Ghana are considerably smaller. Once Nigeria is removed from

the sample, the pattern changes again, particularly for Mali and Burkina Faso.

These findings raise two broader questions. First, why do media variables appear to improve
prediction much more strongly in some countries than others? Second, what do the results imply
for the use of pooled forecasting models across highly different conflict environments? This
section discusses both questions in relation to the existing literature and reflects on the main

limitations of the study.

5.1 Does GDELT Improve Conflict Prediction?

The pooled results provide a relatively clear answer to the main research question. Across all
three forecast horizons, the extended model produces lower RMSE and MAE values than the
baseline model. The improvement is strongest at the one-week horizon, but remains visible at the
two- and four-week horizons as well. In addition, the lower AIC values suggest that the

improvement cannot simply be explained by the inclusion of additional predictors.

This finding is broadly consistent with earlier research arguing that media data may contain

information about rising instability before violence is fully reflected in conflict-event datasets
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(Chadefaux, 2014; Mueller & Rauh, 2018; Voukelatou et al., 2022). In this study, the GDELT
variables appear to capture part of the broader informational environment surrounding conflict

escalation, rather than only the violence already recorded by ACLED.

The direction of the GDELT coefficients also aligns with theoretical expectations (see Appendix
C). More negative media tone and more conflictual Goldstein scores are associated with higher
levels of future political violence, while increases in media attention volume are likewise linked
to higher subsequent conflict counts. This pattern strengthens the argument that international

reporting may function as an early warning signal under some conditions.

At the same time, the pooled findings mask substantial differences between countries. The
improvement from adding GDELT variables is far from uniform across the sample, and much of
the aggregate effect is driven by Nigeria. The next subsection examines this variation in more

detail.

5.2 Media Coverage Volume and the Nigeria Finding

The strongest improvements are observed for Nigeria. RMSE decreases by more than 45 events
per week at the one-week horizon, far larger than for any other country in the sample. In the
pooled model, this means that Nigeria has a disproportionate effect on both the estimated

coefficients and the overall forecast error.

One likely explanation is the much greater volume of international media coverage focused on

Nigeria. As discussed in Sections 2.2 and 2.3, GDELT is only as informative as the news
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coverage it can extract. Nigeria receives much denser international coverage than the Sahel
countries, and Hong et al. (2025) even identifies it as one of the most heavily represented
countries in GDELT event reporting globally. The descriptive statistics in Section 3.2.1 show a
similar pattern on the conflict side: Nigeria averages 41.1 ACLED events per week, compared
with 14.7 in Mali, 13.7 in Burkina Faso, 5.0 in Niger, and 2.0 in Ghana. In practical terms, this
creates a much stronger and more continuous media-conflict signal for Nigeria than for the other

countries in the sample.

This is important because, as discussed in Section 2.3, media-derived indicators are expected to
perform more effectively in conflicts that receive consistent international attention. Research also
suggests that automated coding on GDELT can inflate apparent conflict activity in media-rich
countries, meaning the relationship between GDELT metrics and actual violence tends to become
stronger and more stable where reporting density is high (Raleigh & Kishi, 2025). In the
Nigerian case, this appears to work in the model’s favour: the tone and volume variables seem to
carry genuine leading information about conflict dynamics. For lower-coverage Sahel countries,

the same variables likely operate as noisier proxies for underlying instability.

The Nigerian conflict environment may also be particularly well suited to media-based
forecasting. Section 2.4 highlighted that Nigeria differs structurally from Mali, Burkina Faso,
and Niger because violence occurs across several overlapping conflict theatres rather than a
single dominant insurgency. These include Boko Haram and ISWAP activity in the northeast,
farmer-herder violence in the Middle Belt, and separatist unrest in the southeast (Egobueze,

2021). This diversity of actors and conflict types likely produces a broader and more continuous
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stream of international reporting, giving GDELT’s tone and volume measures greater predictive
leverage than in countries where violence is more geographically concentrated or internationally

underreported.

The robustness check further suggests that the Nigeria finding is partly a modelling issue rather
than only a country-specific one. Once Nigeria is excluded from the pooled model, Mali and
Burkina Faso both show substantially larger improvements under the extended specification.
RMSE falls by 9.0 events per week for Mali and by 12.3 for Burkina Faso. These are the same
two countries that showed near-zero or slightly negative GDELT deltas in the original
five-country model. This reversal is unlikely to be coincidental. As discussed in Section 2.4,
Mali and Burkina Faso share the most structurally similar conflict environment in the sample,
both experiencing entrenched jihadist insurgency involving overlapping actors, primarily JNIM,
operating across their shared border region (Kim & Kim, 2024). It is therefore plausible that
international reporting captures a shared regional escalation dynamic that becomes more visible
to the model once Nigeria’s much larger conflict patterns no longer dominate coefficient

estimation.

The absence of similarly large improvements for Niger and Ghana is also consistent with this
interpretation. Ghana experiences very low overall levels of political violence, meaning there is
comparatively little variation for the model to predict in the first place. Niger, meanwhile,
occupies an intermediate position: conflict levels are higher than in Ghana, but international

media visibility remains substantially lower than in Nigeria and somewhat lower than in Mali
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and Burkina Faso. As a result, the GDELT variables may simply contain less stable predictive

information for these two cases.

The structural explanation lies in how pooled coefficient estimation operates statistically. In a
pooled model, coefficients are estimated jointly across all observations in order to minimise
overall prediction error. When one country’s event counts are several times larger than those of
the others, its conflict dynamics exert disproportionate influence on the fitted relationships. The
GDELT coefficients that best predict Nigeria’s patterns therefore shape the model more strongly
than the relationships present in Mali or Burkina Faso. Once Nigeria is removed, the model
becomes more responsive to the conflict dynamics of the Sahel countries themselves, allowing

the underlying media signal to emerge more clearly.

This has a broader implication for conflict forecasting research. Pooled models that combine
countries with highly different conflict intensities and media environments should be interpreted
cautiously, because dominant cases can suppress meaningful country-level variation. In this
study, the usefulness of media-derived indicators appears to depend not only on conflict
dynamics themselves, but also on the visibility of those conflicts within international reporting

systems.

5.3 Horizon Consistency

The improvement from adding GDELT variables is consistent across all three forecast horizons,
with RMSE reductions of 43, 36, and 37 percent at h=1, h=2, and h=4 respectively. This suggests

the added value of media attention does not erode as the prediction window extends.
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International news coverage appears to carry predictive information about conflict that remains
relevant beyond the immediate short term, which strengthens the case for including media

variables in conflict forecasting models regardless of the forecast horizon of interest.

5.4 Limitations

This study has a number of limitations that should be acknowledged.

The most important limitation is the use of a pooled model with shared coefficients across all
five countries. Country-specific models would allow the relationship between media variables
and conflict to vary across contexts, which the results suggest would be more appropriate.
However, with only 365 training observations per country, negative binomial models produced
degenerate fits for Mali and Niger, making this approach infeasible within the scope of this
study. Future research with longer time series would be better positioned to estimate reliable

country-specific models.

Second, GDELT relies on automated natural language processing to code events from global
news sources, which introduces noise particularly for lower-coverage countries where fewer
articles are processed each week (Leetaru & Schrodt, 2013). More targeted regional media
sources or qualitative contextual analysis might produce cleaner signals for Mali, Burkina Faso,

and Niger than GDELT’s global aggregation provides.
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Third, this study focuses exclusively on political violence as defined by ACLED, excluding
demonstrations and strategic developments. The findings therefore do not generalise to broader
measures of instability, and whether GDELT improves forecasting of other conflict types remains

an open question.

Fourth, the evaluation in this study is primarily comparative, focusing on whether adding
GDELT improves predictive performance relative to a baseline model rather than on interpreting
the absolute magnitude of forecast errors. For this reason, RMSE and MAE are used as
consistent evaluation metrics across models, countries, and forecast horizons. Alternative
measures such as MAPE were considered for interpretability, but were not implemented due to

time constraints and the focus of the study.

Finally, the nested model comparison answers the main research question cleanly but cannot
fully explain which aspects of the media signal matter most in each country's context. Isolating
the relative contribution of tone, volume, and event type would require the country-specific
modelling that sample size does not currently support, and represents a natural direction for

further research.
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6. Conclusion

This thesis set out to test whether international media attention improves short-term forecasts of
political violence in West Africa. Overall, the results suggest that it does. Across all forecast
horizons, the model that includes GDELT variables performs better than the baseline model

based only on conflict history.

The findings also show, however, that this improvement is not evenly distributed across the
sample. Nigeria drives most of the pooled gain, which is likely related to its much higher conflict
intensity and stronger international media presence. Once Nigeria is removed, the media
variables become more informative for Mali and Burkina Faso as well, suggesting that pooled
models can hide important country-level variation. The results therefore support the idea that
media coverage contains useful predictive information, but only under certain conditions.
GDELT appears most valuable where conflicts are both intense and widely reported. This makes

media attention a useful complement to conflict-history data, but not a replacement for it.

More broadly, this study highlights how conflict forecasting increasingly sits at the intersection
of political science, computational social science, and media analysis. The findings suggest that
forecasting performance depends not only on conflict dynamics themselves, but also on how
those conflicts are represented within global information systems. Future research could
therefore benefit from combining quantitative forecasting models with more region-specific
media analysis or qualitative contextual approaches, particularly for lower-visibility conflicts that

remain underrepresented in international reporting.
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Data and Code Availability

The preprocessing pipeline, feature engineering, model estimation, and evaluation notebooks

used in this study, along with the datasets, are openly available at:

https://github.com/faizaOM27/thesis-forecasting-political-violence-ACLED-GDELT.git

The repository is organised across six Jupyter notebooks corresponding to the sequential stages

of the analysis.
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Appendices

Appendix A - Descriptive ACLED Plot

Weekly Political Violence Events by Country (ACLED, 2015-2023)
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Figure Al. Weekly ACLED political violence events by country, 2015—2023.
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Appendix B - VIF Multicollinearity Checks

VIF — Baseline predictor set (h=1 training data):
h=1: train=1825 rows (2015-81-85 -» 2821-12-27), test=515 rows (2022-81-83 - 2023-12-18), predictors=38

VIF

events_ma4 886.83

events_lagl 68.29

events_lag2 63.41

events_ma8 62.89

events_lag3 61.26

events_lagd 59.23

events_std4 2.57

conflict_weeks_last8 .34

Note: VIF > 1@ for ['events_ma4', 'events_lagl', 'events_lag2', 'events_ma8', 'events_lag3', 'events_lag4'].
This is expected among lag/MA terms derived from the same series.
The model converges and performs well — goal of model is overall performance, not individual predictor significance.

Figure Bl. Variance Inflation Factor (VIF) results for the baseline model.

VIF — Extended predictor set (h=1 training data):
h=1: train=1825 rows (2015-81-85 -+ 2821-12-27), test=515 rows (20622-81-83 - 2023-12-18), predictors=11

VIF

events_ma4 901.73

events_lagl 69.44

events_lag2 64.16

events_ma8 63.00

events_lag3 62.26

events_lag4 60.18

goldstein_lagl .75

events_std4 .63

tone_lagl .62

conflict_weeks_last8 .45

mentions_lagl .23

GDELT predictor VIFs (should all be < 5):
VIF

tone_lagl
goldstein_lagl
mentions_lagl

Figure B2. Variance Inflation Factor (VIF) results for the extended model.
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Appendix C - Coefficient Plot

Coefficients are estimated on the pooled five-country training sample (2015-2021) and shown
with 95% confidence intervals. Predictors are standardised, allowing coefficient magnitudes to
be compared directly. GDELT variables are shown in red and ACLED variables in blue.
Significance stars indicate p < 0.05 (*), p < 0.01 (**), and p <0.001 (***).
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Figure C1. Standardised coefficients of the extended negative binomial model at the one-week forecast
horizon.
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