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Abstract
Zero-shot voice cloning has rapidly advanced in recent years, enabling the synthesis of highly real-
istic speech from minimal reference audio. Such systems offer significant potential for applications
ranging from personalized virtual assistants to assistive technologies for individuals with speech im-
pairments. However, while short-form voice cloning has been extensively studied, questions remain
about how little reference data is sufficient to enable high-quality, long-form speech synthesis that
preserves a new speaker’s identity. This thesis investigates this question by systematically evaluat-
ing the performance of XTTS-v2, an open-source zero-shot text-to-speech (TTS) model, on extended
speech generation tasks.

The study focuses on determining the minimal reference audio duration required for XTTS-v2
to produce 1-minute speech segments that are both natural and stable in speaker identity. Six refer-
ence durations were tested (1, 3, 6, 10, 20, and 40 seconds), with both objective metrics, Speaker
Embedding Cosine Similarity (SECS), Mel Cepstral Distortion (MCD) and subjective ratings, Mean
Opinion Score for Naturalness (MOS-N), and Speaker Similarity (S-MOS) used to evaluate per-
formance. In addition, a user survey was conducted to assess public perceptions of voice cloning
technology and related ethical concerns.

The experimental results demonstrate that XTTS-v2 can achieve high-fidelity voice cloning with
as little as 6–10 seconds of reference audio. Significant improvements in speaker similarity and nat-
uralness were observed when increasing reference duration from 1 to 10 seconds, with diminishing
returns beyond 20 seconds. The system successfully generated coherent and stable 1-minute utter-
ances without noticeable drift in speaker identity or prosody. The evaluation also revealed minor
voice-dependent differences; in this study, the male speaker required slightly less data to achieve op-
timal results compared to the female speaker, highlighting that individual voice characteristics can
influence cloning performance.

Importantly, the survey findings indicate substantial public interest in voice cloning for beneficial
applications, such as voice recovery, while also revealing widespread concerns about privacy, secu-
rity, and misuse. The majority of respondents emphasized the need for ethical safeguards, including
consent frameworks and technical measures such as watermarking.

Overall, this thesis provides practical guidelines for the efficient use of reference audio in zero-
shot voice cloning and highlights key ethical considerations for future system deployment. The
results suggest that modern TTS models like XTTS-v2 are capable of generating high-quality long-
form speech with minimal data, paving the way for broader adoption while underscoring the need
for responsible and transparent practices.

Keywords: Zero-shot voice cloning, text-to-speech (TTS), XTTS-v2, reference audio duration,
long-form speech synthesis.
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1 Introduction
Voice cloning technology has rapidly progressed into widespread use, with applications ranging
from personalized virtual assistants to therapeutic tools for individuals with speech impairments. A
person’s voice is a fundamental element of identity and social connection (Brady, Kelly, Godwin,
Enderby, & Campbell, 2016). Replicating a voice convincingly with artificial intelligence holds
significant personal and social value (Casanova et al., 2023; Jia et al., 2019). Preserving an authentic
voice can strengthen social engagement and reinforce personal identity (Kim, Kong, & Son, 2021;
Lei et al., 2024). Despite significant advances in text-to-speech (TTS) systems and voice cloning
technologies (C. Wang et al., 2023), producing high-quality long-form speech using minimal speaker
data remains a difficult task (Gorodetskii & Ozhiganov, 2022).

Many current methods successfully clone voices for short utterances but struggle to maintain
speaker identity and naturalness across extended speech when only a brief audio sample is avail-
able (Lei et al., 2024). Typical problems include mispronunciations, monotonous prosody, and
“voice drift”, where the synthetic voice gradually moves away from the characteristics of the original
speaker (Gorodetskii & Ozhiganov, 2022).

The emphasis on long-form speech synthesis (approximately 1 minute) in this research is mo-
tivated by several practical and technical considerations. First, real-world applications of voice
cloning technology often require extended speech generation beyond brief utterances. For instance,
audiobook narration, virtual assistant interactions, and therapeutic speech replacement tools typi-
cally involve continuous speech lasting several minutes or longer. Second, extended speech synthe-
sis presents increasing challenges for maintaining speaker identity consistency, as noted in existing
literature Gorodetskii and Ozhiganov (2022); Lei et al. (2024). This study examines 1-minute speech
synthesis as a challenging test case for evaluating long-form voice cloning capabilities. Third, pre-
vious research has demonstrated that voice quality degradation and speaker drift become more pro-
nounced in longer speech segments, yet limited systematic investigation has been conducted on the
optimal reference audio duration needed to maintain quality across extended synthesis Gorodetskii
and Ozhiganov (2022); Lei et al. (2024).

This research evaluates the XTTS-v2 model Coqui AI (2023), an open-source system designed
for zero-shot voice cloning, to assess its ability to produce approximately 1 minute of high-fidelity
speech from minimal reference audio. XTTS-v2 represents a state-of-the-art generative TTS archi-
tecture built for zero-shot voice cloning, enabling speech synthesis in a new speaker’s voice without
requiring model retraining (Coqui AI, 2023). By conditioning the model on a minimal audio sample,
XTTS-v2 aims to generate extended speech segments while preserving the speaker’s characteristics.

The specific duration thresholds examined in this study (1 second, 3 seconds, 6 seconds, 20
seconds, and 40 seconds) are selected based on both theoretical considerations, model-specific rec-
ommendations, and practical constraints in voice cloning applications. The 1-second threshold rep-
resents an extreme case to verify if the most limited data can generate high-quality long-form audio,
pushing the boundaries of what is technically feasible with minimal reference material. The 3-
second threshold is chosen based on the suggested audio length for VALL-E, another prominent
zero-shot synthesis model, making it a relevant benchmark for comparison across different voice
cloning architectures (C. Wang et al., 2023). The 6-second threshold follows the recommended ref-
erence duration specifically for XTTS-v2, representing the optimal input length as suggested by the
model developers (Coqui AI, 2023). The 20-second threshold reflects a practical upper bound for
reference audio in many real-world settings, such as voice messages, brief personal recordings, or
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archived speech samples. Previous work in voice cloning demonstrates that short speech segments,
typically between 5 and 20 seconds, can provide sufficient speaker-specific information to enable the
generation of synthetic speech with recognizable speaker identity. Arik, Chen, Peng, Ping, and Zhou
(2018) showed that neural voice cloning models can produce perceptually convincing speech with
only a few seconds of target speaker data, with improvements observed as the reference duration ap-
proaches 20 seconds. Similarly, Casanova et al. (2023) reported that YourTTS can perform effective
zero-shot voice cloning using short reference recordings, with increasing reference duration up to
approximately 20 seconds contributing to improved stability and fidelity of speaker representation.
The 40-second threshold is included to assess whether providing substantially more reference audio
yields further improvements in synthesis quality, or if diminishing returns are observed beyond the
commonly recommended durations.

Although XTTS-v2 shows strong performance, generating longer speech (1-minute) from very
limited speaker data remains challenging due to potential degradation in speaker similarity and nat-
uralness over time (Gorodetskii & Ozhiganov, 2022; Lei et al., 2024). This study addresses these
challenges by examining the minimal amount of reference audio needed for XTTS-v2 to produce
consistent and high-quality synthetic speech of approximately 1 minute. The analysis includes eval-
uating how reference audio duration and quality affect synthesis performance. These findings aim
to contribute to the improvement of long-form, zero-shot voice cloning techniques and support the
development of more robust personalized speech synthesis systems.

1.1 Research Questions and Hypotheses
In light of the preceding discussion, this research addresses the following question:

[What is the minimal duration of reference audio required for XTTS-v2 to synthe-
size high-quality, 1-minute speech segments that reliably maintain a new speaker’s
voice identity? Specifically, can listeners perceive synthesized speech as matching
the original speaker when generated from only a few seconds of reference audio?]

From this primary question, derived into two main hypotheses:
Hypothesis 1: XTTS-v2 is expected to synthesize approximately 1-minute of speech that closely

resembles the target speaker using no more than 20 seconds of reference audio. It is anticipated that
the synthesized speech will achieve over 90% similarity to the original voice, as measured by speaker
embedding cosine similarity (with scores typically falling between 0.80-0.95), and by human-rated
similarity scores of at least 4 out of 5 on the Mean Opinion Score (MOS) scale (Casanova et al.,
2023; Lei et al., 2024). Furthermore, the synthesized speech is expected to maintain high degree
of naturalness, reaching MOS ratings around 4 out of 5, which indicates near-human audio quality
even with limited reference data (Kim et al., 2021).

Hypothesis 2: While increasing the amount of reference audio is likely to improve synthesis
quality, diminishing returns are expected beyond a certain point. It is hypothesized that approx-
imately 6-10 seconds of reference audio will be sufficient to capture the core characteristics of a
speaker’s voice. Extending the reference duration from 6 seconds to 20 seconds is expected to result
in notable improvements in speaker similarity and naturalness. However, further increases beyond
20 seconds, such as up to 40 seconds or longer, are anticipated to produce only minor additional
gains (Gorodetskii & Ozhiganov, 2022; C. Wang et al., 2023). This hypothesis will be evaluated by
systematically comparing synthesis outcomes across different reference audio durations.



Section 1 INTRODUCTION 9

Now that the motivation for this research has been presented, the structure of this thesis is as
follows:

• Section 1.1 presents the research questions and hypotheses

• Section 2 reviews relevant literature and positions this work within current research

• Section 3 describes the methodological approach

• Section 4 details the experimental setup

• Section 5 presents and analyzes the results

• Section 6 discusses implications and insights

• Section 7 concludes with key findings and future directions
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2 Literature Review
In recent years, substantial progress has been made in zero-shot and few-shot voice cloning, driven
by advances in representation learning, discrete audio modeling, and generative architectures. Mod-
ern text-to-speech (TTS) systems can now synthesize speech in a new speaker’s voice from as little
as a few seconds of reference audio. However, generating high-quality, natural-sounding long-form
speech, on the order of one minute or more from such minimal data remains a challenging task.

The goal of this thesis is to systematically evaluate how varying the amount of reference audio
affects the quality and stability of long-form voice cloning using XTTS-v2, a state-of-the-art open-
source system derived from the recently published XTTS model (Casanova et al., 2024). To situate
this work, this section reviews key developments in the field. It begins with the search strategy and
selection criteria used to identify relevant prior studies (Section 2.1). It then examines advances
in zero-shot voice cloning (Section 2.2) and few-shot adaptation techniques (Section 2.3), followed
by a review of modern generative TTS architectures supporting long-form synthesis (Section 2.4).
Finally, Section 2.5 discusses known limitations of long-form voice cloning with minimal data,
highlighting open challenges that this research seeks to address.

2.1 Search Strategy and Selection Criteria
The literature review was conducted using a structured search strategy to identify key works rel-
evant to voice cloning and long-form text-to-speech (TTS) synthesis. Scholarly databases includ-
ing Google Scholar and IEEE Xplore were searched using combinations of terms such as “voice
cloning”, “zero-shot TTS”, “few-shot speaker adaptation”, and “long-form speech synthesis”. The
search focused primarily on publications from the past seven years (2018 onward), corresponding
with the emergence of neural voice cloning techniques. Both academic papers (conference proceed-
ings, journal articles, and arXiv preprints) and relevant technical reports were considered.

To ensure relevance and quality, each candidate study was screened against the following three
selection criteria:

1. Relevance: The study explicitly proposed or evaluated a method for multi-speaker TTS or
voice cloning using limited speaker data (zero-shot or few-shot setting). To verify this, ab-
stracts and methodology sections were reviewed to confirm that limited data scenarios were a
core focus of the work.

2. Influence: The study demonstrated substantial impact in the field, either through citation count
or through recognition as a state-of-the-art method in recent survey papers or benchmark com-
parisons. Citation counts were verified through Google Scholar, and survey papers were used
to identify widely acknowledged contributions.

3. Evaluation: The study included a clear quantitative evaluation of speaker similarity and natu-
ralness, enabling comparison of synthesized speech quality to target speaker voices. Methods
sections and result sections were checked to confirm that the paper reported objective metrics
(such as cosine similarity, MCD) and subjective listener ratings (such as MOS).

Only studies satisfying all three criteria were included.
Based on this process, foundational works such as Jia et al. (2019) were included for intro-

ducing zero-shot multi-speaker TTS. More recent models such as YourTTS, VALL-E and XTTS
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(Casanova et al., 2024) were selected for their strong performance in achieving high-quality cloning
with minimal reference data. Studies addressing long-form utterance generation which Gorodetskii
and Ozhiganov (2022) and Lei et al. (2024) were included due to their direct relevance to this thesis’
focus on extended speech synthesis.

2.2 Zero-Shot Voice Cloning
Zero-shot voice cloning refers to the synthesis of a new speaker’s voice without requiring model
fine-tuning for that speaker. Instead, the model generalizes to the new voice using only a short
reference sample. This approach became feasible with advances in speaker embedding and transfer
learning. Jia et al. (2019) first demonstrated that a speaker encoding network, pre-trained on speaker
identification, could condition a text-to-speech (TTS) model to produce speech in the target speaker’s
voice, enabling cloning with no additional training. Their system, often referred to as SV2TTS,
achieved multi-speaker synthesis by feeding a fixed-dimensional speaker embedding, extracted from
a few seconds of audio, into a Tacotron 2 TTS model. Although this approach produced intelligible
speech resembling the target speaker, early zero-shot clones exhibited moderate naturalness and
noticeable degradation on longer utterances.

Subsequent research improved zero-shot performance by refining model architectures and train-
ing strategies. For example, VITS (Kim et al., 2021) introduced a variational autoencoder com-
bined with adversarial training for TTS, which significantly enhanced the naturalness of generated
speech. Although VITS was not originally designed for zero-shot synthesis, its architecture, and
those of its successors, proved highly effective for multi-speaker tasks. Building on VITS, YourTTS
(Casanova et al., 2023) became one of the first multilingual zero-shot TTS models. Trained on a
diverse multi-speaker dataset, YourTTS demonstrated the ability to clone voices across multiple lan-
guages, achieving high similarity metrics lead to the improvement of speaker cosine similarity up to
0.86 and a similarity mean opinion score (Sim-MOS) of 4.1 by using less than one minute of ref-
erence audio. This result indicated that zero-shot cloning could be highly effective even with small
samples, provided that the model was trained on a wide variety of speaker voices.

A major breakthrough occurred with the introduction of VALL-E (C. Wang et al., 2023), which
reframed TTS as a conditional language modeling task. VALL-E used a neural codec to discretize
audio into tokens and employed a transformer language model to predict audio tokens from text
prompts. Leveraging a large training corpus of 60,000 hours of speech, VALL-E exhibited in-context
learning capabilities, generating high-quality, personalized speech from only a 3 seconds enrollment
recording of an unseen speaker. Importantly, VALL-E’s outputs not only preserved speaker identity
with high fidelity but also transferred the speaker’s emotion and acoustic environment from the
prompt. In terms of naturalness and speaker similarity, VALL-E significantly outperformed previous
zero-shot TTS systems. However, this performance was achieved at the cost of an extremely large
training corpus and a closed source release, which limited reproducibility and accessibility for the
broader research community.

In parallel with VALL-E, several open-source alternatives have emerged, aiming to deliver sim-
ilar capabilities in a more accessible format. A particularly notable example is XTTS (Casanova et
al., 2024), which serves as the core model evaluated in this thesis. XTTS builds upon the Tortoise
architecture and introduces key enhancements for massively multilingual training, improved speaker
consistency, and support for long-form speech synthesis. The model is trained on 16 languages and
achieves state-of-the-art zero-shot performance across both high- and low-resource languages. Cru-
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cially, XTTS supports long-form synthesis from reference inputs as short as 3–8 seconds, making
it directly aligned with this thesis’ objective of evaluating long-form voice cloning from minimal
data. XTTS further incorporates a multi-head conditioning encoder and speaker consistency loss to
improve cloning fidelity across extended utterances.

Beyond these core models, researchers have explored additional techniques to further enhance
zero-shot cloning performance and expressiveness. One line of work focuses on better capturing
prosody and speaking style from the reference sample. For example, Attentron (Choi, Han, Kim, &
Ha, 2020) and StyleTTS 2 (Li, Han, Raghavan, Mischler, & Mesgarani, 2023) employed reference
encoders and attention mechanisms to transfer not only timbre but also speaking style to the gener-
ated speech. More recently, HierSpeech++ (Lee, Choi, Kim, & Lee, 2023) combined a hierarchical
TTS structure with a dual acoustic encoder and a flow-based module to improve zero-shot similar-
ity. HierSpeech++ achieved state-of-the-art performance by enhancing both timbre modeling and
acoustic detail.

Across these developments, a common trend can be observed: zero-shot voice cloning research
focuses on improving accuracy and scalability by reducing the data required per new voice while
increasing the realism of the synthesized speech.

2.3 Few-Shot Cloning Techniques
While zero-shot models require no speaker-specific training, few-shot voice cloning techniques as-
sume access to a small amount of target speaker data and often involve a brief fine-tuning or adap-
tation process. Historically, speaker adaptation in text-to-speech (TTS) systems was achieved by
starting from a pre-trained single-speaker model and fine-tuning it on a new speaker’s data. For in-
stance, Arik et al. (2018) demonstrated that a base TTS model could be adapted to a new voice using
as little as five minutes of speech data, either by fine-tuning the model or by learning a voice filter.
Their findings indicated that fine-tuning produced more natural results but carried a higher risk of
overfitting when extremely limited data was available. Early adaptation methods typically required
several minutes of speech and relied on careful regularization to prevent quality degradation or loss
of speaker identity.

Modern few-shot approaches have incorporated meta-learning and parameter-efficient transfer
techniques to reduce the amount of required data and training. One line of work has focused on using
adaptive layers or embeddings. For example, AdaSpeech (Chen et al., 2021) introduced adaptive
modules into the network that could be quickly trained for a new speaker using only a few samples,
while minimizing modifications to the rest of the model. Other methods have explored latent space
interpolation or voice conversion techniques to transform a known speaker model into the target
voice with a small number of examples. A recent approach using low-rank adaptation (LoRA)
introduced low-rank adaptation matrices into multi-speaker models (Hu et al., 2021). In LoRP-TTS
(Łukasz Bondaruk & Kubiak, 2025), the addition of a small number of trainable parameters enabled
efficient personalization of voices with limited data.

In practical applications, the boundary between ”zero-shot” and ”few-shot” voice cloning often
becomes blurred. Some systems accept a few seconds of audio as a reference without performing
gradient updates (zero-shot), while others conduct brief on-the-fly fine-tuning when permitted (few-
shot adaptation). For example, the YourTTS model functioned as a zero-shot system at inference by
encoding the speaker’s characteristics, although it was trained on a large and diverse set of speak-
ers, including those with limited data, to ensure generalization. Another complementary strategy
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involves combining voice conversion with TTS, where a voice conversion model transforms a base
TTS output into the target voice using a few samples. However, end-to-end TTS models have largely
replaced this two-step method due to training efficiencies.

The XTTS-v2 model is classified as a zero-shot cloning system because it is specifically designed
to operate with small reference samples, typically on the order of seconds. Importantly, XTTS-
v2, which builds upon the recently published XTTS architecture (Casanova et al., 2024), does not
require training a new model for each speaker; instead, it encodes the reference and uses it directly
to generate speech, thereby aligning with a zero-shot usage pattern. It operates at the intersection
between zero-shot and few-shot cloning: trained like a zero-shot multi-speaker TTS system (XTTS)
but evaluated based on how little reference data is needed to achieve high-quality cloning. The
literature shows a clear trend: as techniques have advanced, from traditional fine-tuning methods to
embedding-based and prompt-based models, the required amount of audio to convincingly clone a
voice has decreased from several minutes to mere seconds. Current investigations aim to quantify
whether 5–20 seconds of reference audio are sufficient to produce approximately 1 minute of realistic
speech and to compare this performance against that of earlier models.

2.4 Generative TTS Architectures for High-Quality Multi-Speaker Synthesis
Recent advances in generative TTS architectures have played a crucial role in improving the quality
of cloned speech, particularly in terms of naturalness, intelligibility, and speaker consistency. These
improvements are highly relevant to the present research, which evaluates the ability of a state-
of-the-art system (XTTS-v2) to synthesize long-form speech in a new speaker’s voice using only
limited reference data.

A key development in this area has been the introduction of end-to-end TTS models that unify
the text-to-speech pipeline, thereby reducing alignment errors and improving robustness for longer
utterances. For example, VITS (Kim et al., 2021), which combines a conditional variational au-
toencoder with normalizing flow-based decoding and a GAN-based vocoder, achieved near-human
MOS for single-speaker TTS and strong multi-speaker capabilities. By explicitly modeling expres-
sive aspects of speech through learned latent variables, VITS significantly improved the naturalness
and stability of synthesized speech, including for longer utterances where alignment failures can
otherwise occur.

Building on such architectures, researchers have developed models capable of generalizing across
many speakers and even across languages — a capability essential for zero-shot and few-shot voice
cloning. YourTTS (Casanova et al., 2023) represents one such model, extending VITS with multi-
lingual training and a speaker consistency loss to achieve impressive zero-shot cloning performance.
YourTTS achieved similarity scores around 0.86 and MOS scores around 4.2/5 using less than one
minute of reference audio, and it also demonstrated the ability to perform cross-language cloning.
This highlights a key direction for current TTS research: developing models that can clone unseen
voices with minimal reference data while preserving naturalness and speaker identity — the same
core goal pursued in this thesis.

Parallel to these developments, text-to-speech synthesis has been further advanced by adopting
language model-based architectures. Notably, VALL-E (C. Wang et al., 2023) reframes TTS as a
conditional language modeling task on discrete audio codec tokens. Trained on a massive corpus of
60,000 hours of speech, VALL-E demonstrated that extremely high-quality zero-shot voice cloning
can be achieved from as little as 3 seconds of target audio, producing speech that captures not only
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timbre but also aspects of prosody.
XTTS-v2 (Coqui AI, 2023), the model evaluated in this thesis, is a state-of-the-art system de-

rived from XTTS (Casanova et al., 2023), a recently published massively multilingual zero-shot
TTS model. XTTS builds upon the Tortoise architecture but introduces several novel modifications
to enable multilingual training, improve voice cloning, and support faster training and inference.
Key innovations include the use of a multi-head conditioning encoder, a Perceiver Resampler to
handle variable-length reference audio, and a Speaker Consistency Loss that enhances stability in
long-form synthesis. XTTS was trained on 16 languages, achieving state-of-the-art zero-shot per-
formance across both high- and low-resource languages. Critically for this thesis, XTTS supports
long-form synthesis from reference inputs as short as 3–8 seconds, making it highly aligned with this
study’s focus. XTTS further incorporates speaker embeddings to maintain identity across extended
utterances.

Recent research continues to refine these architectures to further enhance performance on long-
form synthesis — a particularly demanding scenario that is directly addressed in this thesis. For
example, Lei et al. (2024) proposed using multi-scale acoustic prompts to feed more detailed speaker
information into TTS models, improving speaker consistency and prosody for longer or stylistically
varied utterances. This aligns with the present study’s focus on understanding how the amount of
reference data impacts long-form synthesis quality.

Another important challenge in long-form speech generation is handling alignment stability. Tra-
ditional attention-based TTS models such as Tacotron often encounter alignment issues when synthe-
sizing long inputs, leading to truncation, skipping, or unstable prosody. Gorodetskii and Ozhiganov
(2022) addressed this with Dynamic Convolution Attention, enabling more stable generation of long
utterances while preserving speaker identity and naturalness. Similarly, HierSpeech++ (Lee et al.,
2023) introduced a hierarchical variational model that separates semantic and acoustic modeling,
improving robustness and expressiveness for paragraph-length outputs, a capability essential for ap-
plications such as those targeted in this thesis.

In summary, the literature demonstrates a clear convergence toward architectures that enable
zero-shot and few-shot voice cloning with robust speaker consistency, high speech quality, and stabil-
ity for long-form outputs. The XTTS-v2 model embodies many of these advances and is particularly
suitable for testing the core research question of this thesis: how much reference audio is needed
to reliably synthesize natural-sounding, long-form Chinese speech in a new speaker’s voice? By
systematically evaluating XTTS-v2’s performance across different reference durations, this study
contributes to understanding the current capabilities and limitations of state-of-the-art generative
TTS models for long-form voice cloning with minimal data.

2.5 Limitations for Extended Speech with Minimal Data
Despite significant progress in voice cloning, several well-known limitations persist when synthe-
sizing long-form speech from minimal reference audio, the precise scenario addressed in this study.
While recent models such as XTTS-v2 (Casanova et al., 2024) have demonstrated impressive zero-
shot performance, generating extended speech introduces specific challenges that are not fully re-
solved.

One major limitation is maintaining speaker identity consistency throughout long passages. Even
when a model starts with a reasonably accurate voice timbre, it may gradually shift toward a more
generic voice or exhibit instability (commonly termed the “voice drift” effect) when generating
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longer utterances (Gorodetskii & Ozhiganov, 2022). This drift often results from uncertainty in
speaker, specific prosody or from slight mis-estimation of the speaker embedding over extended de-
coding (Gorodetskii & Ozhiganov, 2022; C. Wang et al., 2023). As this thesis specifically evaluates
long-form speech synthesis with minimal reference data, assessing the degree of speaker drift across
different reference durations is a key research goal.

A second limitation concerns prosody and expressiveness. With very short reference inputs,
models tend to capture only timbral characteristics, while prosodic features, such as rhythm, intona-
tion, and speaking style, are often underrepresented. The result is that long-form synthetic speech
may sound flat or exhibit unnatural intonation patterns, particularly when complex sentence struc-
tures or emotional nuances are required (Gorodetskii & Ozhiganov, 2022; C. Wang et al., 2023).
Recent approaches, such as multi-scale prompting (Lei et al., 2024), attempt to mitigate this issue by
feeding more detailed acoustic prompts. The current study evaluates whether increasing reference
duration alone can address similar prosodic limitations within XTTS-v2.

Another common issue in long outputs is the accumulation of pronunciation errors or misalign-
ments. If the model encounters difficult linguistic constructs (e.g., homographs, complex phrasing),
errors can build up across paragraphs, affecting intelligibility. While such errors are not unique to
zero-shot systems, they may be exacerbated when the model’s acoustic space for the target speaker
is under-defined, a scenario more likely when using very short reference samples (Gorodetskii &
Ozhiganov, 2022; Lee et al., 2023; Lei et al., 2024; C. Wang et al., 2023).

In the context of this research, an additional consideration is the challenge of synthesizing Man-
darin Chinese. Mandarin presents unique linguistic complexities: it is tonal, lacks whitespace be-
tween words, and contains polyphonic characters. These factors place high demands on TTS front-
ends and can cause tonal errors, mispronunciations, or unnatural phrasing if the model fails to han-
dle them properly. While XTTS-v2 presumably relies on a grapheme-to-phoneme (G2P) model or
learned character-to-speech mapping, such front-end behavior is not fully documented. Therefore,
part of this study’s evaluation focuses on identifying potential Mandarin-specific artifacts in the gen-
erated long-form speech.

In summary, although state-of-the-art TTS models like XTTS-v2 have dramatically improved
zero-shot voice cloning, generating high-quality, natural, and consistent long-form speech from lim-
ited reference data remains challenging. Subtle degradations in speaker identity, prosody, and pro-
nunciation often emerge when synthesizing extended utterances. These limitations underscore the
importance of systematic evaluation, both objective and subjective when testing the boundaries of
current models.

This thesis directly addresses this gap by systematically analyzing XTTS-v2’s performance when
generating 1-minute speech segments from varying amounts of reference audio. Specifically, the
study aims to quantify how much reference audio is required to avoid or minimize common qual-
ity degradations, providing new insight into the practical limits of minimal-data long-form voice
cloning.

In summary, while state-of-the-art systems are closing the gap with human-level performance,
long-form voice cloning with minimal data is still at risk of minor but perceptible quality degrada-
tion, whether in voice fidelity, naturalness, or stability. These limitations underscore the importance
of a thorough evaluation (both objective and human) when extending zero-shot TTS to generate
continuous speech on the order of minutes. In this work, we specifically look for any signs of these
issues with XTTS-v2 and quantify how much reference audio is needed to avoid or minimize them.
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3 Methodology
This section presents the methodology of the study, covering the dataset and materials used 3.1,
the core model architecture and technical implementation 3.2, and the evaluation design 3.3. The
purpose is to provide a clear account of the experimental setup used to examine how varying the
amount of reference audio affects long-form zero-shot voice cloning performance with XTTS-v2.

3.1 Dataset Description
The XTTS-v2 model used in this study was developed and released by Coqui AI. It was pretrained
on a large-scale multilingual dataset, including the Mandarin Chinese subset from Common Voice
(?). The subset provides diverse speaker and acoustic conditions, supporting robust multilingual
synthesis. In this study, XTTS-v2 was used without fine-tuning to evaluate its zero-shot capabilities
in Mandarin by employing two native Mandarin Chinese speakers, one male and one female. For
each speaker, reference audio segments of six different durations were prepared: 1 second, 3 seconds,
6 seconds, 10 seconds, 20 seconds, and 40 seconds.

The specific duration thresholds examined in this study (1 second, 3 seconds, 6 seconds, 10 sec-
onds, 20 seconds, and 40 seconds) were selected based on theoretical considerations, model-specific
recommendations, and practical constraints in voice cloning applications. The 1-second threshold
represents an extreme case to verify whether the most limited data can generate high-quality long-
form audio, pushing the boundaries of what is technically feasible with minimal reference material.
The 3-second threshold is chosen based on the suggested audio length for VALL-E, another promi-
nent zero-shot synthesis model, making it a relevant benchmark for comparison across different
voice cloning architectures (C. Wang et al., 2023). The 6-second threshold follows the recommended
reference duration specifically for XTTS-v2, representing the optimal input length as suggested by
the model developers (Coqui AI, 2023). The 10-second threshold was included to provide a finer-
grained point between 6 and 20 seconds, helping to observe more gradual changes in performance
across the mid-range. The 20-second threshold reflects a practical upper bound for reference audio
in many real-world settings, such as voice messages, brief personal recordings, or archived speech
samples. Previous work in voice cloning demonstrates that short speech segments, typically between
5 and 20 seconds, can provide sufficient speaker-specific information to enable the generation of syn-
thetic speech with recognizable speaker identity. Arik et al. (2018) showed that neural voice cloning
models can produce perceptually convincing speech with only a few seconds of target speaker data,
with improvements observed as the reference duration approaches 20 seconds. Similarly, Casanova
et al. (2023) reported that YourTTS can perform effective zero-shot voice cloning using short refer-
ence recordings, with increasing reference duration up to approximately 20 seconds contributing to
improved stability and fidelity of speaker representation. The 40-second threshold is included to as-
sess whether providing substantially more reference audio yields further improvements in synthesis
quality, or if diminishing returns are observed beyond the commonly recommended durations.

For subjective evaluation, a 1-minute natural reference audio sample was created for each speaker
by concatenating several utterances spoken by that speaker. While this approach introduces possible
prosodic artifacts between sentences, it was chosen to provide a practical baseline for comparison
with the 1-minute synthesized samples. This decision is revisited in the Discussion section. An alter-
native approach—feeding multiple segments directly to XTTS-v2—was considered, but the current
XTTS-v2 inference interface is not designed for this mode of operation.
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3.2 XTTS-v2 Architecture and Technical Framework
3.2.1 Model Architecture

XTTS-v2 is a zero-shot multilingual text-to-speech (TTS) model that supports multi-speaker speech
synthesis with voice cloning (Casanova et al., 2024). It is built upon the Tortoise architecture and
incorporates several innovations that enable robust zero-shot cloning, improved speaker consistency,
and long-form speech synthesis. XTTS-v2 achieves state-of-the-art performance in multiple lan-
guages, including Mandarin Chinese, which is the focus of this study.

The architecture of XTTS-v2 is shown in Figure 1. The model consists of several key compo-
nents.

Figure 1: Architecture of XTTS-v2

The system processes two main inputs: text and reference audio. In this study, Chinese characters
were provided as text input, which were tokenized using Byte-Pair Encoding (BPE). The reference
audio consisted of one or more clips of a target speaker, processed as spectrograms. The system
generates audio intended to sound as if the reference speaker is reading the input text.

At the core of XTTS-v2 is a GPT-2-based encoder that acts as a language model over discrete
audio tokens. These tokens represent the audio using Vector Quantized Variational AutoEncoder
(VQ-VAE) codes. The GPT blocks receive conditioning inputs from the tokenized text, speaker
embeddings, and acoustic representations.

For speaker voice cloning, XTTS-v2 employs a speaker encoder system that processes the refer-
ence audio and extracts speaker embedding vectors. These embeddings condition the speech genera-
tion pipeline. The reference spectrogram is passed through both the speaker encoder and a Perceiver
Resampler, which generates a fixed number of speaker embedding vectors regardless of the length
of the input audio. This design improves performance in multilingual settings and enables the model
to maintain speaker identity more effectively than using a single embedding, as in earlier models.

Text input is tokenized via a custom 6681-token BPE tokenizer, which is passed to the GPT
encoder. The GPT blocks predict VQ-VAE audio tokens based on both the text and the speaker
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conditioning vectors.
The decoder reconstructs speech from the GPT encoder’s latent outputs. XTTS-v2 employs

a HiFi-GAN vocoder as the decoder module, which converts the latent representations into final
speech waveforms. During training, a Speaker Consistency Loss (SCL) is applied to help maintain
speaker identity across long utterances. An adversarial discriminator is also used during training to
improve output quality; this component is inactive during inference.

The diagram also shows the VQ-VAE module, which processes ground-truth spectrograms dur-
ing training but is not used during inference. XTTS-v2 uses the latent representations from the GPT
encoder as the decoder input, avoiding artifacts that can occur when reconstructing directly from
VQ-VAE codes.

Given that XTTS-v2 can accept one or more reference audio files, and that averaging multiple
embeddings is a common practice to obtain a stable speaker representation (Casanova et al., 2024),
this study constructed a single concatenated file per condition. For longer reference durations (20
and 40 seconds), this involved concatenating several utterances from the same speaker, resulting in
one averaged speaker embedding per condition per speaker.

3.2.2 Technical Framework

For each evaluation trial, the Mandarin Chinese target text and the corresponding reference audio
were provided as input to the XTTS-v2 inference engine. The model was configured to output
speech waveforms at a sampling rate of 24 kHz. No manual editing or post-processing (such as
noise reduction, trimming, or normalization) was applied to the output; all synthesized audio was
analyzed as produced.

Although XTTS-v2 operates in a streaming fashion, the relatively moderate length of the target
outputs 1-minute meant that full audio segments could be generated and stored in a single step. For
each trial, one complete 1-minute waveform was synthesized and saved for analysis.

One key consideration in this study was the wide variation in reference audio durations provided
to the model. Naturally, as the reference duration increases, the amount of speaker-specific infor-
mation available to the model also increases. However, no internal model parameters were modified
between conditions. XTTS-v2 relies on its learned ability to derive the speaker’s voice characteris-
tics from whatever length of reference audio is provided. The system processes the reference input
via its Perceiver Resampler, which produces a fixed number of speaker embeddings independent of
input length (Casanova et al., 2024). Thus, any variation in synthesis quality across durations reflects
differences in the speaker information captured from shorter or longer reference inputs.

3.3 Evaluation Methodology
The quality of the cloned speech was evaluated along two dimensions: objective measures that
compare acoustic features between synthesized and real speech, and subjective human judgments of
the speech’s naturalness and similarity to the target speaker. Using both types of evaluation provides
a comprehensive assessment of synthesis performance.



Section 3 METHODOLOGY 19

3.3.1 Objective Evaluation Metrics

Speaker Embedding Cosine Similarity (SECS) and Mel Cepstral Distortion (MCD), the two ob-
jective metrics were used to evaluate synthesis quality as the metrics following Choi et al. (2020),
Casanova et al. (2023) and Lei et al. (2024)

SECS measures the similarity between the speaker embedding of the synthesized speech and
that of the corresponding real target speech. A pretrained speaker verification model (a ResNet-
based encoder trained on a large corpus of Mandarin speech) was used to extract 256-dimensional
embeddings from both the synthesized audio for each experimental condition, and a ground-truth
natural reference sample of the same 1-minute text, spoken by the target speaker.

The cosine similarity between the two embeddings was computed, giving a value between 0
and 1, where 1 indicates identical speaker representations. This metric directly reflects how well the
synthesized voice matches the target speaker’s identity. Similarity values are reported as percentages
(e.g., 0.90 = 90% similarity). A value above 0.9 is typically indicative of very high speaker similarity
for zero-shot TTS systems (Casanova et al., 2022 reported 0.86; the target threshold in this study
was 0.90).

MCD is a widely used objective measure of spectral distance between two speech signals. It was
computed by first extracting Mel-cepstral coefficients (MCEP) from both the synthesized and ref-
erence audio, aligning the frames using dynamic time warping (DTW), and calculating the average
Euclidean distance between the MCEP vectors across the first 13 coefficients. Results are reported
in decibels (dB). Lower MCD values indicate that the synthetic speech spectrum is closer to that of
the real speech, with an MCD of zero representing a perfect spectral match. In the voice conversion
and zero-shot TTS literature, typical MCD values range from approximately 4 to 8 dB; values below
4 dB indicate near-parity with natural speech, while values above 7 dB reflect substantial spectral
differences (Casanova et al., 2023; Kaneko & Kameoka, 2017; Lee et al., 2023). In this study, MCD
was computed over the entire 1-minute utterance for each condition, compared to the corresponding
1-minute natural reference of the same text.

3.3.2 Subjective Evaluation with Listening test

Subjective evaluation is essential because objective metrics do not fully capture the perceptual as-
pects of speech quality and speaker identity. To assess these dimensions, listening tests were con-
ducted with human participants.

For participants, 30 native Chinese speakers (15 male and 15 female) were recruited. All par-
ticipants had normal hearing and no prior involvement with the XTTS system or the current study.
They were not informed which samples were real or synthesized.

Participants completed the listening test using a computer or mobile device with high-quality
headphones, in a quiet environment. The audio samples with wav format and 24kHz were presented
through a custom web interface that allowed repeated playback. The order of samples was random-
ized and labels were anonymized to avoid any ordering or labeling bias. Participants were asked
to adjust the playback volume to a comfortable level and were allowed to replay each sample up to
twice before rating, in order to capture first impressions without excessive repetition.

The listening test included several subtests to evaluate different perceptual dimensions:
Mean Opinion Score for Naturalness (MOS-N): Participants rated the overall naturalness of each

synthesized sample using a 5-point Likert scale, which 1 means very unnatural, completely synthetic
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or distorted. and 5 means completely natural, like a human voice. Participants were instructed to
focus on overall audio quality, including prosody, clarity, and naturalness, without considering the
identity of the speaker. MOS-N was collected for every synthesized sample across all conditions and
speakers. One ground-truth human recordings were also included as controls to anchor the rating
scale (which should typically yield MOS near 5). Each MOS result was reported as the mean across
all listeners.

Similarity MOS (SMOS): To assess speaker identity preservation, a SMOS test was used. In
each trial, listeners listen to a reference snippet of the real target speaker’s voice (a 5-second clip
from that speaker’s original recordings, not included in the synthesized passage). This was followed
by a synthesized sample. Listeners were asked to rate it on a 5-point scale, 1 means sounds like a
completely different person and 5 means sounds like exactly the same person.

Forced-Choice Speaker Similarity Test: A forced-choice speaker similarity test was conducted
to directly evaluate how well different synthesis conditions preserved speaker identity. In each trial,
listeners first hear a reference clip of the target speaker’s natural speech (6 seconds), not taken from
the synthesized passages. They were then presented with seven audio samples, each corresponding
to a different synthesis condition (different reference durations: 1s, 3s, 6s, 10s, 20s, 40s), and one
ground-truth human recordings. All samples contained the same target text, spoken by what was
intended to be the same speaker under different synthesis conditions. Listeners were asked to select
the sample that sounded most similar to the target speaker. The task explicitly instructed participants
to focus on speaker identity rather than content differences or overall audio quality. The samples
were presented in a randomized order to prevent ordering bias. The analysis highlights how different
reference durations affected the ability of XTTS-v2 to maintain speaker identity during synthesis.

Real vs. Fake Identification: A forced-choice Real vs. Fake identification test was conducted to
assess the perceptual realism of the synthesized speech. In each trial, listeners were presented with
a set of seven audio samples, consisting of a mixture of synthetic speech samples (generated using
different reference durations) and one natural recording (the ground-truth concatenated 1-minute
reference for that speaker). The samples were presented in random order and were anonymized.
Listeners were instructed to listen to all of the samples in the set and then select the one they believed
was the Real human speech sample. They were required to choose one option, even if unsure. The
proportion of trials in which synthetic samples were mistakenly selected as ”Real” was computed
as the fooling rate. A higher fooling rate indicates that the synthetic speech was more convincing
or indistinguishable from real speech. Additionally, the percentage of trials in which the actual real
sample was correctly identified was computed to assess baseline listener accuracy.
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4 Experimental Setup
This section describes how the experimental procedures were implemented to systematically eval-
uate how varying the amount of reference audio affects the quality of 1-minute long-form voice
cloning with XTTS-v2. The setup was designed to address the research hypotheses introduced in
Section 1 and was grounded in the methodological framework detailed in Section 3.

4.1 Data Preparation
Two native Mandarin Chinese speakers (one male, one female) were selected as target voices for
cloning. The speakers were drawn from the AISHELL-1 dataset and were not included in the XTTS-
v2 model’s training data (Casanova et al., 2024). The selection of one male and one female voice
aimed to cover both genders and to align with prior voice cloning studies that typically evaluate
cloning robustness across gender (Casanova et al., 2024; C. Wang et al., 2023).

For each speaker, six reference conditions were prepared to test the effect of reference audio
duration on cloning performance. The specific durations were: 1 second, 3 seconds, 6 seconds, 10
seconds, 20 seconds, and 40 seconds. These durations were selected based on theoretical consid-
erations, model recommendations, and prior literature (Section 1 and 2.5), with the goal of exam-
ining both the minimal viable reference size and possible diminishing returns beyond 20 seconds
(Casanova et al., 2024; Gorodetskii & Ozhiganov, 2022).

For each duration, reference files were prepared by concatenating utterances as needed. For very
short durations (1s, 3s), single phrases or the start of one utterance were used. For intermediate
(6s, 10s) and longer (20s, 40s) durations, multiple utterances were concatenated. All concatenations
were performed at clean silence boundaries to minimize prosodic artifacts.

As per XTTS-v2 architecture (Section 3.2), a single concatenated file per condition was used
as the reference input. This aligns with common practices for Perceiver Resampler-based models
(Casanova et al., 2024) and ensures consistency across conditions.

For each speaker, a paragraph of approximately 250 Chinese characters was selected to yield
1 minute of natural-paced speech (Section 1). The text was drawn from AISHELL transcriptions
but excluded any utterances used in the reference audio. The same paragraph was used across all
conditions for each speaker to enable fair comparisons of synthesis quality as only the reference
duration varied.

For each speaker, a 1-minute natural reference audio was created by concatenating the original
recordings corresponding to the target text. While this introduces some cross-sentence prosodic
variability (Section 3.1), this approach provides a practical baseline for both objective (MCD, SECS)
and subjective (MOS, SMOS, Speaker Similarity Test, Real vs. Fake Identification).

All audio was resampled to 22500 kHz to match XTTS-v2’s synthesis settings. Volume normal-
ization was applied uniformly to all reference files.

4.2 Experiment Structure
The experimental structure was specifically designed to test Hypothesis 1 and Hypothesis 2 (Section
1.1), focusing on how reference duration affects voice cloning quality.
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4.2.1 Effect of Reference Audio Duration on Cloning Performance

The primary experiment evaluated the impact of reference duration on synthesis quality for 1-minute
long-form speech. For each test speaker, XTTS-v2 synthesized the same 1-minute target text using
each of the six reference durations (1s, 3s, 6s, 10s, 20s, 40s). This resulted in 12 synthetic samples in
total (2 speakers × 6 conditions). In addition, the real 1-minute reference recording for each speaker
was included in the evaluation (for objective comparisons and the Real vs. Fake listening test).

Evaluation proceeded as follows: 1) Objective Metrics: For each synthesized sample, cosine
similarity (SECS) and Mel Cepstral Distortion (MCD) were computed against the speaker’s real
1-minute reference (Section 3.3.1). 2) Subjective Metrics: Human listeners evaluated naturalness
(MOS-N), speaker similarity (SMOS), and forced-choice identification performance (Section 3.3.2).

All synthesized samples were generated offline and loudness-normalized to ensure consistent
playback during the listening test.

4.2.2 Statistical Analysis

The independent variable was reference duration (1, 3, 6, 10, 20, 40 seconds). Dependent variables
included SECS, MCD, MOS-N, SMOS scores, and Real vs. Fake identification rates. For MOS and
SMOS, a one-way repeated-measures ANOVA was conducted across the six conditions. For SECS
and MCD, within-speaker comparisons were analyzed using non-parametric Friedmann tests due to
the small number of speakers.

For the forced-choice ABX-inspired test (Section 3.3.2), the percentage of selections per condi-
tion was computed and tested for significance using binomial tests.
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5 Results
This section presents the results of the experiment, organized by objective evaluation and subjective
evaluation. Overall, the data strongly supports the hypotheses: XTTS-v2 can achieve high-fidelity
voice cloning with as little as 5–20 seconds of reference audio, and additional reference beyond 20
seconds yields minimal improvement with a hint of saturation or even slight decline at 40s.

Figure 2: Evaluation Result

5.1 Objective Evaluation Results
This section presents the objective evaluation results, focusing on how varying the amount of ref-
erence audio affects speaker similarity and spectral distortion in 1-minute long-form synthesis with
XTTS-v2. Two metrics were used, SECS and MCD, as described in Section 3.3.1.

Figure 3 summarizes the SECS and MCD values across reference durations for both female and
male speakers.

Figure 3: Objective Evaluation Result

As expected from prior work (Section 2.5), increasing the reference audio duration resulted in
higher speaker similarity (higher SECS) and lower spectral distortion (lower MCD). However, re-
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sults also confirm that diminishing returns occur beyond approximately 20 seconds of reference,
consistent with the findings of Gorodetskii and Ozhiganov (2022) and Casanova et al. (2024).

5.1.1 Overall Trends

At the shortest reference duration (1 second), XTTS-v2 struggled to generate highly speaker-specific
output. The average SECS was 0.676 for the male speaker and 0.642 for the female speaker, while
MCD values were relatively high (5.84 dB male, 6.55 dB female). Subjectively, these samples
sounded generic and lacked clear speaker identity — consistent with prior observations about ex-
treme minimal reference limitations (Lei et al., 2024).

Significant improvement was observed with just 3 seconds of reference audio. The SECS in-
creased to 0.736 (male) and 0.753 (female), while MCD dropped to 5.34 dB (male) and 5.83 dB
(female). At this point, listeners could already perceive more distinct speaker characteristics, though
timbre and prosody were not yet fully stable.

By 6 seconds, the SECS improved further to 0.759 (male) and 0.755 (female), with MCD values
of 5.26 dB (male) and 5.76 dB (female). At this duration, the synthetic speech began to sound
recognizably similar to the target speaker, both in terms of timbre and rhythm.

The best overall performance was observed at 20 seconds of reference. The SECS reached 0.778
(male) and 0.757 (female), and MCD values were 5.12 dB (male) and 5.59 dB (female). These
results indicate that with 20 seconds of reference audio, XTTS-v2 can achieve high-fidelity speaker
cloning for 1-minute long-form synthesis, consistent with prior work using similar architectures
(Casanova et al., 2024).

5.1.2 Diminishing Returns Beyond 20 Seconds

Interestingly, increasing the reference duration further to 40 seconds did not yield substantial addi-
tional improvements. For male speaker, SECS reached 0.776 while MCD was 5.26 dB. For female
speaker, SECS reached 0.758 while MCD was 5.63 dB.

These values are nearly identical to those observed at 20 seconds, confirming that diminishing
returns occur beyond this point. Moreover, subjective listening indicated that prosodic consistency
was sometimes slightly less stable at 40 seconds, likely due to embedding averaging across multiple
concatenated utterances (Gorodetskii & Ozhiganov, 2022). This observation reinforces that adding
more data is not always beneficial if it introduces additional speaker or prosody variability.

5.1.3 Statistical Analysis

A repeated-measures ANOVA on SECS across the six reference durations showed a significant main
effect of duration, confirming that increasing reference audio significantly improves speaker similar-
ity. Post-hoc comparisons revealed several key effects. The 20-second condition was significantly
better than the 10-second condition, indicating that additional reference up to 20 seconds still yields
measurable gains in similarity. However, 40 seconds was not significantly better than 20 seconds,
supporting the observation of diminishing returns beyond 20 seconds. Shorter durations also showed
clear effects: 3 seconds was significantly better than 1 second, and 6 seconds was better than 3 sec-
onds. In contrast, differences between conditions in the range of 10 to 20 seconds were not statis-
tically significant, suggesting that this range may represent a performance plateau for the XTTS-v2
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system under the present experimental conditions.
For MCD, an inverse trend was observed. Increasing reference duration resulted in lower MCD

scores. Differences between 1 versus 3 seconds, 3 versus 6 seconds, and 6 versus 10 seconds were
all statistically significant, indicating progressively lower spectral distortion with longer reference
input. However, as with SECS, no significant difference was observed between 40 seconds and
20 seconds, further reinforcing the finding that reference durations in the range of approximately
10 to 20 seconds provide an optimal balance for achieving high-fidelity long-form synthesis with
XTTS-v2.

5.1.4 Comparison to Prior Work

To contextualize these results, YourTTS (Casanova et al., 2023) reported SECS around 0.86 and
MCD around 6 dB using 1-minute reference audio. In this study, XTTS-v2 achieved SECS around
0.778 (male) and 0.758 (female) and MCD around 5.12 dB and 5.59 dB for male and female speakers
at 20 seconds of reference audio, indicating strong performance despite using less data and generat-
ing challenging 1-minute long-form outputs in Mandarin.

Additionally, the Speaker Encoder Cosine Similarity (SECS) measured across conditions con-
firms that XTTS-v2 reliably approaches or crosses the threshold of 0.8, which is often cited in the
literature as indicative of “same speaker” perception (Jia et al., 2019). In this study, this threshold
was consistently approached or reached from 10–20 seconds onward, especially around 20 seconds,
which suggests robust speaker identity preservation.

5.2 Subjective Evaluation Results
This section presents the listeners’ ratings and preferences, complementing the objective findings
discussed earlier. The subjective evaluation focused on two dimensions: naturalness (MOS-N) and
speaker similarity (S-MOS), both rated on a 5-point Likert scale.

5.2.1 Naturalness (MOS-N)

There was a clear upward trend in MOS-N scores as the reference duration increased (see Figure 2).
With only 1 second of reference audio, the MOS-N scores were relatively low at 3.24 (female) and
3.35 (male), suggesting that the speech was perceived as slightly unnatural, often exhibiting synthetic
artifacts and unstable prosody. Listener comments frequently mentioned that these samples sounded
monotonic or lacked natural rhythm.

With 3 seconds of reference audio, naturalness improved notably, reaching 3.24 (female) and
3.40 (male). At 6 seconds, the MOS-N further increased to 3.59 (female) and 3.76 (male), indicating
that the synthetic speech was now perceived as noticeably more natural, with better prosody and
fewer synthetic artifacts.

The highest MOS-N scores were observed at 20 seconds, with 3.67 (female) and 3.79 (male). At
this duration, listeners reported that the synthetic speech sounded close to human-like naturalness.
The results show that 20 seconds provides a good balance between reference effort and perceptual
quality. Interestingly, moving to 40 seconds did not result in further improvement; MOS-N at 40s
remained very close to 20s, at 3.71 (female) and 3.78 (male). This suggests that naturalness plateaus
after 20 seconds, consistent with the observations from objective metrics.
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For context, the ground truth human recordings received MOS-N scores of 4.09 (female) and
4.00 (male), setting the reference upper bound. The best synthetic outputs at 20s and 40s were
therefore within about 0.3–0.4 MOS points of real human speech, demonstrating that XTTS-v2 can
achieve highly natural long-form speech with relatively short reference input.

5.2.2 Speaker Similarity (S-MOS)

A similar trend was observed for speaker similarity. With 1 second of reference audio, S-MOS
scores were relatively low, at 3.21 (female) and 3.25 (male), confirming that the speaker identity was
not yet well captured.

With 3 seconds of reference, S-MOS improved to 3.24 (female) and 3.37 (male). At 6 seconds,
similarity continued to improve, reaching 3.33 (female) and 3.40 (male). These results suggest that
around 6 seconds is already sufficient to convey distinct speaker characteristics.

At 20 seconds, S-MOS reached 3.60 (female) and 3.49 (male), which were the highest observed
values, closely followed by the 40-second condition (3.67 female, 3.48 male). Again, this indi-
cates that speaker similarity stabilizes beyond 20 seconds, with no substantial benefit from longer
reference audio.

5.2.3 Forced-Choice and Real vs. Fake Identification Results

In addition to the objective metrics and subjective MOS ratings, two supplementary tests were con-
ducted to further evaluate perceptual speaker similarity and voice authenticity.

For forced-choice speaker similarity test, listeners were asked to choose which of two syn-
thesized samples (generated with different reference durations) sounded more similar to the target
speaker’s real voice. The results showed a clear preference for samples generated with longer ref-
erence durations. Specifically, the 10-second and 20-second samples were most frequently selected
as sounding closest to the real speaker’s voice, with selection rates of approximately 15% and 27%
respectively across all forced-choice trials. This pattern is consistent with the trends observed in
the objective and subjective metrics, confirming that increasing the reference duration up to around
10–20 seconds improves perceived speaker similarity, with diminishing gains beyond this range.

For real or fake Identification Test, listeners were presented with a single audio sample and
asked to judge whether it was real (recorded) or synthetic (cloned). The results indicate that 52% of
listeners correctly identified the real voice when presented, while 48% of listeners were fooled by
synthetic audio and judged it as real. This demonstrates that the best synthetic speech produced by
XTTS-v2, when provided with sufficient reference data, is capable of achieving a level of naturalness
and speaker similarity that can mislead a significant portion of listeners. Although the real voice
remains more identifiable overall, the 48% fooling rate highlights the effectiveness of the model in
generating highly convincing long-form synthetic speech.

5.3 Summary of Findings
Overall, both subjective measures show that XTTS-v2 performs robustly from 6–20 seconds of ref-
erence duration. The most significant gains occur when moving from 1s to 6s, after which improve-
ments taper off. The 20-second reference provided the best overall balance between naturalness and



Section 5 RESULTS 27

speaker similarity, but 6–10 seconds already yield high-quality results, which is practical for many
real-world applications where only limited reference data is available.

Finally, no major listener-reported artifacts or distortions were observed in longer reference con-
ditions. Slight MOS differences at 40 seconds (compared to 20 seconds) were attributed mainly
to prosody averaging effects from concatenated reference files, as also discussed in the objective
analysis.
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6 Discussion
The results validate the thesis hypotheses and provide several insights into the trade-offs and ca-
pabilities of zero-shot voice cloning using XTTS-v2. This section interprets the findings in detail,
relates them to the initial hypotheses, and examines how they compare with prior work. Practical
implications for data efficiency, real-world usability, and ethical considerations are also discussed.
Finally, observed limitations and concerns (including those raised in the user survey) regarding the
use of cloned voices are addressed.

6.1 Validation of the First Hypothesis
The results show that XTTS-v2 achieves near-original speech quality when using 20 seconds of
reference audio. The first hypothesis posited that XTTS-v2 could produce approximately 1-minute
speech segments closely resembling a target speaker using no more than 20 seconds of reference
audio. The results strongly support this hypothesis. With a 20-second reference, the system achieved
high-fidelity voice cloning that was perceptually very close to the real speaker. Objectively, the SECS
between the synthetic speech and the target speaker’s voice approached or exceeded 0.78–0.80,
which indicates strong similarity. Subjective evaluations also confirmed the success of the cloning:
listeners rated the voice similarity of 20-second clones around 3.7, indicating that the synthetic voice
was perceived as almost the same person as the reference. Naturalness ratings were relatively high,
close to that of genuine human speech. In several cases, listeners even mistook the synthetic speech
for real speech during the identification test. The result did not fully reach the target values specified
in Hypothesis 1, but it followed the same trend consistent with findings reported in the literature
(Casanova et al., 2023; Lei et al., 2024).

Regarding stability over extended durations, XTTS-v2 preserved speaker identity and natural-
ness for most of the time throughout the 1-minute generated utterances. However, signs of voice
drift and degradation were observed around the 40-second mark. This indicates that XTTS-v2 still
faces challenges when synthesizing long-form speech. While the model demonstrated robustness
in maintaining speaker characteristics for shorter segments, the observed drift suggests that further
improvements are needed to fully support longer outputs. Compared to earlier models that often
encountered alignment issues or degradation during extended synthesis, XTTS-v2 shows notable
progress. These findings suggest that modern zero-shot voice cloning can reliably support long-
form speech synthesis when provided with an adequate reference, though limitations remain for
very long durations.

Overall, the evidence confirms Hypothesis 1. XTTS-v2, using only tens of seconds of audio
from an unseen speaker, can synthesize that speaker’s voice with a level of quality and similarity
that closely approaches real human speech. In practical terms, this means that extensive data from
a new speaker is not required – a few spoken sentences which is around 20 seconds of speech are
enough for the system to produce highly realistic and recognizable speech in that speaker’s voice.
This finding aligns with earlier work by (Jia et al., 2019), who first demonstrated that as little as 5
seconds of audio could yield a convincing voice clone. The results in this thesis extend this notion
to long-form speech, not only can a short snippet clone the voice, but it can do so in a sustained
manner over lengthy outputs without loss of quality. These outcomes underscore the remarkable
data efficiency of the zero-shot approach, fulfilling the promise of high-fidelity cloning with limited
reference data that motivated this research.
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6.2 Validation of the Second Hypothesis
The second hypothesis stated that increasing the duration of reference audio would improve the
cloned speech, with diminishing returns beyond approximately 20 seconds. The experimental results
provide strong support for this hypothesis, demonstrating substantial improvement in both objective
and subjective metrics when extending from very short reference durations (1 second) to moderate
lengths (6-10 seconds), followed by a clear plateau effect with further increases.

At the shortest reference duration of 1 second, XTTS-v2 demonstrated significant limitations
in capturing speaker identity. The average SECS was only 0.64-0.68 for female and male voices
respectively, while MCD values were relatively high, indicating poor spectral matching. Listeners
consistently described these 1-second clones as generic and lacking distinctive speaker characteris-
tics, confirming that extremely minimal reference audio is insufficient for establishing a robust voice
imprint.

The most dramatic improvements occurred within the first few seconds of additional reference
material. By 3 seconds, SECS values increased substantially to 0.74-0.75, while MCD dropped
appreciably from 6.55 dB to 5.83 dB for the female voice. At this stage, listeners could perceive
more distinct timbral characteristics resembling the target speaker, though some prosodic instability
remained evident. Further extension to 6 seconds yielded additional gains, with SECS reaching
0.75-0.76 for both voices and MCD falling to 5.3-5.8 dB. Subjectively, the 6-second clones achieved
recognizable similarity to target speakers, with voice identity becoming clearly apparent to listeners.

These findings indicate that the steepest quality gains occur within the first 5-10 seconds of refer-
ence audio. Each additional few seconds in this range provides significant new speaker information,
including expanded examples of pitch range, accent characteristics, and speaking style variations,
which the model effectively leverages to refine output voice quality. This observation aligns with
prior research, as C. Wang et al. (2023) noted that recent zero-shot TTS models can achieve credible
speaker similarity with as little as 3 seconds of reference audio.

Beyond 6-10 seconds, performance improvements begin to plateau significantly. When 20 sec-
onds of reference audio was provided, most metrics reached or approached their optimal values.
SECS values for 20 seconds measured approximately 0.76 for female voices and 0.78 for male
voices, representing only marginal improvements over the 6-second condition. MCD continued
showing minor reductions up to 20 seconds, improving by an additional 0.1-0.2 dB between 10
and 20 seconds, suggesting slightly enhanced spectral fidelity with increased data. However, lis-
tener mean opinion scores demonstrated very modest gains, with naturalness MOS increasing from
roughly 3.6 at 6 seconds to 3.7 at 20 seconds, and similarity MOS from 3.4 to 3.5 over the same
increment. These changes proved small and statistically insignificant given the confidence inter-
vals. A repeated-measures ANOVA confirmed that differences between 10-second and 20-second
conditions were not significant regarding perceived quality.

The diminishing returns pattern observed beyond 10 seconds aligns with findings from other
zero-shot TTS systems reported in the literature. Baseline models in recent studies have shown
little to no benefit from increasing reference audio beyond approximately 10-30 seconds, closely
mirroring the present findings and supporting 20 seconds as a practical upper bound where additional
speaker audio ceases to translate into appreciable improvements.

Interestingly, the experiment including a 40-second reference condition revealed that substan-
tially exceeding optimal duration can be counterproductive. No significant improvement was ob-
served from 20 to 40 seconds, with SECS and MOS remaining essentially flat. In some cases, scores
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at 40 seconds were marginally worse than at 20 seconds. For example, female voice MCD actually
increased slightly at 40 seconds (5.63 dB versus 5.59 dB at 20 seconds), while listeners provided
nearly identical naturalness ratings. Although these differences fall within error tolerances, they sug-
gest a subtle effect where excessive reference audio, particularly when comprising multiple distinct
utterances, may introduce unwanted variability that the model must average. The 40-second ref-
erence consisted of several concatenated utterances, likely causing the speaker encoder to average
across different speaking contexts and prosodies, resulting in slightly less stable prosodic consis-
tency as noted by some listeners regarding minor shifts in intonation or rhythm.

This observation aligns with Gorodetskii and Ozhiganov (2022) discussion that overly long or
heterogeneous reference samples can inject unwanted variability, thereby diluting the speaker em-
bedding. Once the model has sufficient information to build a robust speaker representation (20
seconds or less), additional audio may simply average in redundant or confounding traits.

These outcomes comprehensively confirm Hypothesis 2, demonstrating a clear trade-off between
reference audio length and performance. While extending from extremely short to moderate lengths
yields substantial gains, returns diminish markedly beyond roughly 10-20 seconds. Practically, this
means users need only a few seconds of audio to capture a new voice effectively, with little additional
benefit gained by providing more than approximately half a minute of speech. From a system design
perspective, an optimal operating point emerges around 6-10 seconds for most applications, where
the model acquires nearly all required speaker information. This finding is consistent with Arik et al.
(2018), who reported improvements up to around 20 seconds of enrollment data before performance
leveled off, and more recent systems that note diminished benefit from increasing reference material
beyond 10-30 seconds.

6.3 Comparison with Prior Work and Practical Implications
It is instructive to situate these findings in the context of previous research on voice cloning and
multispeaker TTS. Overall, the results corroborate the consensus in the literature that only a very
short sample of speech is needed to clone a new voice, thanks to advances in speaker encoding and
synthesis models. Early voice cloning systems required tens of minutes of audio from the target
speaker to achieve good results. However, the paradigm has shifted dramatically. For example,
Transfer Learning from Speaker Verification to TTS (SV2TTS) by Jia et al. (2019) demonstrated
that 5 seconds of reference audio can be sufficient for high-quality cloning. Subsequent models,
including YourTTS Casanova et al. (2023) and Microsoft’s VALL-E Y. Wang et al. (2018), pushed
the envelope further, enabling zero-shot voice cloning from just a 3-second prompt in some cases.

The use of XTTS-v2 builds upon these advancements. XTTS-v2 was informed by prior archi-
tectures such as VITS and FastSpeech known for efficient multispeaker learning, and the present
findings reflect similar capabilities. Even the 3-second reference condition produced a recognizable
voice clone, and by 6 seconds the quality was markedly improved. Furthermore, the 20-second
clones achieved near-human naturalness and similarity, which is on par with the best results reported
by contemporary systems. For instance, a recent diffusion-based zero-shot TTS system achieved
MOS around 3.7 and speaker similarity 0.80 using just a few seconds of audio, values closely aligned
with those observed for XTTS-v2 at 20 seconds. This convergence of outcomes across different sys-
tems reinforces the idea that a few seconds to a few tens of seconds of audio provide sufficient
speaker information for modern generative models to generalize to unseen voices.
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One area where the present work extends prior studies is in the focus on long-form speech con-
tinuity. Many earlier evaluations of zero-shot TTS considered relatively short utterances when mea-
suring performance. In those scenarios, issues like voice consistency over time and breath or prosody
across sentence boundaries are less pronounced. By testing 60-second monologues, this study ex-
posed XTTS-v2 to a more challenging, real-world scenario such as mimicking a paragraph of speech
or a monologue. The positive result, that the system can maintain stable voice identity and natural-
ness for at least a minute, is encouraging and suggests that the model’s architecture successfully
handles long-range dependencies. The Dynamic Convolution Attention mechanism proposed by
Gorodetskii and Ozhiganov (2022) was one solution to enable long-form stability in an autoregres-
sive Tacotron-based system. In contrast, XTTS-v2 did not exhibit alignment failures or significant
drift, likely due to its robust training on multi-speaker data and possibly the use of a feed-forward or
governed attention approach that is less prone to instability. This implies that current state-of-the-art
models are closing the gap on long-form synthesis, making them more viable for applications such
as audiobook narration, lengthy dialogues in games, or voice assistants that speak in extended turns.
The present evaluation thus provides evidence that zero-shot voice cloning can be both low-data and
long-form, combining efficiency with practicality.

From a usability standpoint, the findings have clear implications. In real-world use, one of the
key questions is how much effort is required from a user to clone their voice. The experimental
results suggest that only on the order of 6 to 10 seconds of clear speech is needed to create a rea-
sonably high-quality clone, and that no noticeable benefit is gained by using more than 20 seconds
for the cloning process. This is a crucial point for user experience. Requiring a new user to record
a 1-minute script versus just a single sentence can be the difference between an easy onboarding
and a burdensome one. Since a 6 or 10-second sample is almost as effective as a longer 40-second
recording, it becomes feasible to integrate voice cloning into consumer applications with minimal
user inconvenience. For instance, a smartphone app could prompt the user to speak a single sentence
and then immediately generate that user’s voice for TTS, knowing that additional recordings would
yield only marginal improvements.

Moreover, the fact that quality plateaus by 20 seconds means that even for users willing to pro-
vide more data, there is a practical threshold around 20 seconds beyond which they would not hear
much difference. The present study thus helps define a realistic reference duration guideline. In most
cases, a reference audio of around 10 seconds can be considered adequate for high-quality synthesis.
This is a valuable insight for deploying such systems widely, as it sets expectations on both the user
side regarding how much they need to record and the system side regarding how to balance sample
length with potential minor gains.

Another practical insight is the resilience of the system to short reference conditions. While 1
second was clearly insufficient, the jump to 3 seconds yielded significant improvement, albeit not
yet optimal. This suggests that if only a very short clip is available, the model can still produce
a clone that carries some recognizable traits of the speaker. It might not be fully convincing, but
it could be acceptable for low-stakes uses. In contrast, for high-stakes or production-quality uses
such as public service announcements or content creation, providing 10 to 20 seconds of reference
would be advisable to ensure that the output is as natural and close to the real voice as possible.
These considerations illustrate how the duration-quality trade-off can be tuned to the use case, with
applications emphasizing convenience settling for 3 to 6 seconds of reference with slightly lower
fidelity, whereas those emphasizing maximum quality can use 20 seconds but need not exceed that.
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6.4 Limitations
Despite the positive results, it is important to acknowledge the limitations of this study and the voice
cloning system, as well as broader ethical and societal considerations. From a technical perspective,
the evaluation was conducted on a relatively small set of speakers and conditions. Only one female
and one male voice were used in the experiments, both speaking standard Mandarin Chinese with
fairly neutral speaking styles. While this allowed for controlled comparisons, generalization to more
diverse speakers is not guaranteed. Different voices can trigger different challenges, as voices with
unique accents, speech impediments, or highly expressive prosody might require more reference
data or might not be cloned as faithfully by the model.

A related limitation is that all reference audio and target speech were recorded in clean conditions
with clear enunciation. In real-world scenarios, reference audio might be noisy or of lower quality.
The performance of XTTS-v2 with imperfect reference audio remains an open question, as the model
could be less robust if the embedding is affected by noise or channel distortion. Future evaluations
should include varied recording conditions to assess robustness.

Another limitation involves the evaluation metrics and criteria. While standard objective mea-
sures and comprehensive subjective MOS tests were used, there are aspects of speech quality that
these metrics only partially capture. For example, prosody and expressiveness are harder to quantify.
A cloned voice could have perfect timbral similarity but still sound monotonic or emotionally flat.
The results hinted at some prosody averaging in the 40-second case, suggesting that the emotional
or stylistic nuance of the voice might be diminished when the reference is overly long. Style transfer
or emotional content was not explicitly measured in the synthetic speech. The cloned voice, while
sounding like the target in timbre, might not capture subtler aspects of the speaker’s style if the ref-
erence lacks those cues. This points to a limitation in the current zero-shot approach, which assumes
the reference contains representative style information. If a user’s 10-second sample is spoken in
a neutral tone, the cloned speech will also be neutral, potentially lacking the full expressiveness of
that person in other contexts.

In terms of language and linguistic content, this study was conducted in Chinese, and the model
demonstrated strong performance in that language. However, XTTS-v2’s behavior in other lan-
guages was not tested here. Cross-lingual voice cloning is a complex challenge that was outside the
scope of this study. This is a limitation when considering broader applicability, as an ideal system
would maintain a speaker’s identity across languages and be equally data-efficient in each.

Perhaps the most significant considerations are ethical and societal. The technology to clone
voices from a short sample raises important concerns about misuse, privacy, and consent. A user
survey conducted to gauge public perception revealed a mix of excitement and caution among po-
tential users. Many participants saw clear positive applications, with a majority indicating they
would consider using a cloned version of their own voice if they were to lose the ability to speak due
to illness.

However, concerns were widespread. When asked about worries regarding everyday use of
cloned voices, most respondents reported at least one significant concern. The top issues cited were
privacy and identity security, with respondents fearing that someone could clone their voice without
permission and impersonate them. Over 70% of those surveyed agreed that misuse by others was a
major risk, for instance, criminals using cloned voices for fraud or misinformation. Concerns about
losing control of one’s own voice were common, as people are uneasy with the idea that once a voice
model is created, it could be used in ways they did not authorize. These findings underscore that, as
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technical performance of voice cloning improves, ethical safeguards must be addressed equally. The
present research confirms the technology’s potency, as with just a few seconds of audio, it is possible
to create speech nearly indistinguishable from a real person. This level of accessibility and fidelity
inevitably poses risks, including voice cloning without consent, impersonation, and the creation of
deepfake audio for misinformation.

In summary, while XTTS-v2 and similar systems open exciting possibilities, they also introduce
new challenges at the intersection of technology and society. Moving forward, addressing the tech-
nical limitations should go hand in hand with addressing the ethical concerns. By doing so, voice
cloning technology can be developed and deployed in a responsible manner, maximizing its benefits
while minimizing potential harms.
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7 Conclusion

7.1 Summary of Findings
This thesis conducted an in-depth evaluation of zero-shot text-to-speech voice cloning using the
open-source XTTS-v2 model, with a focus on long-form speech synthesis and the impact of refer-
ence audio duration. The central question addressed was: How little reference audio is sufficient
for XTTS-v2 to synthesize extended, high-fidelity speech that preserves a new speaker’s identity?
Through systematic experiments and analyses, several key findings emerged.

XTTS-v2 is capable of producing highly realistic speech in a target speaker’s voice using only
a few seconds of reference audio. With approximately 20 seconds of reference speech, the synthe-
sized 60-second speech achieved over 80% speaker similarity to the real speaker (as measured by
embedding similarity) and was rated nearly indistinguishable from real by human listeners, natu-
ralness MOS 3.7 out of 5, and similarity MOS 3.7. In many cases, listeners perceived the cloned
voice as the same person speaking. Notably, the voice identity remained consistent throughout the
1-minute synthesized passage, with no evident drift or degradation. These results confirm that ex-
tensive speaker data is not required—only tens of seconds (a few spoken sentences) are sufficient for
state-of-the-art voice cloning to capture a new voice.

A practical reference duration threshold for XTTS-v2 was identified. Improvements in speech
quality and speaker resemblance were most pronounced when increasing reference audio from 1
second up to approximately 6–10 seconds. Beyond roughly 10–20 seconds of reference, the re-
turns diminished significantly. By 20 seconds of reference audio, objective and subjective metrics
plateaued, and using more (e.g. 40 seconds) yielded negligible further gains. In some cases, too
much reference audio (especially if composed of multiple utterances) introduced slight inconsisten-
cies due to averaging of different speaking styles. Therefore, providing more than 20 seconds of
reference audio is generally unnecessary for this system. In practical terms, near-optimal results
can be obtained with a short sample of the speaker’s voice (around 6–10 seconds suffices for most
purposes), and additional recording effort beyond 20 seconds offers little improvement. This find-
ing validates the hypothesis regarding data efficiency and provides clear guidance on balancing user
effort and output quality.

The evaluation included one male and one female voice, and both were cloned effectively, though
small differences in performance were observed. The male voice consistently achieved slightly
higher similarity scores and lower distortion (MCD) than the female voice at equivalent reference
lengths. For example, at 6 seconds the male clone’s MOS and SECS were slightly higher than the
female’s. This may indicate that the particular female voice used was somewhat more challenging
(perhaps due to a higher pitch or more varied intonation that the model found harder to imitate with
limited data). However, by 20 seconds both voices were very close in quality. These findings suggest
that the model does not exhibit a fundamental bias, but individual voice characteristics can influence
the amount of reference needed. Future work with a larger sample of speakers would help quantify
any consistent patterns (for example, whether female voices require slightly more data on average,
or whether factors such as pitch range or recording quality are more relevant than gender alone).

Crucially, the synthetic speech was not only high quality in short snippets but also stable and
coherent over long-form outputs. The model successfully generated 60-second utterances that main-
tained the target speaker’s identity and natural prosody, without encountering the alignment failures
or quality drop-offs that have been reported in earlier TTS systems on long sentences. This demon-
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strates that zero-shot cloning models such as XTTS-v2 are capable of handling extended narration.
The ability to produce fluent, minute-long speech in a target speaker’s voice expands the applicability
of voice cloning technology to use cases such as audiobook narration, automated dialogue, and per-
sonalized voice assistants that deliver full paragraphs of speech. These results mark an encouraging
step toward bridging the gap between demo-length synthesis and real-world speech applications.

Insights from a user survey revealed that while many people are intrigued by the possibilities of
voice cloning (especially for beneficial uses such as recovering one’s voice after illness), significant
concerns remain. Privacy, security, and misuse were repeatedly emphasized by respondents. The
majority believe that safeguards are needed to prevent malicious impersonation and unauthorized
voice use. There is also a clear desire for user control over personal voice models. These insights
reinforce the conclusion that technical advancements must be accompanied by responsible practices.
Potential measures (such as watermarking synthetic audio and establishing consent frameworks)
could mitigate risks. Ensuring that the adoption of voice cloning is conducted ethically will be as
important as the quality of the cloning itself in determining public acceptance.

7.2 Future Work
Based on these findings, several recommendations and avenues for future research can be suggested.

For practical deployment of zero-shot TTS systems, aiming for a reference recording of approxi-
mately 10 seconds in duration (which typically equates to one or two sentences of speech) is advised.
This duration captures enough speaker information to produce high-fidelity clones without overbur-
dening the user. Collecting much more than 20 seconds of audio per speaker is likely unnecessary in
most cases. Instead, effort should be focused on ensuring that the reference audio is of high quality
(clear and noise-free) and representative of the speaker’s typical voice. For example, prompting the
user to speak a sentence that covers a broad range of phonemes or their natural speaking intonation
may improve synthesis results.

Future evaluations should expand testing to more diverse speakers to verify the generality of these
conclusions. This includes voices of different ages, accents, and languages. It would be valuable
to assess whether speakers with very different characteristics (such as an elderly voice versus a
child’s voice, or strong regional accents) follow the same pattern of requiring only a few seconds
for effective cloning. Preliminary research suggests that the same principles apply, but systematic
evaluation would help identify potential failure modes. If certain types of voices require longer
references or specialized training, those insights could guide more inclusive model development.
Additionally, measuring performance across languages is important—testing XTTS-v2 on English
or other languages, or using a multilingual cloning model in similar experiments, would broaden the
impact of this work. Verifying that data efficiency holds across languages (or understanding how
low-resource languages might differ) is an important future direction.

The present study primarily evaluated neutral, read-speech style outputs. In future research, an
important direction is to incorporate synthesis styles and expressive content. It would be valuable to
investigate how much reference audio is needed not only to capture a speaker’s identity but also their
speaking style or emotion. Recent works on expressive TTS and style tokens could be combined with
zero-shot cloning, enabling a cloned voice to laugh, shout, or whisper in a way consistent with the
target speaker’s mannerisms. A challenge in this area is that style often requires additional data or
labels (for example, multiple reference samples showing different emotions). One approach could
be to use the same minimal-reference strategy but allow the user to provide a few short samples
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in different speaking styles (for instance, one neutral and one excited), and investigate whether the
model can blend the speaker identity with those style cues. Developing few-shot style adaptation
on top of zero-shot cloning would make the synthesized speech even more realistic and suitable for
various contexts (such as news reading, conversational speech, or storytelling).

Robustness to real-world conditions also deserves attention. It is important to test and improve
the system’s robustness to less-than-ideal inputs. Future work could involve using noisy or spon-
taneous speech as reference to assess how the cloning holds up. If performance degrades, tech-
niques such as noise-robust speaker encoding or noise filtering prior to encoding could be explored.
Furthermore, real user recordings may include pauses, fillers, or disfluencies; the system should
ideally handle those gracefully (possibly by ignoring them during speaker embedding extraction).
Extending the pipeline with preprocessing or more robust embedding models (possibly trained on
conversational speech) could enhance practical usage. Another aspect is longer-term stability: while
1-minute synthesis showed no issues, pushing the model to generate even longer speeches (such as
5 or 10 minutes continuously) could reveal new challenges, such as subtle drift in voice or loss of
coherence. Investigating those limits and potentially incorporating mechanisms to maintain con-
sistency (for example, periodic reference re-injection or feedback during generation) would benefit
applications such as long audiobook chapters or lengthy speeches.

From an implementation standpoint, integrating ethical safeguards into voice cloning systems is
strongly encouraged. Future work on the deployment side should include developing watermark-
ing techniques for synthetic audio that do not degrade quality but allow authenticity verification.
Additionally, research into deepfake audio detection can complement ongoing work—since voice
clones are becoming more realistic, having detectors that can distinguish cloned from real speech
will be crucial for security. On the user experience front, providing transparency and user control is
essential to improve trust. For example, an application could include a dashboard that shows when
and how a user’s voice model is used, and allow them to revoke or delete their voice model easily.
Although these considerations extend beyond the core machine learning aspects, they are important
for responsible innovation. Collaboration with policymakers and ethicists is also recommended to
establish guidelines—for instance, requiring consent for cloning someone’s voice and introducing
penalties for misuse, similar to how regulations are emerging for deepfake videos. By addressing
these concerns proactively, the positive potential of voice cloning (such as personalized speech aids,
creative storytelling, and inclusive technology for those unable to speak) can be realized without
risking a loss of public trust.

7.3 Concluding Remarks
In conclusion, this thesis demonstrated that zero-shot voice cloning is not only feasible with very
limited data, but also capable of producing sustained, high-quality speech that closely mimics a target
speaker. As little as a 6–10 second voice sample is sufficient for most purposes, with 20 seconds
yielding near-maximum performance and further data providing negligible benefit. These findings
contribute to the understanding of data efficiency in speech synthesis and offer practical guidelines
for deploying voice cloning systems. Furthermore, technical success must be accompanied by ethical
responsibility; as this technology transitions from research into real-world applications, ensuring it
is used with consent and caution is of paramount importance.

The work presented establishes a foundation for future innovations. By understanding the prac-
tical limits and strengths of current models, future research can focus on new challenges: making
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cloned voices more expressive, expanding coverage across languages and speakers, and safeguard-
ing the technology against misuse. Achieving a balance between innovation and responsibility will
enable voice cloning to become a valuable tool—for personalized user interfaces, preserving voices,
and creative arts—while respecting the rights and dignity of individuals. The XTTS-v2 system and
the evaluations conducted in this study illustrate what is possible with minimal data. The voice of
the future may indeed be synthetic, but if this technology is guided wisely, it will be the user’s own
voice speaking back to them through the devices and applications of tomorrow.
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Appendices

A Listening Test Survey



Consent Form

Consent Form for Participation in the TTS Listening Preference Study

文本转语音 (TTS) 听力偏好研究参与同意书

Purpose of the Study:

This study aims to collect information about listener preferences and perceptions when presented with

audio samples generated by a few-shot voice cloning text-to-speech (TTS) system. The results will

help researchers understand how the duration of reference audio used for voice cloning affects

listeners’ judgments of speaker similarity, naturalness, and overall preference.

研究目的：

本研究旨在收集您在聆听由少量参考音频生成的文本转语音 (TTS) 音频样本时的偏好和感知信息。研究

结果将帮助研究人员了解用于语音克隆的参考音频时长如何影响听众对说话人相似度、自然度和整体偏

好的判断。

Procedures:

You will be asked to listen to a series of short audio clips (both real and synthesized) and answer

questions about your impressions. The total time for participation is approximately ten to fifteen

minutes. There is no penalty if you decide not to finish the study.

研究流程：

在本研究中，您将听取一系列简短的音频片段（包括真实录音和合成语音），并回答一些关于您感受的问

题。整个过程大约需要十至十五分钟。如您选择中途退出，不会有任何不利影响。

Voluntary Participation:

Your participation is completely voluntary. You are free to withdraw from the study at any time without

giving a reason. If you withdraw, any data you have provided will be removed from the research set.
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自愿参与：

您的参与完全出于自愿。您可以随时退出研究，无需提供理由。如果您退出，您已提交的任何数据将从

研究中删除。

Confidentiality and Data Usage:

Your responses will be collected anonymously. All data will be stored securely and used only for

research and academic reporting. No personal information will be revealed.

保密与数据使用：

您的回答将以匿名方式收集。所有数据都将被安全保存，仅用于研究及学术报告，不会泄露您的个人信

息。

Risks and Benefits:

Listening to short audio clips poses minimal risk. You may enjoy learning about how TTS voices are

studied, but no direct personal benefits are guaranteed.

风险与收益：

聆听简短音频的风险极低。您可能会对文本转语音研究过程产生兴趣，但本研究无法保证任何直接个人

收益。

Statement of Consent:

By continuing with this study, I confirm that I have read and understood the information provided. I

agree to participate in this study under the conditions outlined above.

同意声明：

继续参与本研究即表示我已阅读并理解上述信息，并同意在以上条件下参与研究。

Demographic Question

I consent
我同意

I do not consent, I do not wish to participate
我不同意，我拒绝参与
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Age

您的年龄

Gender

您的性别

What is your native language?

您的母语是什么？

Do you have normal hearing?

您的听力是否正常？

18-25
26-35
36-45
45+

Male
男性

Female
女性

Prefer not to say
我不愿透露

Mandarin Chinese
普通话

Other Chinese dialect
其他汉语方言

Other language (please specify)
其他语言（请注明）
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How familiar are you with TTS (Text-to-Speech), synthetic voices, or voice cloning?

您对 TTS（文本转语音）、合成语音或语音克隆技术的熟悉程度如何？

Scenario-Based Listening Tasks

场景型听觉测试任务

You will hear audio clips generated with different amounts of speaker reference audio. Please listen to

the clips and answer the following questions.

您将听到由TTS技术生成的语音片段，这些片段使用了不同长度的参考音频进行语音克隆。请聆听音频

并回答以下问题。

Female Voice

Yes
是

Minor hearing loss
轻微听力损失

Moderate to severe hearing loss
中重度听力损失

Prefer not to say
不愿透露

Very familiar
非常熟悉

Have heard of it, but not very familiar
听说过，但不太熟悉

Not familiar at all
完全不熟悉
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Scenario 1 Female Voice

场景一 女性声音

You will hear six audio clips in this scenario.

本场景中您将听六段音频。

Task: Select the one that sounds the most like the original speaker.

任务：请选择最接近原说话人声音的音频。

目标音频：

0:000:00 / 0:06/ 0:06

Audio 1

音频一 
0:000:00 / 0:51/ 0:51

Audio 2

音频二 
0:000:00 / 0:53/ 0:53

Audio 3

音频三 
0:000:00 / 0:45/ 0:45

Audio 4

音频四 
0:000:00 / 0:47/ 0:47

Audio 5

音频五 
0:000:00 / 0:49/ 0:49

Audio 6

音频六 
0:000:00 / 0:51/ 0:51

Audio 7

音频七 
0:000:00 / 0:51/ 0:51
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Please rate these recordings on naturalness (1 = very unnatural, 5 = very natural)

请对这些音频的自然度进行评分（1=非常不自然，5=非常自然）

Please rate these recordings on speaker similarity (1 = very different, 5 = very similar)

请对这些音频与原说话人声音的相似度进行评分（1=完全不同，5=非常相似）

    
1 2 3 4 5

Audio 1
音频一

  

Audio 2
音频二

  

Audio 3
音频三

  

Audio 4
音频四

  

Audio 5
音频五

  

Audio 6
音频六

  

Audio 7
音频七

  

    
1 2 3 4 5

Audio 1
音频一

  

Audio 2
音频二

  

Audio 3
音频三

  

Audio 4
音频四
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Please decide which one is Real human speech.

请判断哪一条音频是“真实人声”。

Male Voice

Scenario 2 Male Voice

场景二 男性声音

    
1 2 3 4 5

Audio 5
音频五

  

Audio 6
音频六

  

Audio 7
音频七

  

Audio 1
音频一

Audio 2
音频二

Audio 3
音频三

Audio 4
音频四

Audio 5
音频五

Audio 6
音频六

Audio 7
音频七
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You will hear six audio clips in this scenario.

本场景中您将听六段音频。

Task: Select the one that sounds the most like the original speaker.

任务：请选择最接近原说话人声音的音频。

目标音频： 

Please rate these recordings on naturalness (1 = very unnatural, 5 = very natural)

请对这些音频的自然度进行评分（1=非常不自然，5=非常自然）

0:000:00 / 0:04/ 0:04

Audio 1

音频一 
0:000:00 / 0:54/ 0:54

Audio 2

音频二 
0:000:00 / 0:48/ 0:48

Audio 3

音频三 
0:000:00 / 0:52/ 0:52

Audio 4

音频四 
0:000:00 / 0:49/ 0:49

Audio 5

音频五 
0:000:00 / 0:50/ 0:50

Audio 6

音频六 
0:000:00 / 0:45/ 0:45

Audio 7

音频七 
0:000:00 / 0:57/ 0:57
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Please rate these recordings on speaker similarity (1 = very different, 5 = very similar)

请对这些音频与原说话人声音的相似度进行评分（1=完全不同，5=非常相似）

    
1 2 3 4 5

Audio 1
音频一

  

Audio 2
音频二

  

Audio 3
音频三

  

Audio 4
音频四

  

Audio 5
音频五

  

Audio 6
音频六

  

Audio 7
音频七

  

    
1 2 3 4 5

Audio 1
音频一

  

Audio 2
音频二

  

Audio 3
音频三

  

Audio 4
音频四

  

Audio 5
音频五

  

Audio 6
音频六
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Please decide which one is Real human speech.

请判断哪一条音频是“真实人声”。

Attitudes toward Voice Cloning

Attitudes toward Voice Cloning

对语音克隆技术的态度

You will now be asked a few questions about your attitude toward voice cloning technology.

接下来将问您一些关于语音克隆技术态度的问题。

    
1 2 3 4 5

Audio 7
音频七

  

Audio 1
音频一

Audio 2
音频二

Audio 3
音频三

Audio 4
音频四

Audio 5
音频五

Audio 6
音频六

Audio 7
音频七
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If you lost your own voice (e.g. due to illness), would you consider using a cloned version of your voice

to communicate?

如果有一天您失去了自己的声音（例如由于疾病原因），您是否会考虑使用克隆版的自己声音来进行交

流？

If such a technology became widely available, would you be interested in having your voice cloned for

personal use (even if you do not lose your voice)?

如果这种技术普及，您是否会有兴趣克隆自己的声音用于个人用途（即使您没有失去自己的声音）？

In which of the following scenarios would you be willing to use a cloned voice? (Multiple choice)

您在以下哪些场景中会愿意使用克隆声音？（可多选）

Yes
是

Maybe
可能

No
否

Yes
是

Maybe
可能

No
否

Phone calls 电话通话

Voice assistants (Siri, Alexa, etc.) 语音助手

Public speaking (virtual) 虚拟公共演讲

Content creation (videos, podcasts) 内容创作（视频、播客）

Communication after voice loss 失声后沟通

As a personal digital legacy 作为个人数字遗产

Other 其他（请注明）
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What concerns (if any) would you have about using a cloned voice? (Multiple choice)

您对在日常生活中使用克隆声音有哪些顾虑（如果有）？（可多选）

If you were to use a cloned voice, how important would the following qualities be? (Matrix question, 1 =

Not important at all, 5 = Very important)

如果您要使用克隆声音，以下哪些方面对您来说重要程度如何？（1=完全不重要，5=非常重要）

I would not use it 我不会使用

Privacy 隐私

Identity theft 身份盗用

Misuse by others 他人滥用

Losing control of my own voice 失去自己声音的控制权

Emotional discomfort 情感上的不适应

No concerns 没有顾虑

Other 其他（请注明）

    
1 2 3 4 5

Voice naturalness
语音自然度

  

Voice similarity to your
own voice
与自己声音的相似度

  

Emotional expression
capacity
能否表达情感

  

Intelligibility (clarity)
清晰度
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Overall, do you have a positive or negative attitude toward voice cloning technology?

总体上，您对语音克隆技术的态度是积极还是消极？

Would you like to add any other comments about your opinion on voice cloning?

您是否希望补充您对语音克隆技术的其他看法？

    
1 2 3 4 5

Data privacy/privacy
guarantees
数据隐私/隐私保障

  

Very positive
非常积极

Somewhat positive
有些积极

Neutral
一般

Somewhat negative
有些消极

Very negative
非常消极
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B Text for Synthesized Audio



Text for Female Audio: 
 
英特尔对今年第一季度营收的预期低于分析师的估计, 英特尔今天在一份声明中称, 只是

在工厂里面做其中的某一段, 制造过程智能化物流的智能化或者仓储的智能化管理, 但是

里面的要素我们都具备了, 从去年开始我们把这些要素做成一体, 成为一个完整的智慧工

厂, 下一步还将继续推广, 三因素影响科技成果转化, 曲道奎科技成果转化一直是一个 老大

难问题, 以前的产学研等模式效果都不好, 原因主要在三个方面, 成果是否具备转化的条件

是一个内因, 本身就是发不了芽的种子怎么转化呢, 现在很多成果都是脱离实际的。 
 
Text for Male Audio: 
 
实现数字化整合营销, 是当今广告行业的需要, 消费者行为的变化及技术的进步, 催生了广

告领域新的变革和创新, 唯有实力雄厚又颇具现代创新意识的广告企业, 今久整合营销集

团就是如此, 成为圈子里首屈一指的超大企业, 自成立以来服务项目几千个, 开创了蔓延全

国的青年社区概念, 确立了无人撼动的行业老大地位, 成为房地产最信任的营销公司, 然而

这家雄心勃勃的公司并未止步于此,  一个以互联网和大数据为核心的时代已经到来, 今久

必须担当起引领时代潮流的重任, 蓝色光标以几亿人民币收购今久, 这成为今久转型的起

点 。 
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