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Abstract
With the widespread adoption of voice-enabled devices in homes and the growing promise of speech
technology for accessibility, improving whispered speech recognition is becoming increasingly rel-
evant. The automatic recognition of whispered speech remains an ongoing challenge, primarily
due to the scarcity of whispered speech data and its distinct acoustic properties, which degrade the
performance of models trained on normal speech. A key difference—the absence of fundamental
frequency—particularly degrades low-frequency regions. Our study shows that masking spectro-
gram regions below 300 Hz during voiced phone frames (F0-Mask) leads to a statistically signif-
icant relative improvement of 6.5% in word error rate (WER) on whispered speech, compared to
the baseline using the state-of-the-art augmentation method, SpecAugment, which masks frequen-
cies indiscriminately. We achieve this result by fine-tuning OpenAI’s Whisper-small model on the
US subset of wTIMIT. Seven fine-tuning experiments—including novel data augmentation with F1-
Mask, LF-Mask, and hybrid approaches combining SpecAugment with our methods—showed that
none of the other setups established either a statistically significant improvement or degradation in
WER on whispered speech compared to the SpecAugment baseline. This finding suggests that the
absence of F0 in whispered speech—and the resulting degradation of voicing band—are key acoustic
differences that impede recognition, and that removing the F0 band helps the model focus on higher
frequencies. Our findings are in line with related studies on whispered speech recognition and sug-
gest that data augmentation approaches tailored specifically to whispered speech properties represent
a promising research direction. Finally, the F0-Mask approach achieved 11.5% WER on the whis-
pered US subset of wTIMIT, matching the current state-of-the-art performance on this dataset, while
maintaining strong performance on normal speech, with no degradation from the baseline WER of
5%.

Keywords: Automatic Speech Recognition (ASR) — Whispered Speech Recognition — Whisper
Model — Fine-Tuning — wTIMIT dataset — Data Augmentation — SpecAugment — Masking —
Frequency Masking — Low-Frequency Masking — Phone Masking
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1 Introduction

1.1 Whispered Speech in Voice Technology

The increasing adoption of voice assistants and smart speakers has transformed how users interact
with technology, making voice an increasingly popular modality for engaging with devices. How-
ever, this integration has also introduced new usage scenarios and challenges that are absent in
text-based interactions. In certain communicative contexts, humans adopt a special mode of speak-
ing—whispering - which is acoustically distinct from regular speech. People often whisper to avoid
waking others, maintain the privacy of conversations, or minimize disturbance. The adoption of
voice-enabled devices in smart homes means that these contexts are no longer edge cases but every-
day occurrences. Yet, in such situations, the performance of these devices diminishes. Despite two
decades of research on whispered speech recognition and the commercial introduction of whisper
mode by Amazon's Alexa (Cotescu et al., 2019), most virtual assistants do not explicitly support
whispered speech. Moreover, even the most advanced publicly available speech recognition models
continue to show a signi�cant performance gap between whispered and normal speech recognition,
highlighting the need for further research to enable reliable communication in these low-volume
scenarios.

1.2 Supporting Accessibility with Whispered Speech

Beyond everyday convenience, whispered speech recognition holds important potential for acces-
sibility, particularly for individuals with voice impairments. For example, people with spasmodic
dysphonia—a rare neurological disorder affecting approximately 1 in 100,000 individuals (Nutt et
al., 1988) and characterized by involuntary vocal cord spasms—often report fewer symptoms when
whispering (Guiry et al., 2019), making voice-controlled systems based on whispered input a po-
tentially more accessible communication method. Similarly, studies suggest that people who stut-
ter—a signi�cantly larger group, estimated at 70–80 million globally (SheikhBahaei & Maguire,
2020)—often experience fewer dis�uencies when whispering (van de Vorst & van Vugt, 2023),
which may facilitate smoother interactions with voice-controlled systems. Additionally, whispered
speech-based recognition technology may prove valuable for individuals who have undergone vo-
cal fold removal (laryngectomy), especially in voice reconstruction applications. Between 2001
and 2011 alone, over 45,000 patients in the United States underwent laryngectomy procedures
(Saraswathula et al., 2023), highlighting a signi�cant user population that could bene�t from more
accessible voice interfaces. While the current study focuses on whispered speech from healthy
speakers, future research could evaluate to what extent improvements made in recognizing ordinary
whispered speech could transfer to assistive-technology contexts.

1.3 Adapting Speech Recognition for Whispered Speech

An essential component of voice assistants is automatic speech recognition (hereinafter ASR). The
�rst step that voice assistants or smart speakers perform in order to respond to our queries or ex-
ecute actions is to convert the speech signal, captured by a microphone, into text (hence ASR is
sometimes referred to as Speech-to-Text, or STT). ASR remains a very active area of research, with
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some studies even demonstrating ASR systems reaching human parity (Xiong et al., 2016). How-
ever, recognition accuracy can only match human transcribers in tasks involving clean, unaccented
speech, and it remains signi�cantly below human performance in more challenging environments,
such as when noise is present (Spille et al., 2018). Additionally, speech produced with an accent dif-
ferent from the one the model was trained on can also signi�cantly degrade performance (Picheny et
al., 2019). Whispered speech represents yet another confounding speech variation that can substan-
tially degrade recognition performance, but does not impede human comprehension in the same way.

One way to address challenges related to speech variability is by collecting more relevant data,
although for state-of-the-art ASR models, this may require datasets an order of magnitude larger
than those currently available for whispered speech. Consequently, many researchers in recent years
have turned to existing publicly available models to take advantage of the substantial computational
resources and data already used to train them. In this context, these models are referred to as pre-
trained models, and one prominent example is OpenAI's Whisper (Radford et al., 2022), which was
trained on 680,000 hours of audio data. Whisper supports multiple languages and has achieved state-
of-the-art performance in many of them. Because its training data was sourced from the internet, it
primarily contains normal, phonated speech. The model can nevertheless be adapted to new domains
and tasks, including whispered speech, through a process known as �ne-tuning. Speci�cally, �ne-
tuning Whisper has been shown to deliver the best-to-date accuracy on whispered speech on one of
the popular benchmark datasets (Marchenko, 2024).

1.4 Data Augmentation

An alternative way to address some of the ASR challenges detailed above, such as inherent speech
variability and robustness to noise, is not by collecting more in-domain data, but by applying trans-
formations to the speech signal to effectively multiply the existing dataset. This set of approaches,
called data augmentation, is particularly useful in low-resource ASR tasks where data are scarce—
tasks that lack suf�cient resources to train modern deep learning algorithms, which current ASR
models rely on. These transformations might include, for example, vocal tract perturbations (Jaitly
& Hinton, 2013), changing the speed of speech (Ko et al., 2015), or adding noise (Hannun et al.,
2014). By exposing the model to more challenging and varied speech, we increase its ability to
perform in real-world scenarios, where it encounters all sorts of variability, reverberation, and noise.
Given the limited availability of whispered speech data, various augmentation techniques have al-
ready proven effective for this particularly challenging task (Gudepu et al., 2020; Chang et al., 2021;
Lin et al., 2023).

One simple yet very effective augmentation technique is SpecAugment (Park et al., 2019). It op-
erates not on the raw audio signal, but directly on the spectrogram, hence the name. SpecAugment
treats the spectrogram as a two-dimensional image, with the vertical axis representing frequency
and the horizontal axis representing time. It then applies time warping, frequency masking, and time
masking. Masking here means setting the values of a proportion of randomly selected regions to
zero. This encourages the model to generalize better and become robust to alterations in both time
domain and frequency domain. SpecAugment set new performance benchmarks in ASR and has
since become a standard technique for training modern deep learning models.
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A related technique, semantic masking, was proposed by Wang et al. (2019). Instead of mask-
ing a frequency or time block, semantic masking involves masking a word-level token to encourage
the model to interpolate words based on the surrounding context. Using this approach, the authors
achieved new state-of-the-art performance on LibriSpeech, a popular ASR benchmark.

However, although SpecAugment has led to important performance gains in ASR, it is a general
augmentation technique which does not differentiate masking location or size based on the acous-
tic information in the speech signal. Recently, however, an augmentation strategy based on both
SpecAugment and semantic masking has been proposed that uses in-domain phonetic expertise and
applies augmentation technique speci�cally tailored to whispered speech recognition.

1.5 Data Augmentation for Whispered Speech

1.5.1 Phone Masking

Whispered speech differs from normal phonated speech in several ways, the most fundamental being
the absence of vocal fold vibration, which eliminates the fundamental frequency (F0). Whispered
speech exhibits overall reduced energy and hence tends to have lower signal-to-noise ratio (SNR).
However, not all speech sounds are equally affected by whispering. Some, particularly voiceless
phonemes, show less variation, as demonstrated by cepstral distance analysis conducted by Ito (Ito
et al., 2005), while others display more pronounced differences. The presence of greater acoustic di-
vergence in speci�c phoneme groups between whispered and normal speech, together with concepts
from SpecAugment and SemanticMasking, led to the development of Ph[]neMask (Marchenko,
2024)—an augmentation method that masks selected phoneme groups on the spectrogram. How-
ever, masking phones did not yield statistically signi�cant improvements over simple �ne-tuning
without augmentation which can likely be attributed to removing to much relevant acoustic infor-
mation by masking entire spectrum of a phone or by limited phone scope applied, as only palatal
consonants and mid-vowels were masked leaving other voiced consonants unchanged. Neverthe-
less, it established a precedent for phone-aware data augmentation in whispered speech recognition
and raised an important point about the asymmetry in acoustic mismatch between whispered and
phonated speech across different phoneme groups. Re�ning this method by masking only selected
frequency bands of the phone and expanding the phoneme scope holds promise.

1.5.2 Phone-Aware Low-Frequency Masking

As noted, one of the de�ning features of whispered speech is the absence of F0, which for most con-
versational speech falls below 243 Hz (Tielen, 1989). The low-frequency range therefore shows
the most signi�cant spectral differences. Masking the low-frequency bands would not impede
intelligibility to the same extent as masking phones across the entire frequency spectrum does.
Low-frequency phone masking would also discard less information than Ph[]neMask while, like
Ph[]neMask, concentrating on regions that show the greatest differences to encourage the model to
focus on stable acoustic features shared by both whispered and normal speech.

Additionally, all voiced phonemes show signi�cant differences in their spectral characteristics
(Ito et al., 2005; Lim, 2011), so by limiting the frequency range, we could create room to expand the
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scope of the original Ph[]neMask from masking only mid-vowels and palatal consonants to masking
all voiced sounds. This would also align with the fact that the absence of F0 alters the nature of these
sounds signi�cantly. Similarly to Ph[]neMask, by focusing on the most affected sounds and those
relatively unaffected unchanged, we eliminate primarily confusing information while preserving the
remaining, relatively more stable across both modes, parts of the speech signal.

Finally, a slight adaptation of SpecAugment to mask higher proportion of the low-frequency
bands was already proposed by Chang et al. (2021), and it successfully improved performance on
whispered speech compared to the vanilla SpecAugment baseline. However, it did not manage to
maintain the same level of performance on normal speech. Since this study applied masking only
to whispered speech, the question of whether masking both modes could preserve normal speech
performance remains open.

1.6 Research Question and Hypotheses

In light of the preceding discussion, this research addresses the following question:

RQ: Does augmenting training data with phone-speci�c, low-frequency masking im-
prove the accuracy of a �ne-tuned pre-trained model on whispered speech, compared to
a similar �ne-tuning setup that uses SpecAugment as augmentation?

Based on the fact that a primary feature of whispered speech - lack of fundamental frequency (F0)
signi�cantly changes the spectral characteristics of voiced phonemes and given that F0 rarely ex-
ceeds 243 Hz in conversational speech (Tielen, 1989), my primary hypothesis is:

• H1: Masking sub-300 Hz energy (F0-mask) during voiced phoneme frames will improve
Whisper-small's word-error rate (WER) on whispered speech without harming its performance
on modal speech.

In additional, acoustic analyses of formants have show that the �rst formant (F1) undergoes consis-
tent upward shifts in whispered speech (up to 60%), while higher formants like F2 and F3 remain
relatively stable (Ito et al., 2005; Sharifzadeh et al., 2012). This suggests that selectively masking the
frequency region below the �rst formant (F1) of vowels may further reduce the mismatch between
whispered and modal speech. Based on an analysis of the whispered vowel space(Sharifzadeh et al.,
2012)—showing that the average F1 of the vowelæ, which has the highest F1 among the vowels
studied, does not exceed 1100 Hz—I propose a second hypothesis:

• H2: Masking energy below 1100 Hz during vowel frames (F1-mask) will improve recognition
accuracy of whispered speech speci�cally by improved vowel recognition.

Finally, previous acoustic analyses have found that spectral energy differences in whispered speech
remain signi�cant up to 1500 Hz (Ito et al., 2005), particularly for voiced phonemes. Despite the
potential impact on intelligibility caused by removing both formants, the spectral energy remains
relatively stable between modal and whispered speech in the mid-frequency range. Based on this
observation, I propose a third hypothesis: a more aggressive masking variant.
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• H3: A broader mask that removes energy below 1500 Hz will yield additional improvement
or reveal the point at which frequency masking begins to degrade performance.

I hypothesize that a phone-aware, low-frequency masking augmentation—one that masks either the
sub-300 Hz band during voiced phoneme frames (F0-mask), the sub-1100 Hz band during vowel
frames (F1-mask), or the sub-1500 Hz band during voiced phoneme frames (LF-mask)—will en-
courage the model to rely on relatively more stable mid- and high-frequency cues, thereby improv-
ing Whisper-small's (Radford et al., 2022) performance on the whispered speech dataset wTIMIT
(Lim, 2011). This targeted approach applied to both whispered and normal speech spectrograms
should yield lower word-error rate (WER) than task-agnostic methods like SpecAugment (Park et
al., 2019), which mask randomly across all time–frequency regions, and do so without signi�cantly
degrading accuracy on modal speech.

1.6.1 Validation Criteria

A statistically signi�cant reduction in WER compared to the SpecAugment baseline would con�rm
the effectiveness of phone-aware, low-frequency masking. Conversely, a statistically signi�cant in-
crease in WER would indicate that low-frequency phone masking alone is insuf�cient for improving
whispered speech recognition. If the observed change in WER—whether reduction or increase—is
not statistically signi�cant, it would suggest partial merit. In that case, further re�nement of this
augmentation method or its combination with complementary techniques could be explored.

1.7 Thesis Outline

Now that the motivation for this research has been established, the structure of this thesis is as
follows. Section 1.6 introduces the research question and hypotheses. Section 2 reviews relevant
literature, situates this work within the current research landscape, and provides background on
key developments and concepts necessary to understand subsequent sections. Section 3 outlines
the methodological approach. Section 4 describes the experimental setup and raw results. Section 5
summarizes all results and analyzes their statistical signi�cance. Section 6 discusses the implications
of the �ndings, outlines limitations, and compares the experimental results to existing research.
Finally, Section 7 concludes with a summary of key �ndings, highlights their relevance, and offers
suggestions for future research directions.
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2 Literature Review

This section provides a review of research relevant to whispered speech recognition, focusing par-
ticularly on recent advances, in order to position the experiments within existing research. Firstly,
a replicable systematic literature review methodology is detailed in Subsection 2.1. Subsection 2.2
describes the phonetic and acoustic properties of whispered speech compared to modal speech. Sub-
section 2.3 brie�y discusses early research in whispered speech recognition before shifting focus to
recent promising approaches in data augmentation for whispered ASR, and concludes by outlining
the research gap identi�ed across the reviewed studies.

2.1 Literature-Review Methodology

To construct a comprehensive and replicable literature review, I adopted a chaining-based strategy
(also known as ”citation chasing” or ”snowballing”). This systematic literature review method helps
identify connections between relevant papers by applying both backward and forward citation chas-
ing. I began with establishing a curated seed set of foundational papers closely related to the research
question.

2.1.1 Seed Paper Selection

The initial seed set consists of four peer-reviewed publications and one unpublished master's thesis,
all of which directly address the core themes of the current work:

• Ito et al. (2005): foundational analysis of whispered-speech recognition published in 2005.
Used for forward chasing due to its high citation index and relevance for subsequent research.

• Lim (2011): wTIMIT dataset and discussion of computational challenges in whispered-speech
ASR. A highly in�uential work cited by multiple studies, partly due to the wTIMIT dataset
becoming a standard benchmark in the �eld. Forward chaining used to identify all later studies
using wTIMIT.

• Lin et al. (2023): recent work on augmentation for whispered speech using pseudo-whispered
generation on wTIMIT. One of the latest peer-reviewed papers relevant to the current work.
Used for both backward and forward chasing.

• Marchenko (2024): unpublished master's thesis that established a current state-of-the-art
on wTIMIT by �ne-tuning the Whisper model. Introduced thePh[]neMaskaugmentation
technique and suggested further research directions, which the current work builds on.

• Chang et al. (2021):highly relevant work applying a frequency-weighted masking approach
(SpecAugment-based) targeting low-frequency regions of whispered speech. Presents results
that directly inform the current work.

2.1.2 Chaining Strategy

For some papers, both backward chaining (screening references cited within the seed papers) and
forward chaining (identifying papers that cite the seed set) were applied. For others, only one di-
rection—either backward or forward—was used, depending on the year of publication (see 1 for
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details). Chaining was performed using the Citationchaser software (Haddaway et al., 2022). For
older or unpublished seed papers without a DOI (required by the tool), manual searches were con-
ducted using Google Scholar indexing.

Table 1: Citation chaining overview of selected seed papers.

Seed Paper Backward Forward Comments

Ito et al. (2005) 7 166 Backward chaining skipped due to
pre-2019 publication

Lim (2011) 7 78 Same as above

Chang et al. (2021) 45 15 Chained both directions; recent and
highly relevant

Lin et al. (2023) 32 9 Same as above

Marchenko (2024) 37 7 No forward citations yet (unpub-
lished), but backward chaining ap-
plied

Key Papers Without Citation Chaining

Park et al. (2019) 7 7 Used as baseline; chaining yielded
too many irrelevant results

Radford et al. (2022) 7 7 Same as above
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2.1.3 Inclusion & Exclusion Criteria

Criterion Include Exclude

Language Publications in English only Publications in other languages

Date Range Papers published in 2019 or later Papers published before 2019

Study Type Peer-reviewed journal or confer-
ence papers

Preprints and non-peer-reviewed
sources

Focus Area

• Whispered speech ASR
• Augmentation methods for ASR
• Acoustic and phonetic proper-

ties of whispered speech
• Recent works on whisper-to-

normal conversion
• Recent works on whispered

speech enhancement
• Seminal ASR works that led to

technological breakthroughs

• Pre-2019 works on whisper-to-
normal conversion and speech
enhancement

• Whispered voice activity detec-
tion, speaker veri�cation, and
diarization

• Psychological and medical stud-
ies on whisper perception and
cognition

Table 2: Inclusion and exclusion criteria applied during the screening process.

Exclusion criteria are presented in Table 2. They are listed in the order in which they were applied
during the screening process. Date range and study type criteria were selectively relaxed in the
following cases:

• Seminal ASR papers with lasting in�uence on current systems were included regardless of
publication year.

• Whispered ASR studies, particularly seed papers, and acoustic/phonetic studies of whispered
speech were exempt from the year and study type criteria if their methodology aligned with
the research question or provided insights relevant to the augmentation method proposed in
this work.

2.1.4 Supplemental Keyword Search

To capture recent advances, chaining was supplemented by a Google Scholar keyword search. The
query used was:

(”whispering ” OR low voice ORunvoiced speechOR ”whispered speech”) AND ( data
augment*AND (” whispered ASR” OR ”whispered automatic speech recognition ”) AND
(mask*)1

1Quotation marks were used to avoid confusion with OpenAI's Whisper model, which generates a high number of
unrelated search results.
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This search returned one of the original seed papers, namely Chang et al. (2021) and one pa-
per that was excluded based on the year criterion. Additionally, a broader search term ”speech
technology whispered ” was set as a Google Scholar alert three months prior to concluding the
review to ensure no recent publications were missed. None of the 16 papers retrieved through the
alert met the relevance criteria and were therefore excluded from the review.

2.1.5 Screening Process

From the initial 382 papers identi�ed through chaining, 294 unique papers remained after dedupli-
cation using Zotero and manual review. In the �rst stage, the publisher was identi�ed to apply the
language and study type exclusion criteria (see Section 2.1.3). At this stage, some exceptions were
made for study type, as detailed in the same section. For the remaining 258 papers (including men-
tioned exceptions), the second stage involved reading titles, applying the year criterion, and quickly
skimming abstracts when in doubt. After this stage, 108 papers were selected for more thorough ab-
stract review and methodology skimming to assess relevance to the research question. From these,
76 papers were selected for full reading and inclusion in the literature review section. A summary of
this multi-stage screening process is presented in Table 3. Papers were retrieved using IEEE Xplore,
Google Scholar, and the ISCA Archive. Appendix A contains the full list of screened papers, along
with the result of each exclusion criterion applied.

Table 3: Screening funnel outcomes.

Screening Stage Papers Remaining

Total results from citation chaining 382

After deduplication 294

After language and study type exclusion 258

After year-based exclusion 108

After abstract reading and methodological screening 76

2.2 Phonetic and Acoustic Properties of Whispered Speech

The production of whispered speech, which lacks the vibration of the vocal folds, results in a funda-
mentally different acoustic signal compared to phonated (or voiced) speech. These differences are
immediately apparent in visual representations of the audio. Figure 1 displays the waveform and
spectrogram for the phonated sentence, “Swing your arms as high as you can”, while Figure 2 shows
the same sentence whispered by the same speaker. These �gures will serve as a visual guide to the
acoustic alterations discussed below.

2.2.1 The Source-Filter Alteration in Whispering

The source–�lter theory of speech production (Fant, 1971) conceptualizes speech as a two-stage
process. First, a sound source is generated, most commonly at the glottis. This source signal pos-
sesses its own spectral characteristics, which are then shaped by the resonant properties of the vocal
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Figure 1: Spectrogram and a corresponding waveform of a a sentence ”Swing your arms as high as
you can” in normal phonation.

tract—the �lter—resulting in the �nal speech output. In voiced speech, the glottal source is pro-
duced by the vibration of the vocal folds, generating a quasi-periodic signal. This quasi-periodicity
arises because the vocal folds do not open and close with perfectly uniform timing, due to their
biomechanical properties.

In whispered speech, the vocal folds do not vibrate. Instead, they remain apart, forming a narrow
glottal constriction through which air �ows, generating turbulent noise. This turbulent air�ow re-
places vocal fold vibration as the sound source. Importantly, the �lter component of speech produc-
tion—the supraglottal vocal tract—remains relatively unchanged compared to source. Perception
studies have shown that articulatory features such as place and manner of articulation are largely
preserved in whispered speech, while the absence of vocal fold vibration makes voicing distinctions
signi�cantly harder to perceive (Tartter, 1989).

2.2.2 Loss of Periodicity and Fundamental Frequency

The most direct consequence of an aperiodic source is the complete loss of voicing. In phonated
speech, the rate of vocal fold vibration gives rise to the fundamental frequency (F0), which is per-
ceived as pitch. In the spectrogram in Figure 1,F0 appears as a darker horizontal band at the base of
the spectrogram (clearly visible in [N] phoneme) and manifest as �ne vertical striations in the wave-
form, clearly visible in vowels like [A]. In the whispered equivalents in Figure 2, these features are
absent. The waveform shows only irregular, noise-like �uctuations, and the low-frequency, darker
F0-band in the spectrogram has vanished.
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Figure 2: Spectrogram and a corresponding waveform of a whispered sentence ”Swing your arms as
high as you can”.

2.2.3 Changes in Spectral Energy and Formant Structure

Lack of voicing leads to further changes in acoustic properties of the whispered speech signal.

1. Lower Energy Firstly, there is a signi�cant reduction in overall signal energy clearly visible
on whispered waveform on Figure 2 which has signi�cantly lower amplitude compared to
phonated waveform.

2. Flatter spectrum. This characteristic energy distribution in phonated speech where energy
decreases in higher frequencies is known as spectral tilt or slope. It is visible on Figure 3.
Whispering, by contrast, has more energy in higher-frequencies. This results in a signi�cantly
�atter spectral tilt.

3. Noise. One of the reasons for a �atter spectrum is the broadband noise introduced by the
source, hence referred by Fant (1971) as noise source. On a spectrogram it manifests as the
grey regions seen distributed across the entire frequency range in the whispered spectrogram
(Figure 2). In phonated speech, the spectrogram (Figure 1) shows dark, high-energy regions
concentrated at lower frequencies but energy decreases signi�cantly above 5 KHz changing
into ”white” areas lacking visible acoustic energy (with an exception of noise-excited frica-
tives).

4. Formant upward shift. Thirdly, this noisy excitation also affects formants. In phonated
speech, the periodic glottal source generates harmonics, which are selectively ampli�ed by the
vocal tract's resonances, producing spectral peaks known as formants. These peaks create a
spectral envelope with strong contrasts between resonant and non-resonant regions. Formants
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Figure 3: Comparison of spectral slope of the whispered and normal utterances ”Swing your arm as
high as you can”

are clearly visible as dark horizontal stripes where the phoneme [A] is on Figure 1. In whis-
pered speech because the glottal source lacks periodicity and harmonic structure spectral peaks
are less pronounced. This is another factor contributing to �atter spectra. But formants do not
only show reduced energy but are also shifted upward as reported by prior studies (Kallail &
Emanuel, 1984; Ito et al., 2005; Sharifzadeh et al., 2012).

2.2.4 Acoustic Differences Across Phones

We have seen that acoustic changes described above are linked to the lack of voicing so naturally
they should affect voiced phonemes more signi�cantly than voiceless phonemes. As shown by Ito et
al. (2005) indeed spectral magnitude of whispered vowels is signi�cantly reduced (by 20-25 dB). But
voiceless consonants such as the fricative [s] and the plosive [ch] (IPA: kh), visible in Figures 2 and
1, appear relatively unaffected by the change in phonation. This is consistent with acoustic analyses
by Jovi�cić & �Saríc (2008), who found that while the overall intensity of consonants in whispered
speech decreases by approximately 17 dB, the reduction for unvoiced consonants averages only 3.5
dB.

Additionally, not all formants are upshifted by the same ratio. Prior studies report relative up-
ward shifts of approximately 30% to as much as 60% for the �rst formant (F1), and 0% to 20% for
the second formant (F2) in Japanese (Ito et al., 2005). For British English—which is typologically
very close to the language used in the present study—reported shifts range from 18% to 50% for
F1 and 3% to 24% for F2 (Sharifzadeh et al., 2012). However, other studies focusing on American
English—the variety used in our experiments—have found that upward shifts in F2 and F3 are not
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statistically signi�cant for most vowels (Kallail & Emanuel, 1984). The greater sensitivity of F1 to
whispering may be explained by its strong correlation with overall vocal tract length (Fant, 1971).
Since whispering involves a glottal opening that alters the acoustic length of the vocal tract, it is
plausible that F1 would be more affected than higher formants such as F2 and F3, which are more
closely tied to articulatory con�gurations like tongue height.

In summary, whispering alters the glottal source globally, but the extent of acoustic distortion
varies by phoneme groups. Voiced phonemes, especially vowels and sonorants, are more affected
than voiceless obstruents due to their reliance on low-frequency energy. The absence of F0 in whis-
pered voiced phonemes and the consistent upward shift of F1 in vowels suggest that frequency bands
occupied by them could be particularly suited for phoneme-speci�c frequency masking, motivating
the F0- and F1-based augmentation strategies.

2.2.5 Implications for ASR

The acoustic mismatch between phonated and whispered speech leads to degraded ASR perfor-
mance. Since ASR systems typically rely on representations such as Mel-spectrograms or MFCCs,
which are sensitive to formant structure and spectral energy distribution, the changes introduced by
whispering degrade performance when using models trained on phonated speech. Additionally, the
noise source combined with reduction in overall signal energy, presents a particular challenge for
recognition in real-world conditions. Background noise can further obscure the already weak and
noisy signal, leading to a lower signal-to-noise ratio (SNR).

If a model had enough whispered data to learn from, it could learn the whisper to text map-
ping directly from whispered data. However, unlike modal datasets which exist in abundance for
high-resource languages, there are signi�cantly fewer publicly available whispered datasets. Zhen-
zhen et al. (2022) lists three publicly available whispered datasets out of which one involves single
words unsuitable for continuous speech recognition. The reason behind this discrepancy apart from
whisper's less frequent occurrence is also the manner in which data for many speech datasets is col-
lected. For a single speaker datasets studio recordings can extend for several months during which
voice actor records tens of thousands of pre-written prompts. Recording large whispered datasets
in this manner is dif�cult as prolonged whispering can lead to vocal fatigue or damage and hence
collecting whispered datasets in this manner would not be ethical.

2.3 Automatic Speech Recognition of Whispered Speech

To address these key challenges, early research on automatic recognition of whispered speech fo-
cused on its low signal-to-noise ratio. The PhD thesis by Morris (2003) developed algorithms for
speech enhancement of whispered speech, and Ito et al. (2005), in one of the �rst systematic analyses
of whispered speech acoustics through the lens of speech recognition, experimented with adapted
GMM-HMM models using some in-domain data, demonstrating improved performance. Lim (2011)
continued work on adapting models to whispered speech. He contributed to the �eld by creating the
wTIMIT corpus, detailed in Section 3.1, which has been used by subsequent researchers and is em-
ployed in the current work. It established an accuracy of 66.57% with a speaker-dependent model



Section 2 LITERATURE REVIEW 22

on wTIMIT.

The most important limitation that those early studies on whispered speech recognition point to
is the scarcity of data available to train and adapt models for whispered speech. Therefore, given
the limitations discussed in Section 2.2.5, subsequent research focused on expanding datasets by
alternative means - speci�cally, data augmentation.

2.3.1 Data Augmentation for Whispered Speech Recognition

In the context of data scarcity characterizing whispered speech recognition research, one of the data
augmentation approaches that emerged is the generation ofpseudo-whisper. One way to generate
this kind of synthetic whisper is by using Generative Adversarial Networks (GANs). Gudepu et
al. (2020) collected several medium-sized parallel whispered and normal datasets, aligned them us-
ing a dynamic time warping algorithm, and used the paired recordings to train a GAN with two
generators and two discriminators. The generator aimed to produce synthetic whisper resembling
the paired whispered speech, while the discriminator tried to tell them apart—each improving its
performance through task-speci�c loss functions. They applied the trained GAN to LibriSpeech, a
960-hour normal speech corpus, to augment data for two tested speech recognition models: one hy-
brid DNN-HMM and one end-to-end encoder-decoder. This approach achieved a 29.4% WER—at
the time, a state-of-the-art result on wTIMIT.

A different approach to pseudo-whisper generation focused on replicating two key acoustic fea-
tures of whispered speech: the absence ofF0 and the upward shift of formants. These were recreated
in pseudo-whisper by applying signal processing methods—glottal inverse �ltering and moving av-
erage �ltering, respectively—to normal speech. Similar to the GAN-based approach, LibriSpeech
was used to train two models: Hybrid-CTC and Conformer. While they reached a comparable WER
of 30.7% on the whispered US subset of wTIMIT, more importantly for our research question, they
demonstrated that glottal information removal from the training data is a promising strategy for
improving whispered ASR.

2.3.2 OpenAI's Whisper in Whispered Speech Domain

There are not many studies using OpenAI's Whisper model in the whispered speech domain. The
latest reported study on whispered speech recognition in the self-supervised domain by Farhadipour
et al. (2024) explored the recognition of whispered speech, including Eastern-Hiberno English—an
English variety spoken in Ireland. They report signi�cantly outperforming the Whisper-large base-
line by �ne-tuning the WavLM model. However, the baseline model was not �ne-tuned on any Irish
data, nor on whispered speech, unlike the WavLM model, which was �ne-tuned on both whispered
and Irish speech (wTIMIT and CHAINS datasets). Therefore, the performance gap should be at-
tributed to the differences in �ne-tuning rather than to the superiority of the WavLM model itself.
Other studies con�rm that OpenAI's Whisper model is, in fact, capable of achieving state-of-the-art
performance on whispered speech when �ne-tuned with some in-domain data (Marchenko, 2024).
Speci�cally, this work demonstrated that Whisper's performance on US-English whispered speech,
if �ne-tuned on wTIMIT data, outperforms the previous state-of-the-art on this subset by a large
margin: 11.5% and 22.8% WER for the US and Singaporean subsets, respectively, with the previous
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benchmark being 29.4% reported for the entire wTIMIT.

Although Whisper's training data has not been made public, Radford et al. (2022) disclose the
preprocessing steps of speech–text pairs collected from the web. While not explicitly stated, such
a large quantity of automatically transcribed audio data (680,000 hours) was likely at least partially
sourced from major entertainment platforms, which include many weakly supervised (automatic)
transcriptions. Among such content is the increasingly popular YouTube genre ASMR, which relies
on whispered speech. A 2016 Google consumer report listed 5.2 million ASMR videos, and that
number was likely much higher by the time Whisper was released in 2023. The model's strong
performance on whispered speech reported by Marchenko (2024) even without any prior �ne-tuning
(13.85% WER on the US whispered subset) could potentially be explained by the presence of weakly
supervised whispered speech in the pre-training data.

2.3.3 SpecAugment

There is one prominent approach to data augmentation that is more straightforward to implement
than pseudo-whisper generation and has also been applied to whispered speech recognition—SpecAugment
(Park et al., 2019). We brie�y introduced it in Section 1.4 and will defer its implementation details to
Section 3.2.3, but SpecAugment has established state-of-the-art results on LibriSpeech, bothclean
(containing easier-to-recognize speech) andother(containing speech classi�ed as more dif�cult due
to, e.g., noise or speaker articulation). The results show that SpecAugment yields the highest rel-
ative decrease in WER on theother test set without any language model (from 12.5% to 6.8%),
compared to more modest gains on thecleanset (from 4.1% to 2.8%), which already had a low error
rate. This proved its capabilities to increase robustness particularly in dif�cult conditions. SpecAug-
ment has since become a standard procedure in training end-to-end models and has inspired a set of
approaches that are particularly relevant to our research.

2.3.4 Phone-Aware Approach to Whispered ASR

Phone Masking (Marchenko, 2024), mentioned several times already, has demonstrated that SpecAug-
ment time-domain masking could be tied not to random time spans but applied to speci�c phones
based on the severity of their acoustic mismatch in whispered speech. This idea was also inspired
by Semantic Masking (Wang et al., 2019), which applies masking to words in the NLP domain.
However, the author concludes that masking phones across the entire spectrum might have poten-
tially removed too much of the information, explaining its inability to improve recognition over the
baseline �ne-tuned on wTIMIT without augmentation. Additionally, selectively masking two phone
groups—palatals and mid-vowels—although they experimentally show the highest mismatch, does
not address potentially important acoustic mismatches in other voiced phones, which were left un-
changed. Still, this novel idea of masking phones selectively seems very promising given the acoustic
differences across phone groups discussed in Section 2.2.4.

2.3.5 Frequency-Weighted Approaches to Whispered ASR

In that context, another SpecAugment-related approach, called the frequency-weighted approach
(Chang et al., 2021), successfully applied whispered speech acoustic insights by modifying SpecAug-
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ment to improve whispered speech recognition. This study uses vanilla SpecAugment, which uni-
formly draws frequency regions to be masked from the entire spectrum, but introduces two mod-
i�ed variants: a linearly decreasing distribution, where more masked frequencies are drawn from
low-frequency regions, and a geometrically decreasing distribution, where the proportion of low-
frequency regions is even larger. The geometrically decreasing variant outperformed all others on
whispered speech. Importantly, it degraded performance for normal speech on the wTIMIT dataset.
This could potentially be attributed to the authors choosing to mask only whispered speech with their
modi�ed SpecAugment, leaving an acoustic mismatch between the samples from both modes. This
raises a valid question of whether masking both modes simultaneously could mitigate the observed
degradation on normal speech.

2.4 Summary

In summary, our literature review has shown that while the glottal source is altered for the entire
speech signal, the degree of acoustic distortions varies by phoneme groups. Phonemes that depend
on voicing and low-frequency energy, such as vowels and sonorants, are more affected than voice-
less obstruents. Additionally, our analysis of recent works on whispered speech recognition shows
that data augmentation appears particularly relevant for whispered speech, offering means to bridge
the data scarcity gap. Speci�cally, studies using SpecAugment-based approaches have shown that
masking low-frequency regions has potential to improve whispered speech recognition but have not
maintained the same performance on normal speech. Phone-aware masking also seems to hold po-
tential, given the limited scope of phones selected for masking in prior studies. Also importantly,
OpenAI's Whisper model has shown signi�cant potential to rise to its name, performing remarkably
well on whispered speech. This motivates the development of targeted data augmentation methods.
We therefore propose the following name for our masking policies,Phone-AwareLow-Frequency
Masking (PALF-Mask), which will be further discussed in the following methodology section.
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3 Methodology

This section outlines the methodology of the present work by �rst presenting the dataset in Subsec-
tion 3.1. It then introduces the core methods used to implement PALF-Mask, starting with phone
alignment in Subsection 3.2.1. In Subsection 3.2.2, we introduce OpenAI's Whisper model architec-
ture and our model choice. Subsection 3.2.3 explains the baseline augmentation method SpecAug-
ment in more detail, before shifting focus to the masking methodology and PALF variants in Subsec-
tion 3.2.4. Subsection 3.3 describes the key evaluation metrics and statistical tests used to validate
experimental �ndings. Finally, Subsection 3.4.1 discusses the ethical implications of this research
and brie�y outlines the shared source code and documentation to enable replication.

3.1 Dataset

The dataset used in this study is the wTIMIT corpus, introduced by Lim (2011). Modeled on the
well-known TIMIT corpus (Zue et al., 1990), wTIMIT retains a phonetically balanced subset of
TIMIT prompts and adds an important dimension: each sentence is recorded in both normal and
whispered mode. Data collection took place in two phases, involving 48 speakers in total - 20 Sin-
gaporean English speakers in the �rst phase and 28 North American English speakers in the second
- with each speaker reading 450 matched sentences in both speaking modes. wTIMIT was created
speci�cally to facilitate research on automatic speech recognition (ASR) for whispered speech. Cap-
tured under controlled conditions with a wide dynamic range, the corpus has also proven effective
for �ne-tuning large pretrained ASR models (Marchenko, 2024; Farhadipour et al., 2024). Its par-
allel sentence pairs make it well suited for analyzing the performance gap between whispered and
normal speech and for exploring techniques such as domain adaptation. Using matched sentence
pairs allows training the model on the same sentences in both phonation styles during �ne-tuning.
By evaluating on both modes, we can ensure that any performance gains in whispered speech recog-
nition do not come at the cost of degraded recognition of normal speech.

Although previous works (Lin et al., 2023; Marchenko, 2024; Chang et al., 2021) used both the
US and Singaporean subsets for their experiments, the current study employs only the US subset of
wTIMIT for reasons outlined in Section 6.5. While the primary motivation for this limitation is lo-
gistical, this choice may also offer additional ablation insights. Unlike Marchenko (2024), who used
a similar �ne-tuning setup but did not explicitly examine the effects of using US English data alone,
this study isolates that variable. Fine-tuning the Whisper model—originally trained predominantly
on US English—on a dataset without additional accent variation may help clarify how variability
in �ne-tuning data affects whispered speech recognition performance. However, it is important to
acknowledge this as a limitation. The �ndings or potential gains reported for US English—which
dominates the speech technology landscape—may not extend to other languages, particularly those
that are less privileged and lack suf�cient resources.

Another limitation of the dataset is its reliance on read speech rather than authentic conversa-
tional data, which is typically more challenging for ASR systems. This and the fact that wTIMIT
recordings are relatively clean and free from background noise, raise the question of how well the
current �ndings would extend to real-world whispered speech scenarios.
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